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Although recognizing actions of con- and heterospecifics is of utmost importance for every animal, we are still 
far from fully understanding how brains accomplish such amazing feats. Moreover, extensive psychophysical 
probing of the human visual system has evidenced a remarkable sensitivity, being capable of not only recognizing 
but also picking up subtleties conveyed by highly degraded action presentations, such as point-light renderings of 
biological motion. This doctoral dissertation attempts to unveil more of the underlying neural code used to 
process biological motion, by joining the elaborate human psychophysical research tradition on action 
recognition with electrophysiological recordings of single-cell activity in the temporal cortex of awake rhesus 
monkeys (Macaca mulatta).    
 After portraying the topic under investigation in Chapter 1, the specific research questions are 
highlighted (Chapter 2). The extensiveness of the introductory overview is a tribute to the wealth and diversity 
of  studies conducted in the field. Under scrutiny, traditionally and discussed in the first chapter, are the following 
issues: different ways to construct biological motion stimuli, investigated subjects (animals, infants, pathological 
and healthy individuals), the robustness of the percept and how to disrupt this, the contributions of form and 
motion in the whole process and finally, at the neural level, the where (functional imaging in humans and 
monkeys) and how (electrophysiology) of biological motion processing. Chapter 2, summarizing the 
inspirational grounds for our studies, specifically picks in on this elaborate overview. Subsequent Chapters 3-5 
comprise the experimental part of this dissertation. 
 In Chapter 3 [Vangeneugden et al., 2009] we adapted the experimental design, employing stimulus 
spaces using static shapes, to the dynamic field. Blending actions by differentially weighing 3 motion-captured 
prototypical transitive arm actions (i.e. knocking, lifting and throwing) resulted in a triangular parametric action 
space of 21 actions. This allowed for quantitative assessment of the response selectivities and representation of 
action similarity (a probable candidate in determining perceptual categorization) of temporal neurons to our 
dynamic stimulus space. Since we were interested in the coding of visual actions, we reduced the pattern 
information to its basics by using stick-plus-point-light figures instead of real actors. Several control tests were 
also developed, permitting functional comparisons between different areas. Specifically, in this and the 
succeeding neural study, we targeted the upper and lower bank of the superior temporal sulcus, mainly 
focussing on the fundus, and the lateral convexity of the inferotemporal cortex. Indeed, two functionally 
different classes of neurons were discerned: ‘snapshot’ neurons, mainly residing in the lower bank of the STS and 
the lateral convexity, and ‘motion’ neurons located mainly in the upper bank and fundus of the STS. The former 
encode static information, i.e. body pose, while the latter encode visual kinematics of the stimuli. Moreover it 
was found that both neural classes were capable of  veridically representing the ordinal similarity between 
actions. In light of these findings, we designed a follow-up study, better suited to bridge the gap between the 
vast literature on biological motion perception in humans, predominantly using treadmill locomotions, and the 
underlying neural substrate. 
 Chapters 4 and 5 cover the behavioral and the neural part of this follow-up investigation, respectively. 
Again, we motion-captured actors walking (and running) on a treadmill, rendering the actions not as point-lights 
but as humanoids using cylinder-like geometrical primitives connecting the joints. In Chapter 4 [Vangeneugden 
et al., 2010] we extensively trained 3 macaque monkeys in the discrimination of facing direction (left vs. right) 
and forward versus backward walking. These two tasks differ in the sort of information that distinguishes the 
categories: the former can be solved using both motion and/or form, while the latter can only be solved using 
motion information only since the body poses are identical, i.e. only differing in the sequence/temporal order of 
the poses. We noticed that a lengthy training was required to master the forward-backward task, which did not 
apply to the facing direction task. Once acquired we checked generalization performance to different stimulus 
manipulations (e.g. speeds, actors, stimulus versions, motion degradations, etc.). Two of the three monkeys were 
further subjected to electrophysiological registrations in Chapter 5 [Vangeneugden et al., under revision], 
which, combined with machine learning tools (support vector machines-SVMs) applied at the population level, 
allowed us the elucidate further on the distinct neural mechanisms for coding of visual actions in the macaque 
temporal cortex. Whereas the majority of cells were selective for facing direction, cells distinguishing forward 
from backward walking were scarce.  Furthermore, the population SVM analyses suggest the momentary-pose 
signal being stronger than the pose sequence mechanisms (congruent to the behavior; Chapter 4). A crucial 
control in this study concerned the presentation of locomotions in which the start frames were randomized 
between repetitions. Using this control test it was shown that ‘snapshot’ neurons could also carry a sequence 
signal, bearing important repercussions on action recognition models. 
 Finally, Chapter 6 puts it all together, interwoven with a number of suggestions for potential follow-up 
experiments, naturally sprouting from the studies conducted in this doctoral work.
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Chapter 1: Literature overview

1.1 What is biological motion?

The evolutionary significance of recognizing, processing and acting upon movements generated by 

others, either by con- or heterospecifics, is a feat not to be underestimated. Identifying potential prey 

is a key ability higher class heterotrophic animals need in order to survive, i.e. to be able to ingest 

other heterotrophic organisms and thus enhance survival rate, the cornerstone of natural selection. 

Input from other modalities (e.g. smell) can provide useful information, but can be considered only of 

marginal importance as most higher animals do depend on vision. Additionally, acquiring reproductive 

success is also reliant on accurately perceiving actions conducted by conspecifics of the other gender. 

However, this sexual selection component of evolution theory is more occupied with fine-grained 

analyses of particular courtship related activity, facial expressions and/or overall subtile social 

behavior. 

 Sure, correctly identifying static objects (e.g. edible fruits) and/or objects moved exogenously, 

due to for example gravitational forces (e.g. falling stones) or elements of nature (e.g. leaves of trees 

catching wind), is even so important for the survival of higher organisms. It should be noted that 

biological motion, obeying compelling kinematic laws of nature, i.e. varying speed vectors (Lacquaniti 

et al., 1983), differs with respect to rigid motion type trajectories, i.e. constant speed vectors, as has 

been studied by others (Mysore et al., 2008). 

 In this doctoral work, biological motion is further conceptualized as movements entailing the 

whole body, presented in a highly experimentally controlled fashion. This work thus differs from 

previous studies employing only hand actions (e.g. Nelissen et al., 2005; Perrett et al., 1989) or studies 

whereby the experimenter, in vivo or video-based, functioned as the display (see most biological 

motion studies of the Perrett group). Furthermore, in our stimulus sets we make abstraction of a 

separate and highly salient category of stimuli, namely faces which can be presented statically (for 

review see Tsao and Livingstone, 2008) or dynamically (Schultz and Pilz, 2009).

 Systematic investigation of the underlying processing principles in the field of biological 

motion was instigated by developments in the arts, more particular in the area of animated 

photography. Etienne-Jules Marey, a French scientist, who studied the circulation of blood in the body, 

got eventually fascinated by the puzzling figure-eight shaped movement of flies which led him to 

wonder how bigger animals locomoted. In the 1880s he therefore developed the technique of 

chronophotography which made it possible to record several phases of movement on one 

photographic surface (Fig. 1.1; nowadays known as lomography). Applying this technique to human 

locomotion (Le Mouvement, 1894 in Grossman, 2005), combined with attaching reflective strips 
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attached to a subject’s dark suit, a more abstract representation of movement trajectories could be 

obtained. Almost a century later Gunnar Johansson, a swedish psychophysicist, adopted, modernized 

and experimented with Marey’s movement trajectories by attaching light bulbs to the major 

anatomical joints of actors behaving in an otherwise dark environment (Johansson, 1973). 

 



Figure 1.1. Chronophotography by Etienne-Jules Marey: ‘Locomotion Humane’ from Le 
Mouvement (1894).

      This Literature overview will deal with advances made at different levels with this peculiar 

stimulus. First off, we will take a closer look at how in time, depending on the research question at 

hand, people generated biological motion stimuli satisfying their needs. Most generations were done 

according to the point-light philosophy thereby eliminating the effects of confounding variables, such 

as clothing, expressions and/or textures in the study of perceptual sensitivity to the human/animal 

movements. A discussion at the psychophysical level, based on questions and answers, will elucidate 

the hallmarks of biological motion perception with a special interest in the underlying mechanisms of 

this capacity (i.e. form versus motion contribution). The bulk of this biological motion review will, of 

course, involve its neural underpinnings, starting with clinical observations from neuropsychological 

studies, going over results from different neuroscientific techniques, mainly focussing on the temporal 

lobe, to eventually suggesting a more unifying network incorporating activity patterns and specialized 

neural populations from other areas (i.e. mirror and canonical neurons) as well. 

1.2 How to construct biological motion stimuli?

In debt to the creative invention of chronophotographer Marey who covered the human body with 

reflective strips, different scientists took up his clever idea and adapted it to their experimental 
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needs. It is important to mention that the stimulus operationalization depended/depends greatly on 

the technological possibilities in the according time period and also on the research questions  at  

hand (species, ecological validity, hypotheses, etc.). This paragraph discusses the technical and 

methodological aspects of the presented displays and thus will only minimally touch upon content. 

1.2.1 Pioneer point-lights: light bulbs and luminescent patches

The first researcher to adapt Marey’s invention, although not deliberately, was Gunnar Johansson, a 

Swedisch psychophysicist, in the early 1970s. Working on low-level motion, Johansson became 

captivated by the fact that seeing two bright dots moving in an otherwise dark environment did 

produce the compelling percept of a moving, invisible rigid line or rod. Redesigning this bright dot 

technique gave birth to the famous well-cited and well-utilized point-light biological motion stimuli. 

More specifically, in his pioneer paper of 1973 he devised two operationalizations. In the first 

method, he recorded one of his assistants wearing tight fitting dark clothes with light bulbs (6 V, .5 A) 

attached to the main joints in a minimally illuminated studio (Fig. 1.2a). These films were then 

presented in the experiment. The cable wiring restricting the movement freedom of the actor, the 

inconvenience experienced by the arrangement of the lamps on the body, and finally the fact that the 

light bulbs will not necessarily be visible when the corresponding joints are visible (e.g. it is impossible 

to see the light bulb placed on the left elbow when viewing a left-to-right walker from its side) led 

Johansson to devise another method. 

Figure 1.2. Original stimulus used by Johansson (1973). Outline contours of a walking 

subject (a) and the corresponding dot configurations (b). Adapted from Johansson (1973). 

 He did this by replacing the bulbs with glass-bead retroreflective material (15 mm diameter) 

in a studio flooded with light (4000 W), thereby videotaping the light hitting the reflexive luminescent 

Chapter 1: Literature overview

3



patches. Playing around with the local contrast between reflex patches and the uniform black 

background resulted in the same impression of a human person walking, running or dancing.  

According to Johansson ‘this method of using bright spots as carriers of element motions’ should enable 

researchers to ‘analyze human motion patterns without the interference from pictorial 

information’ (Johansson, 1973: p. 202). Varying size and orientation of these glass-bead retroreflectant 

tape during the video-recording phase is considered a drawback of this second image-based 

technique.

1.2.2 Frame by frame pinpointing

A third image-based technique consists of the labour intensive frame by frame pinpointing of each 

joint. The big advantage however, is the possibility to construct point-light displays of all kinds of 

species. Blake (1993) was among the firsts to use this meticulous stop-action photograph technique 

on video sequences of four-legged animals (Fig. 1.3). He presented point-light cats to cats, while 

Mather and West, in the same year, showed that human observers were able to identify different 

animals when only limited information from the major joints was available. Recently, and of high 

relevance for the macaque monkey research community, Nick Barraclough has created point-light 

versions of freely ranging macaques, using this technique (personal communication; in a similar vein, M 

Giese is trying to equip behaving monkeys with motion-capture suits with the goal to accurately 

record macaque movements). 

Figure 1.3. Stimulus used by Blake (1993). Frame by frame pinpointing a cat locomoting 

(a), resulting in a point-light display (b). Adapted from Blake (1993).

 A major downside to all three image-based techniques is its rigidity in the sense that once the 

actions are video-taped/recorded/pinpointed respectively, there is no room for modification, unless 

the whole process is started anew (a). If for example one only wants to present the upper body 

configuration, one has to restart from scratch. A solution to this rigidity has been recently proposed 

by Shipley (online library available at http://astro.temple.edu/~tshipley/index.html). Owing to 

technological advances, they digitalized the Mather and West (1993) frame by frame pinpointing 

Chapter 1: Literature overview

4

http://astro.temple.edu/~tshipley/index.html
http://astro.temple.edu/~tshipley/index.html


technique by storing the X-Y coordinates of each allocated joint. Their program records the screen 

coordinates of each mouse cursor click and was used to generate a vast library of point-light displays 

of humans performing a bunch of actions, and also of different kinds of animals. This technique is 

rather cheap (1), in comparison to motion-capture systems (see below), perfectly suitable also for 

non-cooperative actors (e.g. animals and infants) (2), and captures the actor in his natural 

environmental setting (3). Another disadvantage relates to the fact that placing the dots exactly at the 

same location for each image frame is not a sinecure (b).  

1.2.3 Cutting’s algorithm 

Concurrent with the first two image-based techniques, building on the work of Johansson and the 

vast literature regarding the analysis of the locomotor step cycle in humans and animals (for review 

see Grillner, 1975), James Cutting and collaborators explored various attributes of gait perception. In 

this vein they discovered gender specific movement patterns, i.e. biomechanical invariants, based on 

shoulder/hip ratio, torso torque and centers of moment and gravity. Cutting (1978) then applied this 

knowledge about movement patterns to artificially determine the particular locales of 13 points 

simply by using many sine, cosine and elliptical trajectories. Putting all pieces together resulted in the 

first lateral synthetic walker rendered as point-light display. More specifically, the algorithm dictates 

the hip and shoulder points to move in an elliptical trajectory while the legs and arms are treated as 

nested pendulums. Compared to other techniques described in this section, the Cutting algorithm is 

very straightforward and non-time consuming in the production of biological motion stimuli. 

Subsequent biological motion studies (e.g. Neri et al. 1998) have utilized and/or adapted the original 

code to also account for non-lateral oriented walkers (Verfaillie, De Troy, & Van Rensbergen, 1994). 

 However computer algorithms are just approximations and thus non-accurate simulations of 

the kinematics of human motion (Runeson, 1994). The major critique against this method is that 

already from the get-go biological motion is approximated, i.e. the genuine motion trajectories, ipso 

facto, the interdependent relationships between points are not respected. A related phenomenon, 

termed the uncanny valley effect, is an issue animation software developers face. This phenomenon 

states that the more humanlike an artificial agent becomes, due to improved algorithms which run on 

better computer systems, the less acceptable or more repulsive human observers find its visual 

appearance, i.e. a valley in the relationship between realism and affinity (Mori, 1970; Pollick, in press). 

Major Hollywood animation pictures fall victim to this uncanny valley. In trying too hard, the 

appearance of the characters becomes artificial. In this sense movies that don’t anthropomorphize 

characters too much (e.g. Lightning MacQueen in Cars or Dora in Dora The Explorer) have more 

success than animation movies that do (e.g. The Polar Express). Recently, such an uncanny valley effect 
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has also been demonstrated in macaques, observing real and degraded versions of a macaque face 

stimulus (Steckenfinger and Ghazanfar, 2009).

1.2.4 Real-life acting

The first results on the neural underpinnings of biological motion, two electrophysiological studies in 

anesthetized (Bruce et al. 1981) and awake macaques (Perrett et al., 1985), were obtained by real-life 

acting of the experimenter in front of the subjects. The focus of the former study consisted primarily 

in mapping response characteristics of neurons located in the superior temporal polysensory area 

with moving stimuli (translations, different speeds and accelerations), but for approximately 15% of 

neurons, they also collected data when walking around in the experimental set-up. 

 David Perrett was the first to look specifically at the effects of biological motion on neurons 

in the same locus and played around with some locomotion parameters. For more than twenty years 

Perrett and coworkers explored the neural code of biological motion at the single-cell level with 

these realistic presentations, which by definition possess high ecological validity (note the use of ‘high’ 

instead of ‘full’ due to the interspecies difference, i.e. testing macaques with human actions), but 

preclude full experimental stimulus control: (1) actions are never performed exactly the same across 

presentations, (2) confounds such as the simultaneous exposition to faces and related facial and/or 

social expressions, e.g. the gait, shown to be important in this brain structure (Allison et al., 2000) are 

present (but see Oram and Perrett, 1994) and finally (3) these presentations contain both extrinsic 

(displacement of the full body) and intrinsic motion cues (treadmill-like walking), which hinder direct 

comparisons with most human psychophysical studies on biological motion (but see e.g. Jellema and 

Perrett, 2006; neural recordings with upper body bending, devoid of any form of translatory motion).   

1.2.5 Motion-capturing

Nowadays, most studies on biological motion utilize stimuli generated by means of electronic 

registration of human motion, termed motion-capturing (cf. all experiments conducted in this thesis). 

These systems can either be based on distortions created in the magnetic field or more commonly, 

by capturing the infrared signals emitted from markers placed on the major anatomical joints 

(Mulder, 1994). Tracking with multiple cameras stores the 3D-coordinates of the markers, which can 

be adjusted a posteriori at will. In case of locomotions, the translatory motion component caused by 

displacement of the body is commonly subtracted from these coordinates resulting in a stationary 

stimulus, i.e. as if walking on a treadmill. Of course, motion-capturing an agent on a treadmill will also 

do the trick. Such manipulations make it possible to e.g. study the effect of forward versus backward 

gait or walking direction. Some advantages of this technique include the possibility to generate the 

same action from any viewpoint and the possibility to render different types of stimulus versions (e.g. 
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point-lights, stick figures, 3D-volumes or full-fleshed characters). For instance, all characters in the 

recent 3D-blockbuster Avatar (director: James Cameron) were created using state-of-the-art motion-

capturing techniques, not only precisely recording body, but also facial movements (Fig. 1.4).

 

Figure 1.4. Motion-capturing technique exemplified for the movie Avatar. Movements of  an 

actor wearing a skin-tight velcro suit laced with small reflective markers, captured by 

multiple camera’s, positioned all around the actor, are converted by means of animation 

software into the final character.  

 Besides the expensive price tag and the necessity of schooled personnel, motion capture 

systems also have some more inherent problems (Dekeyser et al. 2002). Firstly, recording sessions 

need some considerable beforehand planning to avoid too much marker occlusion of each joint for 

too many cameras. Limited missing data can be reconstructed by motion editors that extrapolate 

estimated motion trajectories and thus counteract ‘jumpy’ animations. Secondly, although the 

technique allows some post-editing freedom (for example selecting certain joints to become 

invisible), it is still not a sinecure to modify parameters of the rendering procedure (e.g. altering gait 

or speed). Thirdly, by capturing the markers from different angles and reconstructing the 3D-

coordinates, joints will never be occluded in contrary to the informative disappearances of limbs in 

real life observations of human actions (Profitt et al., 1984). The actual procedure of motion capturing 

human actions in this thesis will be explained in full detail in the according sections.

 Other specific manipulations of the rendering procedure based on motion-captured data are 

discussed in the next section.

1.3 How robust is the biological motion percept?

In his initial groundbreaking experiments, Johansson (1973) was most struck by the overwhelming 

positive result, i.e. the vivid and compelling impression of perceiving meaningful human actions, just by 

presenting 5-10 elements in adequate combinations of proximal motion. Otherwise, static 

presentations of point-light frames are just considered as an incoherent cloud of dots. This led other 
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researchers to manipulate different aspects of the point-light figure and accordingly check either 

directly, via phenomenological interrogation, or indirectly, via behavioral measurements, perception 

whilst manipulation. 

1.3.1 Gunnar Johansson’s tradition

In Johansson’s slipstream other researchers quickly corroborated the easiness with which humans 

recognize point-light displays. Kozlowski and Cutting (1977) recorded 3 male and 3 female walkers 

with their reflective patches technique. Because they all lived together in a dormitory, they were 

familiar with each other’s gait patterns. Two months later, they were invited to the laboratory and 

presented with all video sequences on a computer screen. Although performance was far from 

perfect, subjects were able to recognize the identity, ipso facto the gender, of the displayed actor 

significantly better than expected by chance (38% correct; chance = 16.6%). Gait analyses underlying 

this gender effect have pinpointed the differences in width or sway of the shoulders (men > women) 

and width or sway of the hips (men < women) to be informative cues (Barclay, Cutting, & Kozlowski, 

1978; Cutting, 1978a; respectively). The former refers to an informative static or motion-mediated 

structural cue, while the latter refers to truly dynamic informational content. This dichotomization, 

and consequently its scientific debate, in features relevant to biological motion recognition, is 

omnipresent in practically every study in the field. A parsimonious, although not absolute, manner to 

comprehend the debate is by dividing the researchers into two camps (see 1.10 Is form or/and motion 

important to perceive biological motion?, this chapter). The static gender difference (shoulders: width 

dimension) for example, is also symbolized in our iconic culture: e.g. restrooms: a downward triangle 

for men and an upward triangle for women. Interestingly, when inverting the point-light walker and 

thus the orientation of the triangle, gender perception shifts accordingly, i.e. an inverted male point-

light display is perceived as female and vice versa (Barclay, Cutting, & Kozlowski, 1978). Also, 

algorithms exploiting this gender difference in cues, with an emphasis on the dynamical component, 

have been successfully implemented to synthesize artificial walkers (Cutting, 1978a, 1978b; Troje, 

2002: http://www.biomotionlab.ca/Demos/BMLrunner.html). Successful classification of gender in 

these point-light walkers was furthermore dependent on the presentation of at least two gait cycles, 

recorded and presented at the comfortable speed of the actor without blurring the discrete dots 

(Barclay, Cutting, & Kozlowski, 1978). 

 Further research has shown that presenting point-light versions of just one arm in isolation is 

inadequate to solve gender discrimination, although neural network classifier analyses did reveal 

sufficiently available information (Pollick et al. 2002). However, the same experiment did indicate that 

subjects are capable of extracting differences in affect or emotion (neutral vs. angry) in these point-

light arm movements (knocking, waving and lifting). Recognizing emotion, but for full-body point-light 
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displays, had been explored previously for stylized dance movements (Dittrich, Troscianko, Lea, & 

Morgan, 1996). Human observers are furthermore capable of effortlessly discerning point-light 

animations of conspecifics performing numerous activities (e.g. chopping, pumping, shooting, etc.; 

Vanrie & Verfaillie, 2004) and of different animals locomoting (e.g. greyhounds, horses and kangaroos; 

Bellefeuille & Faubert, 1998). Nevertheless Pinto and Shiffrar (2009) have shown recently that humans 

exhibit greater sensitivity to coherent human than animal motion. In their experiment, subjects had to 

perform a coherent motion detection task of both human and horse motion, presented upright and 

inverted. One is also able to infer object attributes, e.g. the weight of a to be lifted box, from point-

light displays (Runeson & Frykholm, 1981).  

1.3.2 Shiffrar, Lichtey & Heptulla Chatterjee (1997)

A study by Shiffrar and coworkers (1997) also underlines our sensitivity to biological motion. Using a 

modified version of the apertures paradigm (Shimojo et al., 1989), they examined the contribution of 

local versus global processes during biological motion perception. Subjects had no problem 

recognizing a walking stick figure through a number of relatively small windows, but failed completely 

when confronted with non-biological motion displays, i.e. a car driving or cutting scissors (Fig. 1.5). 

Such displays are ambiguous both in form, i.e. the lines could be grouped in many different ways, and 

in motion, i.e. every motion signal is ambiguous. Nevertheless biological motion displays were readily 

perceived under these conditions, while the perception of non-biological figures always defaults to a 

local-motion interpretation. These findings suggest some degree of global processing of biological 

motion, not shared by non-biological motion displays. Such a bias favoring global processing of 

biological motion is not only present in the spatial but also in the temporal domain (see below).

Figure 1.5. Stimuli from Shiffrar et al. (1997). Three frames from each dynamic display are 

shown for (a) biological and (b) control non-biological motions. Adapted from Shiffrar et 

al. (1997).
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1.3.3 Thornton, Pinto & Shiffrar (1998)

Thornton et al. (1998) manipulated the temporal delay between display frames and observed that 

subjects were able to accurately perceive masked point-light walkers across a large range of delays, 

well beyond the temporal limits associated with low-level local computations of motion (Baker and 

Braddick, 1985).

1.3.4 Neri, Morrone & Burr (1998)

The previous studies exhibit how sensitive we are in perceiving biological motion at the subjective 

level. Going one step further, Neri and colleagues (1998) were the first to demonstrate this 

objectively. They found that even when you sprinkle the 11 dots comprising a biological motion 

stimulus with 1000 similar randomly moving dots, change the polarity of half the dots in the displays 

and restrict the local motion trajectories to only two-frames, subjects were still able to detect and 

discriminate the direction of ambulation. Moreover, compared to simple translational motion, 

sensitivity to biological motion differed in both the spatial and temporal domain. Decreasing the 

number of displayed dots had a much greater effect on direction discrimination with biological than 

with translational motions. Also, temporal summation for biological motion occurs over much longer 

periods than for simple translational motion. According to these authors, biological motion deserves a 

special status, hence neural underpinning, compared to other forms of simple and complex motion. 

1.3.5 Nothing special: Hiris (2007)

However the claim that we are extremely sensitive to perceiving biological movements from point-

light displays should be moderated. Hiris (2007) correctly stated that most studies emphasizing our 

sensitivity, contrasted point-light biological motion with control displays not containing any underlying 

form, which is actually not a fair comparison to make. Also the type of mask employed, the dots 

sprinkled over the target either moving randomly or moving according to the motion vector present 

in the target animation, is of key importance. Results showed that subjects were not particularly more 

sensitive in detecting biological motion when the control point-light stimulus contained an underlying 

form. Thus, any of the above-mentioned differences in detection performance could be due to this 

moderating form factor. Furthermore random motion masks prove to be less effective for biological 

motion than nonbiological motion, a point which should also be taken into consideration when 

comparing performances.
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1.4 Can animals perceive biological motion?

Numerous studies have examined the capacity of animals to perceive biological motion. Because it is 

impossible to ask animals for their subjective introspection, the perception/recognition of biological 

motion in these studies is always investigated indirectly via behavioral techniques and in comparison/

contrasted with other conditions. The quality of these contrasted conditions are therefore of crucial 

importance in understanding the scope of conclusions drawn. Under this section I will highlight and 

critically discuss a few landmark animal behavior studies. 

1.4.1 Dolphins

Among the first species to be tested were bottlenosed dolphins (Tursiops Truncatus) (Herman et al., 

1990). Dolphins, capable of performing well on complex cognitive tasks (Herman, 1975; Forestell and 

Herman, 1988) and familiar with the gesture language used by their trainers, were exposed to gradual 

degradations of these gestures. A total of three simple actions were tested: wait, pay attention and go. 

All three actions involved simple arm gestures: two arms stretched, two arms stretched with an 

elevated index finger and an arm sway, respectively. A number of degradations were implemented: 

open hands (a) or closed fists with (b) or without white gloves (c) or point-light displays (d). The 

researchers noticed very high generalization scores to the open hands and closed fists conditions, 

irrespective of wearing gloves (90-95% generalization performance, compared to 100% correct 

performance in the full-body display). Somewhat lower, but still significant, generalization performance 

was found for the point-light conditions (between 65 - 70% for the two dolphins). In sum, these 

results seem to suggest that dolphins are able to perceive something meaningful in point-light 

depictions of the familiar gestures (meaningful, i.e. accurate generalizations) (Simion et al., 2008). 

 Nevertheless, caution is advised when interpreting these results. First and foremost, the 

point-light version in this study was nothing more than the trainer, dressed completely in black, 

holding two globes of spongy yellow foam, one in each hand. This gave the impression of two round 

spots of approximately 2.5 cm in diameter, floating freely in a black space. This resembled the closed 

fists with gloves condition quite well. Also, such coarse versions of point-light displays are in stark 

contrast with point-light stimuli used nowadays. Secondly, although these dolphins were able to 

understand many more actions and even strings of actions into a sentence (Forestell, 1988), it is not 

obvious why only 3 simple actions were selected. Furthermore, two gestures resembled each other 

quite well, i.e. wait and pay attention, the only difference being the elevated index finger, which could 

not have been captured by the coarse point-light rendering technique. Thus the experiment actually 

consisted of only 2 categorical actions: waiting or paying attention versus swimming away. The difference 

in gestures between these two categorical behaviors is quite large, i.e. arms closed versus arms open. 

Such big gestural differences presented in such coarse displays (i.e. two floating spots), make it hard 
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to draw solid claims about the ability of the animals to perceive biological motion from point-light 

displays. Concerning this matter, e.g. pigeons can discriminate complex motion patterns comprised of 

only a single dot moving (Emmerton, 1986).

1.4.2 Cats

Changing species and elevating stimulus design considerably, Randolph Blake (1993) investigated 

whether cats were able to perceive biological motion from point-light displays (see Fig. 1.3b). Using 

standard operant techniques, he trained cats to select animation sequences depicting biological 

motion by pressing their noses against one of two small nose-keys situated in line with two 

monitors. Initially, the biological motion sequence was contrasted to static presentations. After 

reaching proficiency, the difficulty of the concurrent presented foil display was gradually increased. The 

following motion displays were used; random: dots moving in random directions without any 

constraints, Brownian: similar to random but with the spatial displacement confined by the original 

stimulus displacements, positional scrambling: spatially randomizing the starting position of each dot, 

phase scrambling: maintaining spatial position but temporally randomizing the starting phase of each 

dot. At first glance, the results seem to indicate that cats are very well able to discriminate between 

the target biological motion and the foil sequences. 

 But a number of considerations have to be made. (1) Each time the cats are confronted with 

a new foil display, it takes them several hundred trials to obtain a reasonable performance. For some 

manipulations the cats perform above chance level only after three consecutive days of training. These 

findings seem to suggest some sort of learning not unequivocally associated with biological motion. 

(2) The cats could have solved the discriminations, e.g. simply by learning the location of the neck 

dot, which is always on top in the regular biological motion sequence. In the control sequences, the 

location of the neck dot is either changing, i.e. different locations when the action unfolds (random 

and Brownian motion sequences) or always at a different location (positional scrambling) (always: only 

one animation sequence for each condition was generated). Mirroring the animation sequences along 

the vertical axis can only partially refute this local-learning critique. Such mirroring interferes with 

specific learning in left or right but not upper or lower hemifield. In other words: up stays up and 

bottom stays bottom. The reason that it takes the animals at least a few hundred training trials to 

perform well, could be that they need those trials to accurately differentiate between locations of the 

most upper dot between conditions. This could potentially also explain the significant lower 

discrimination performance between regular and phase-scrambled motion compared to regular and 

position-scrambled motion. In the former its much harder to differentiate between neck dot locations 

than in the latter. Phase-scrambled motion demands incorporation of a second dot (right upper leg 
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dot, being the closest neighbor of the neck dot) and their relation across the action, i.e. a nice cyclic 

movement of approaching/distancing, not present in position-scrambled motion.

1.4.3 Chicks

A number of behavioral experiments have also been conducted in newly hatched precocial chicks 

(Regolin et al., 2000; Vallortigara et al., 2005; Vallortigara and Regolin, 2006). Employing an imprinting 

procedure, Regolin and colleagues (2000) exposed day-old chicks for two hours to either a walking 

hen or a rotating cylinder, both rendered as point-light displays. On a subsequent free choice test, the 

chicks preferentially approached the novel, unseen display, irrespective of its biological nature. Thus, 

chicks exposed to a walking hen preferred the rotating cylinder and vice versa. This finding is 

interpreted as evidence for the fact that chicks are able to discriminate between stimuli with different 

motion patterns. However, this rather small effect was predominantly caused by the first two minutes 

in the 6 minutes long free choice test. After two minutes, the chicks randomly approached any of the 

two stimuli. It is puzzling why the chicks lose interest in the stimulation already after 2 minutes, while 

being exposed to the same stimulation 60-fold in time. 

 In a follow-up experiment, the same imprinting procedure was applied to either an intact 

walking or a positionally scrambled hen display (Fig. 1.6). The results indicated a big gender difference: 

females preferred the imprinted stimulus, while males preferred the non-imprinted stimulus, 

irrespective of type of stimulation, i.e. intact versus positionally scrambled biological motion. This 

sexual dimorphism, also found in common marmosets (Brown et al., 2010), is explained in terms of 

differential sensitivity to novelty and threatening objects. The authors proposed that females like to 

stick to the familiar, while males are more interested in anything that is new. An ethological 

observation study by Vallortigara (1992), the main researcher in all these studies, pinpointed the 

following sex differences: (1) males approached strangers more quickly than cagemates, females vice 

versa; (2) males spent more time with strangers than cagemates, females vice versa, and (3) both 

pecked at humans, but males did this more aggressively. Remarkably, no gender difference was 

observed in the previous experiment (hen vs. cylinder).

 Nonetheless, the same author also expressed the following phrases: ‘Males remain vigilant of 

known predators and are not distracted by non-threatening stimuli, and females investigate novel objects as 

potential new food resources’ (Brown et al., 2010; p. 563) and ‘males preferentially approached the novel 

stimulus, females the familiar one’ (Regolin et al., 2000; p. 53). These two sentences seem to contradict 

each other. It is worth mentioning here that post-hoc (evolutionary) interpretations should always be 

taken with a grain of salt. 
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Figure 1.6. Stimuli used by Regolin et al. (2000). A walking chick was rendered as a point-

light display (b), applying the frame by frame pinpointing technique (a). Position scrambled 

displays served as controls (c). Three frames from each sequence are depicted (adapted 

from Regolin et al., 2000).

 Moreover also at the level of the results, contradictory findings can be observed. In Regolin et 

al. (2000) figures 3 and 4 evidence the ability of chicks to perceive differences between intact and 

positionally scrambled hen locomotions (Fig. 1.6), while inspection of figure 3 in Vallortigara et al. 

(2005) indicates that chicks are not able to discriminate between the same two conditions. The two 

studies differ however with respect to the applied protocol: imprinting versus spontaneous preference. 

This would mean that chicks are able to perform a rather complex and dynamic delayed match to 

sample task with a one to two day long interval in between and only for the first two minutes. Such 

fairly complex cognitive behavior seems highly unlikely in newly hatched day-old chicks. Although 

chicks are maybe not able to perceive the difference between regular and positionally scrambled 

locomotions, they do possess the ability to discriminate these two types of motion from rigid and 

random motion controls (Vallortigara et al., 2005). This predisposition for biological over non-

biological motions is reminiscent of observations made in the field of kinematic analyses, namely the 

two-thirds powerlaw (see below).
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1.4.4 Chimpanzees 

Research performed in an evolutionary cousin, i.e. the chimpanzee (Pan Troglodytes), further casts 

doubts on the hypothesis that animals perceive point-light actions similarly as we humans do 

(Tomonaga, 2001). In his experiment, Tomonaga trained two adult chimpanzees in a visual search 

paradigm. In such a paradigm, a number of distractors, belonging to the same category or having the 

same dimension, e.g. x, obscure the visibility of one simultaneously presented target, e.g. y. Both target 

and distractors are presented concurrently at different locations on the screen. The task of the ape 

was to detect the odd-one-out. 

 In the first stage of the experiment, the chimps were trained with biological motion stimuli as 

targets and random motion patterns as distractors, or vice versa. The biological movement consisted 

of a point-light rendering of a conspecific quadrupedal walking, whereas the random movements 

consisted of the similar amount of dots moving randomly. Although both apes were trained 

extensively, only one did acquire this task. The successfully trained chimp was further tested with 

different manipulations (second experiment). When the intact point-light quadrupedal walking ape was 

contrasted to either position- or phase-scrambled controls, her performance also went down 

significantly. In other words, she was not able to discriminate between regular intact and scrambled 

biological motion displays.

 The findings from both chimpanzee experiments cast doubts on the generalizability of 

perceiving point-light actions similarly across species. A simple explanation (Hiris, 2007) could account 

for the observed findings, namely the fact that during the initial training, the apes had to discriminate 

real intact biological motion (containing underlying form) from random motion (not containing any 

underlying form). It would have been interesting to find out whether the chimpanzee that acquired 

this task, would have also acquired this task when contrasting intact biological point-lights with 

random point-lights containing an underlying form. 

1.4.5 Baboons

Another study doubting the hypothesis that animals perceive point-light displays similar as we humans 

do, comes from research performed in baboons (Parron et al., 2007). 

 In the first experiment of their study, baboons were trained to discriminate biological point-

light displays from their position scrambled counterparts. Stimuli could either contain a human or a 

baboon locomoting. Thousands of trials were necessitated to train each baboon to successfully 

discriminate between the fomer two conditions, irrespective of the stimulus species. The baboons as a 

group further failed to transfer their training to novel biological and non-biological point-light displays 

(i.e. the human stimulus dancing or pushing an object). 
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 In the second experiment, displays were inverted. Similar effects of inversion were obtained at 

the group level with the biological and non-biological displays, in contrast to human experiments 

(Pavlova and Sokolov, 2000; see 1.9.1 Inverting displays under section 1.9 How to disrupt the biological 

motion percept?,  this chapter). 

 Finally, a third experiment, using body shifted segments (the body was cut in half and the 

lower half was set on top of the upper half, now the lower half), the baboons still performed better 

than chance level. This finding indicated that the baboons processed the task by considering one or 

several subconfigurations that were unaffected by the shifting procedure. 

 In sum, these experiments suggest that baboons did not retrieve and interpret the articulated 

shape of the human or baboon body form their point-light renderings, but rather focused their 

attention on the configurational properties of subparts of the stimuli. 

 

1.4.6 Monkeys in the wild

All studies discussed so far specifically looked at the capacity of the animals to generalize toward or 

prefer intact point-light biological motion. However, these studies can not infer whether an animal 

actually understands the actions he/she observes. As mentioned before, no verbal reports can be 

delivered by the animals, but as is the case when testing human preverbal infants (see below), other 

indirect measures are available.

  To address this matter, Wood and colleagues (Wood et al., 2007b) conducted a number of 

experiments in free ranging monkeys/apes (tamarins, macaques and chimpanzees) inspired by the 

clever work of Gergely and colleagues (Gergely et al., 2002) done with human infants. Gergely et al. 

(2002) demonstrated that 14 months old infants observing an adult performing an action, will mimic 

this action only when they consider this action to be the most rational alternative (Fig. 1.7a). In their 

experiment, infants were assigned to one of two groups. Both groups witnessed an adult woman 

illuminating a light-box by the top of her head. However, one group saw the adult performing the 

action with her hands occupied (Fig. 1.7a: left panel;  i.e. pretending to be cold, the woman had 

wrapped a blanket around herself), while the hands were free in the action the other group witnessed 

(Fig. 1.7a: middle panel; i.e. hands on top of the table). One week later the infants were presented 

with the same light-box while monitoring their behavior. It was noticed that infants observing the 

woman in the hands-free condition used the top of their heads more (69%) than infants observing the 

woman in the hands-occupied condition (21%) (Fig. 1.7a: right panel). Infants most likely inferred that 

since the experimenter could have used her hands, but used her head instead, the head must confer 

some advantage for illuminating the box. 

 Wood and others (2007b) applied a similar logic and methodology to free-ranging monkeys. 

Approaching one of two containers either intentionally (intentional hand grasp: deliberately grasping a 
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peanut inside the container, not visible to the monkey) or accidentally (accidental hand flop: touching 

one container with the back of the hand), monkeys/apes - tamarins, macaques and chimpanzees - 

were more likely to choose the contacted container in the former condition (Fig. 1.7b). Accidental 

touches did not result in a significant preference of the monkeys/apes for either one of the 

containers. The second manipulation was more similar to Gergely’s work. This manipulation consisted 

of touching one of the containers with the elbow, either with the hands occupied (rational action) or 

with one hand free (irrational action, given that it would have been much easier to touch the 

container with the free hand). Again, based on selecting the rationally touched container, significantly 

more than chance (Fig. 1.7c), but not so when touched irrationally, the authors concluded that all three 

species understood the rational, goal-directed action. This inferring goes beyond simple associative 

accounts of action perception given that the actions between conditions were matched for low-level 

characteristics. Thus our capacity to infer rational, goal-directed action likely arose at least as far back 

as the New World monkeys, some 40 million years ago (i.e. common ancestor). 

 However, the work of the previous authors does contain an inconsistency. In Wood et al. 

(2007a) evidence for the fact that monkeys can understand observed actions, not belonging (A) to their 

own motor repertoire, is provided. Although monkeys cannot throw themselves, they nevertheless 

respond correctly to observed throwing actions. When the kinematics, trajectory, speed or direction 

of an otherwise threatening throw was altered, their behavioral response was likewise, showing less 

avoidance in less threatening throws. In another study, a forced-choice social foraging method (see 

6.2.3.1 The Hauser-variants based on Wood, Glynn & Hauser (2008) and Wood, Glynn, Philips & Hauser 

(2007b) under section 6.2 What about the meaningfulness of our stimuli? from Chapter 6) was used to 

asses whether free-ranging rhesus monkeys could make inferences about human intentions and goals. 

The monkeys saw an experimenter approaching and touching one of two possible food containers 

(coconut split in half). These touches could either be congruent or incongruent, with their own 

behavioral repertoire. It was observed that the monkeys were able to selectively approach the 

touched coconut only when the touch belonged to their own repertoire ((B); own repertoire 

behavior: coarse and fine grasp touches or touches with the foot; not belonging to own repertoire 

behavior: touches with the upper part of the hand, using pliers, using a cane or a machete -with which 

they were familiar: seeing a caretaker of the animal compound using a machete on a daily basis).  
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Figure 1.7. Stimuli and results from Gergely et al. (2002) and Wood et al. (2007b). (a) Left 

and middle panels: a woman illuminating a light-box by the top of her head, either with 

occupied or free hands, respectively. Right panel: observed behavior from the infants one 

week later; blue = using the head to illuminate, green = using the hands. Adapted from 

Gergely et al. (2002) (b) Rhesus macaques approached the container, touched in the 

intentional hand grasp action, significantly more than chance. No such effect was observed in 

the accidental hand flop condition. (c) Rhesus macaques grasp the rationality of observed 

actions: significantly more approaches than expected by chance in the hands occupied than 

in the hands free condition. Adapted from Wood et al. (2007b). 

1.5 What is the two-thirds powerlaw?

Returning to the discussion of the uncanny valley effect (see last paragraph of 1.2.3 Cutting’s algorithm 

under section 1.2 How to construct biological motion stimuli, this chapter), no matter how good 

algorithmic approximations of human biological movements become, human observers remain 

remarkably sensitive to, albeit small, differences between real and approximated actions. Not only 

humans, but also newly hatched chicks seem to share this capacity (see above). A possible explanation 
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could be the difference between these two types of movements, namely the (non)-compliance with 

the two-thirds powerlaw. In the early eighties, Viviani and Terzuolo (1982) discovered a compelling 

relationship between the figural and kinematic aspects of human movements. Studying motor-related 

activity, they asked subjects to trace an ellipse while meticulously recording the traversed path. In 

these studies it was explicitly stated to do this at a constant speed. However, when analyzing the 

velocity profiles, it was found that subjects speeded up during the straight segments and slowed down 

during the curved ones. This peculiar relationship was also mathematically expressed in the following 

formula: A = kCᵝ  with A being the angular velocity, C the curvature of the hand trajectory, k a 

piecewise constant coefficient called the velocity gain factor and beta (ᵝ) equalling 2/3, hence the label 

two-thirds powerlaw (Lacquaniti et al., 1983). This compelling kinematic law not only circumscribes 

handwriting, but also other human actions, e.g. locomotion along curved paths (Hicheur et al., 2005) 

and eye movements (de’Sperati and Viviani, 1997). It seems that all ballistic movement patterns which 

require biological organisms to change their state of rest, or motion for that matter, are subject to 

this law. Even movements of the aphid comply with the two-thirds powerlaw (Mashanova et al., 2009). 

Recently, a number of functional imaging studies in humans have been conducted looking specifically 

at brain sensitivity for this kinematic law (Dayan et al., 2007; Casile et al., 2009). The results of these 

studies will be discussed under the relevant sections below. 

1.6 Can infants perceive biological motion?

Our remarkable capacity to accurately perceive action characteristics in highly degraded stimulus 

displays, combined with the, although not completely watertight, evidence suggested from animal 

studies, seems to propose a hereditary or inborn component to this visual phenomenon. Examining 

its ontogenesis could provide the answer. A number of studies have looked at biological motion from 

a developmental perspective. I will first address some older studies followed by a more critical 

discussion of two more recent experiments (Méary et al., 2007; Simion et al., 2008). 

 In an infant-control habituation paradigm, Bertenthal et al. (1984) found that 3 months old 

infants are not only able to discriminate between regular dynamic displays of point-light biological 

motion and static displays, but also between the former and spatial scrambled versions. According to 

Fox & McDaniel (1982) our visual system needs one month extra to discriminate regular displays 

from their inverted counterparts. It would have been interesting to know whether Bertenthal et al. 

(1984) also presented inverted walkers as exemplars in their spatial scrambled version. At 5 months 

of age the visual system gets more fine-tuned, being able to detect small disturbances in the local 

rigidity of the point-lights (Bertenthal et al., 1987). Investigating older subjects, Pavlova et al. (2001) 

have shown that at the age of 5 years old, infants reach adult-like performances. However children 

with autism spectrum disorder never become proficient at detecting meaningful percepts when 
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presented with point-light biological motion (Klin et al., 2009) (see 1.7 Can autistic children perceive 

biological motion?, this chapter). 

 Thus, these findings point to the fact that already at a very early age, humans are sensitive 

toward biological motion, suggesting a hereditary factor. But one could always conjecture that already 

at 3 months of age, i.e. the youngest age in the above-mentioned studies, these infants already 

possessed some considerable amount of visual experience concerning biological motion. 

 A similar conjecture has been made against the modularity hypothesis of processing object 

categories in the human ventral visual stream, with an emphasis on face processing (for review see 

Bukach et al., 2006; for review on modular processing see Op de Beeck et al., 2008). This discussion 

can be didactically sketched based on the interpretation of the following acronym: FFA. In the modular 

view, FFA stands for Fusiform Face Area, a brain region in the fusiform gyrus of the temporal cortex 

mainly devoted to processing faces, most probably caused by a genetic predisposition hardwiring the 

brain (Yovel & Kanwisher, 2004; for review see Tsao and Livingstone, 2008). In the other camp FFA is 

interpreted as Flexible Fusiform Area. Protagonists of the latter camp, Gauthier and Tarr, claim that the 

putatively face-specific neural machinery is also recruited for skilled individuation of non-face 

homogeneous categories, such as cars, birds or non-sense stimuli, e.g. greebles, especially when 

acquired expertise for these categories. For this purpose they scanned e.g. car experts and 

ornithologists (Gauthier et al., 2000). In their view, not a specific object class such as faces, but rather 

the level of categorization and expertise determines whether FFA is active or not (Gauthier et al., 

1999; Xu, 2005).

 Switching back to developmental studies, it is possible that 3 months old infants could already 

have developed some expertise with respect to the specificities of biological motion, given that this 

kind of visual stimulation, i.e. interaction with caretakers, is practically all they have seen within that 

time period. Therefore, to make more robust claims with respect to the hereditary roots underlying 

the special nature of biological motion processing, it is necessitated to test even younger infants. Two 

studies did just that and tested infants who were only a couple of hours/days old (Méary et al., 2007; 

Simion et al., 2008). 

1.6.1 Méary, Kitromilides, Mazens, Graff & Gentaz (2007)

Méary and coworkers (2007) stripped biological motion down to just one big point-light moving 

along a circular or elliptical path, either complying with the two-thirds powerlaw or not. In a preferential 

looking paradigm, neonates showed increased looking behavior if the motion infringed the hallmark of 

human movements. Although the observed effect was in the non-expected direction, i.e. preference 

for the non-biological trajectory, they were able to perceive the difference between the two motion 

trajectories. The authors framed these findings in a violation-of-expectancy hypothesis based on a 
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previous experiment which had shown that 2 months old infants looked longer at impossible events 

in which physical constraints are contravened (Hespos and Baillargeon, 2001). 

 It should be noted however that post-hoc interpretations like the one proposed here, should 

be considered carefully. The design, i.e. preferential looking in very young neonates, does not allow 

watertight conclusions because the method only indirectly interrogates the subjects. Most likely the 

authors would also be able to interpret an effect opposite to the one reported in this study. 

Moreover, the following experiment actually contradicts the study just discussed.

1.6.2 Simion, Regolin & Bulf (2008)

Building upon their work performed in precocial chicks, the same group translated their research 

topic from animals to young infants (Simion et al., 2008). They utilized the same stimulus set as in 

Vallortigara et al. (2005): a point-light version of a walking chick either rendered without distortions 

(regular biological motion), inverted or with random motion trajectories. These displays were 

presented to newborns just a few days old. The authors found that the babies were able to 

discriminate between the biological and the random displays, even if the underlying shape was 

unfamiliar to them, i.e. they had not seen a walking chick beforehand. Moreover, the preference for 

biological motion was orientation-specific. This result contradicts with the result of Méary et al. 

(2007) who actually found a preference for the non-biological movement. However, both studies 

differed greatly with respect to the presented stimuli. While Méary et al. (2007) displayed only one 

dot moving, Simion et al. (2008) presented a full configuration of a moving organism. The authors 

from the latter study thus concluded that at birth humans are endowed with a predisposed and 

experience-independent perceptual mechanism employable for detecting and analyzing biological 

movements. 

1.7 Can autistic children perceive biological motion?

Autism or the autistic spectrum disorder (ASD), a lifelong and highly prevalent congenital disorder, is 

stereotyped by severely impaired socialization skills. In social interactive situations, people with ASD 

will tend to avoid eye contact (Young et al., 2009) and they will show great difficulty in grasping the 

connotation of conversations (Baron-Cohen, 2008). Their lowered empathic capacity gives a very 

fabricated and artificial feel to social communication (Baron-Cohen et al., 2009). Furthermore they 

have great difficulty in recognizing, hence understanding and interpreting, facial expressions (Bormann-

Kischkel et al., 1995). It is argued that people with ASD lack innate mechanisms which allow and steer 

non-autistic individuals to seek social stimuli (Klin, 1991). Altogether, these deficits in inferring mood 

and intentions from observed bodily and facial movements have led researchers to question whether 
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people with ASD can accurately perceive actions presented as point-light displays (Blake et al., 2003; 

Klin et al., 2009). 

1.7.1 Blake, Turner, Smoski, Pozdol & Stone (2003)

Previously it has been shown that autistic children have great difficulty in perceiving global coherent 

motion in random-dot cinematograms (Milne et al., 2002). A first investigation into the perception of 

biological motion in ASD children failed to find any significant differences between perceiving point-

light animations displaying a biological activity or perceiving the movements of an inanimate object, 

although a trend, i.e. worse performance by ASD subjects, was present (Moore, Hobson, Lee, 1997). 

However, the behavioral measurement in this experiment consisted of verbal reports, which are 

highly susceptible to response biases, i.e. reports based on expectations and not on the presented 

sensory stimulus. Furthermore, they did not control and thus did not know whether all subjects, 

normal developing and ASD, were fully attentive and motivated during the experiment. The study of 

Blake and colleagues (2003) controlled for this motivational confound by introducing a second task. In 

a difficult visual grouping task of small and static line segments, i.e. a pathfinder task, performance of 

ASD subjects equalled that of normally developing children. In this way it was assured that both 

groups of subjects were devoting as much attention to and motivation in solving the task(s). With 

respect to the biological motion task, determining whether regular or spatially scrambled point-light 

versions of a locomoting person resemble a person or not, autistic children were significantly 

impaired. The presentation of such point-light biological motion displays could thus potentially 

function as a diagnostic aid in the identification of ASD in children. 

 However this study has to deal with two limiting factors. Firstly, the subjects tested were 

between 8 and 10 years old. By this age, other and more reliable diagnostic tests are at hand for 

therapists to detect ASD. Two common tests for a wide range of ages (> 3 years) are the direction-of-

gaze experiment (Fig. 1.8a) and the Sally-Ann puzzle (Fig. 1.8b) (another potential diagnostic test is 

presented in 1.7.2 Klin et al. (2009) below). Both tests are discussed shortly in their corresponding 

figure legends of Figure 1.8. Secondly, although nicely demonstrating differential processing, Blake and 

coworkers (2003) had to remain rather vague as to why this occurred. They elucidated on their 

findings in terms of the weak central coherence hypothesis. This hypothesis suggests that individuals with 

autism experience difficulty integrating component features in to global and coherent patterns.
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Figure 1.8. Simple diagnostic Autism Spectrum Disorder tests. (a) In the direction-of-gaze 

experiment children have to deduce which candy Charlie prefers. Children with ASD point 

randomly (Baron-Cohen et al., 1995). (b) In the Sally-Ann puzzle children have to mentalize 

the animation scheme and deduce the location which Sally will inspect when returning to 

the scene. Children with autism, even up to their teens, will look for the ball where it really 

is, failing to take into account the false belief of Sally (Frith and Frith, 1999). (c) Eye traces 

(green) of  a 15 months old ASD infant, captivated by the physical contingency (two dots 

colliding producing a sound). The infant keeps her gaze at that particular location for the 

remainder of the trial (green dots on insets). (a) Adapted from Baron-Cohen et al. (1995), 

(b) adapted from Frith and Frith (1999) and (c) adapted from Klin et al. (2009).

1.7.2 Klin, Lin, Gorrindo, Ramsay & Jones (2009)

A beautiful follow-up study by Klin and coworkers (2009) dealt with both criticisms. A variety of full 

body point-light displays were rendered by motion-capturing an adult actor mimicking five children’s 

games, such as playing peek-a-boo or pat-a-cake. The animations were presented to toddlers (mean 
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chronological age of 2.05 years), either in upright or inverted fashion. Both conditions contained the 

sound of the original motion-captured sequence. It should be noted that the inverted movies were 

not just rendered by mirroring the original frame along its horizontal midline, but also by temporally 

reversing the frame order. Thus, in the inverted movies, the sound was incongruent to the visual 

stimulation. When viewed by age-matched normally developing control toddlers, a clear preference 

for the upright presentations can be observed, while infants with ASD showed no preferential 

attention to upright biological motion. 

 This finding corroborates the previous finding of Blake et al. (2003). However, the crux of this 

experiment was inspired by a serendipitous discovery in an earlier case report of a 15 months old 

ASD toddler (Klin and Jones, 2008). Summed over all animations, the ASD toddler did not show any 

significant preference to either the upright or the inverted displays (52.8% vs. 47.2%). However, one 

animation definitely stood out (Fig. 1.8c). For this animation, the toddler preferred looking at the 

upright display significantly more than at the inverted one (93.9% vs. 6.1%). The movie, a familiar 

American child’s play, i.e. pat-a-cake, contained a peculiar causal physical contingency between sound 

and image which drew the infant’s attention: two of the dots, i.e. the hands, collided on screen when a 

sound was heard, i.e. the clapping. Interestingly, from the moment this vision-sound contingency 

occurred the toddler could not divert its gaze away from its location, i.e. the middle of the body at 

chest height. She kept fixating the neighborhood, most likely in the hope the perceive the incidence 

again. This explains the high preference for the upright (93.9%) vs. inverted (6.1%) movie. In the latter, 

such a coincidence between sound and vision did not occur. Thus, infants with autism are more 

sensitive to physical contingencies happening in their environment than that they show a specific 

preference for biological agents. 

 On a side note, children with another psychopathology, i.e. Williams syndrome actually perform 

better than their age-matched controls on biological motion recognition (Jordan et al., 2002). 

Individuals with Williams syndrome are severely impaired with regard to spatial cognition as revealed 

by construction tasks. They are unable to provide adequate copies, either by drawing or by using 

parts, of presented configurations, e.g. a static point-light walker. Furthermore, they also have deficits 

in perceiving coherent motion of dots embedded in random noise (Atkinson et al., 1997; but see 

Reiss et al., 2005). Their facial physical appearance is characterized by elfin features. But remarkably, 

their capacity to determine walking direction (left versus right) of a point-light figure embedded in 

static or dynamic noise is spared. Irrespective of noise type, infants with Williams syndrome performed 

as well as normal adults. Moreover, they outperformed age-matched normally developing control 

infants (Jordan et al., 2002). Based on these findings, the authors speculate about a spared specialized 

system for perceiving biological motion, independent of other non-biological motion forms. 
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1.8 Is attention/prior knowledge necessary to perceive biological motion?

Only a few studies have examined whether attention is necessary for biological motion perception. 

This section discusses a number of studies favoring or refuting the hypothesis that top-down 

mechanisms involving prior knowledge are essential. 

 A first study demonstrating the involvement of prior knowledge is by the hand of Dittrich 

(1993). In this early experiment, using similar techniques as Johansson (1973), he asked actors to 

perform different types of actions, i.e. locomotory, instrumental or social actions. He noted that the 

speed and efficacy of biological-motion processing can be strongly influenced by the category of the 

depicted action. Instead of analyzing only spatio-temporal movement patterns, subjects also took 

knowledge-based semantic information into account. Dittrich coined this process by the term 

selective movement filters, while others refer to similar processes by the term sprites, i.e. attention-

based visual routines (Cavanagh, Labianca, & Thornton, 2001). 

 Another study favoring attention used a different approach. Thornton et al. (2002) deployed a 

dual-task methodology in which the execution of a concurrent second task, i.e. detecting orientation 

changes of irrelevant rectangles, interfered with the execution of a standard biological motion task, 

i.e. discriminating facing direction. They ran two experiments manipulating the global processing of 

biological motion in both the temporal and spatial domain. In the temporal domain, this was achieved 

by increasing the temporal delay between display frames, i.e. longer inter-stimulus intervals (ISI). In the 

spatial domain, this was achieved by employing different kinds of motion mask patterns, i.e. random or 

scrambled motion. It is claimed that global, holistic processing is required for processing walkers in 

these scrambled masks (Bertenthal and Pinto, 1994). For both temporal and spatial manipulations the 

extent of interference correlated nicely with the extent of global processing thought to be involved. 

 Strong evidence against the influence of attentive top-down mechanisms for biological motion 

perception comes from the same author who initially defended the attention hypothesis. Thornton and 

Vuong (2004) adapted the classic flanker-interference paradigm, originally developed for use with 

simple stimuli such as letters or digits. They replaced the simple static stimuli with locomotory 

actions, walking still in situ. In these paradigms, the subjects are explicitly instructed to ignore the 

flanking items presented in the periphery and to only pay attention to the target presented at the 

center (Eriksen and Eriksen, 1974). The target and the flankers could either be congruent or 

incongruent, i.e. having the same or a different facing direction. They noted that the to-be-ignored 

walkers (peripheral flankers) significantly affected the processing of the central target walker, pointing 

to the incidental processing character of point-light biological motion displays. It would have been 

interesting if the authors manipulated the degree of similarity between flanker and target items. For 

example, what would be expected if the flanker items were composed of chimeric walkers, with the 

upper body facing one way and the lower body facing the other way and vice versa. Would the 
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reaction times settle in between congruent and incongruent conditions or would it depend on which 

part of the body is congruent/incongruent? Furthermore, the experimental design did not allow the 

authors to draw such specific conclusions about biological motion. Maybe similar results could be 

obtained by using 11 dots, i.e. the number of dots constituting the walker, moving in situ in a rigid, 

non-biological fashion. 

1.9 How to disrupt the biological motion percept?

While the previous sections dealt with the robustness of the percept, or lack thereof, when observing 

biological motion stimuli, i.e. point-light displays, this section will examine how one could actively 

interfere in this process.  

1.9.1 Inverting displays

The most prominent disruption consists of a very simple manipulation, i.e. just inverting the point-

light display. When one inverts the stimulus, perception of biological motion is strongly impaired 

(Pavlova and Sokolov, 2000). This inversion effect affects practically all dimensions for which our visual 

system has shown robustness, e.g. gender (Barclay, Cutting, & Kozlowski, 1978) or discerning different 

activities (Shipley, 2003). 

 Our experience-based/genetically programmed upright percept of biological motion is even 

so strong/salient that when a point-light locomotion display is shown inverted in a backward fashion, 

subjects verbally report upright walkers moving in a very strange fashion, i.e. subjects substitute the 

arms for legs and vice versa (Sumi, 1984). Perceiving faces and hence its peculiar disruptive effects 

when inverting them (or inner features), is another example of such a highly trained upright 

configuration/genetic predisposed expert system. A nice demonstration can be found in the so-called 

Thatcher illusion (Thompson, 1980). Flipping the eyes and the mouth of a face stimulus along its 

horizontal axis yields a grotesque impression when seen upright, but when seen upside down, the face 

is perceived as normal. This detriment has been attributed to the loss of holistic or configuration 

processing for inverted faces, while local/featural information is processed correctly (Bartlett and 

Searcy, 1993). Even without altering these inner features, inverted faces are still more difficult to 

recognize (Rossion and Gauthier, 2002), hence making distortions less perceptible (Farah, Tanaka, 

Drain, 1995). Switching back to the biological motion literature, the inversion protocol has further 

proved fruitful in determining the level of processing of these displays, bearing some insights into the 

contributing factors (see discussion on the life detector in 1.10.2.3 Nikolaus Troje’s group under section 

1.10 Is form or/and motion important to perceive biological motion?, this chapter). 
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1.9.2 Parafoveal presentations

Another way to severely disrupt biological motion processing is to present the stimulus at eccentric 

locations. When doing so, one must compensate for the resultant lower spatial resolution of the 

visual system at those peripheral positions by magnifying the features of the stimulus, i.e. by increasing 

the size of the motion tokens of the point-light figures, ipso facto also the size of the figure itself.  

 Ikeda and colleagues applied such a compensatory magnification paradigm in their biological 

motion study (Ikeda et al. 2005). In their study, the scholars embedded biological and scrambled 

motion sequences in dynamic noise patterns, presented at different peripheral locations in a two-

sequence-successive AFC (alternative forced choice) paradigm. Important to note is that the dynamic 

noise patterns were comprised of the kinematic profiles from the original actions, making the 

segmentation process even more difficult. The task of the subjects was to detect the sequence, i.e. 

sequence one or two, containing the biological motion target. The difficulty of the task was 

determined by varying the number of noise dots in a three-up/one-down staircase manner: every 

three successive correct trials four extra noise dots were added to the motion sequences while a 

single incorrect trial reduced the noise level with the same amount of dots. Their results illustrated 

that eccentric viewing severely disturbed biological motion perception, irrespective of compensating 

for the reduced spatial acuity. Significant performance deficits already occurred at 4° eccentricity. 

Moreover, when presenting at 12° parafoveal, i.e. considered as real peripheral viewing in humans 

(Hess & Dakin, 1997), the above-mentioned inversion effect completely disappeared. Subjects 

reported seeing dot motions in all conditions but experienced great difficulty integrating these dots 

over space and time into coherent, biological events (Ikeda et al., 2005). Not only biological motion 

but also other low level spatial processes, e.g. linking a number of oriented Gabors into a coherent 

contour (Hess & Dakin, 1997), suffer from the same kind of spatial uncertainties at eccentricities. 

 Nevertheless, the human visual system may posses a curious solution to resolve this eccentric 

uncertainty, based on conceptions put forward by the popular mirror neuron theory (see below). In 

their experiments de Lussanet and colleagues (2008) reaffirmed and exploited the perceptual 

difficulty Ikeda et al. (2005) reported on. Instead of looking at the discrimination ability between 

normal and scrambled biological motion, they examined the capacity of subjects to discriminate facing 

direction, i.e. facing to the left or facing to the right, of non-translatory sagittal locomotions. Similarly, 

spatial scaling to match degraded retinal acuity in the periphery was implemented. They noticed that 

subjects were much more accurate in discriminating locomotions facing away from the fixation point. 

In other words, subjects recognized a right-facing stimulus better when presented in their right visual 

field and vice versa for left-facing walkers. They interpreted this hemifield facing effect in light of the 

mirror neuron system (Rizzolatti & Craighero, 2004). Our visual system experiences great difficulty 

accurately perceiving eccentric presentations of point-light biological motion and may try to augment 
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performance by embodying themselves in those stimuli. This is exactly what is observed in the de 

Lussanet functional imaging study. Areas BA2, located on the surface of the postcentral gyrus of the 

primary somatosensory cortex and BA44, located in the inferior frontal gyrus, were activated 

specifically when point-light stimuli presented in the contralateral visual hemifield displayed the side 

view of their contralateral body side. When presented in the right visual hemifield, the above-

mentioned areas in the left hemisphere became active, but more so when the stimulus was facing to 

the right than to the left. Vice versa when presenting stimuli in the left visual hemifield. 

1.9.3 Adjusting luminances

Another viable option to induce the above-mentioned uncertainty exists in manipulating the 

luminance value of the stimulus presentations. Discriminating point-light biological motion from its 

phase-scrambled controls, both embedded in dynamic noise patterns and sensitivity to changes in 

aspect ratio for rectangles merely defined by motion (form-from-motion stimuli; aspect ratio of 1 = 

square, aspect ratio > 1 = rectangle), were severely impaired under dim-light conditions, while simple 

motion coherence detection with no underlying form present, was just as easy under the dim as 

under the normal lightning conditions (Grossman and Blake, 1999). The authors interpreted this effect 

to be caused by increased visual receptive fields of the retinal ganglion cells at dim-light conditions, 

referring to Barlow et al. (1957) resulting in enlarged motion pooling. Tasks requiring boundary 

segmentation defined by motion or that heavily depend on the spatial relations between 

constituents, i.e. point-light biological motion, are especially affected by these increased pooling zones 

(Grossman & Blake, 1999). This mechanism can also serve as a valid explanation for the study of Ikeda 

and colleagues (2005).    

1.9.4 Replacing the point-lights

The last illustrative disruption already touches more directly upon the underlying mechanisms used 

by the visual system to perceive (point-light) biological motion. 

 In a clever study, Hunt and Halper (2008) carried out some very intuitive stimulus 

manipulations in which they retained the movement trajectories of each point-light, but replaced the 

dots with a variety of elements, e.g. letters, faces or objects (Fig. 1.9). Being members of the same 

vision laboratory as the authors, all subjects in the first part of the experiment were acquainted with 

biological motion displays. Nevertheless, they experienced great difficulty in recognizing a human 

figure walking when the displays were comprised of unique faces or unique objects. Subjective ratings 

of the degree to which the displays resemble a person ranged from 2.6 - 2.8 for the unique objects 

and faces, and from 4.8 - 4.9 for the unique and same letters, a serious drop from the score of 6.8 (on 

7) for regular/conventional point-light displays. Moreover, in subsequent experiments, none of the 45 
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naive subjects, tested in group, were able to perceive a human form in the unique objects condition. 

They interpreted these results as evidence for serial, attention-based processes in biological motion 

perception. When simple and uniform elements constitute the point-light display, the visual system 

automatically tries to group these elements into the simplest, most pregnant organization. With 

complex and differing elements, local processing wins out over the grouping principle, hence the less 

salient biological motion percept.   

Figure 1.9. Stimuli used by Hunt and Halper (2008). (a-e) original point-lights, unique 

objects, unique faces, unique and same letters, respectively. Motion trajectories were 

identical across renderings. Adapted from Hunt and Halper (2008). 
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1.10 Is form or/and motion important to perceive biological motion?

The discussion regarding which information source is essential whilst perceiving biological motion has 

been and still is quite intense. But as we will see later, the proposed dichotomization is too simplified 

and artificial. I will argue that the tendency to view biological motion as a single-mechanism 

phenomenon is a difficult position to defend. For clarity, I will consider a number of studies according 

to their position on the continuum between motion and form as extremes (Fig. 1.10).

Figure 1.10. Overview of  a number of key studies emphasizing either motion (left 

extreme) or form (right extreme) information or a combination of both (middle of axis). 

Figures are adapted from Vangeneugden et al. (2010), Casile and Giese (2005), Thurman and 

Grossman (2008) and Beintema and Lappe (2002).  

1.10.1 Motion only

In his initial groundbreaking experiment, Johansson (1973) noticed that naive subjects were not able 

to perceive something meaningful when exposed to a single static frame of a point-light walker. Only 

when frames were played as a sequence, the subjects could discern relevant human activity. A total of 

10 dots and 150 ms of display time were sufficient for a human observer to perceptually organize the 

dots into a fully coherent, articulated shape of a human figure. Therefore he, and others in his 

slipstream, concluded that local motion signals are causing this compelling percept. 
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1.10.2 Mainly motion

Especially the research group of Nikolaus Troje elaborated on the importance of local motion signals 

in the field of biological motion perception. They built forth on the well-documented inversion effect 

whereby turning stationary point-light walkers upside down (mirroring along the horizontal meridian) 

seriously impairs perceptual performance on a number of tasks (see previous section). This is not a 

new finding, however, Troje and Westhoff (2006) claimed a second inversion effect co-existed. This 

effect relied on the local motions conveyed by the feet of the point-light walker. In their study, 

subjects were instructed to discriminate facing direction of spatially and temporally scrambled 

variants of either upright or inverted locomotions. Direction discrimination was not particularly 

difficult when shown only scrambled displays, thus supporting the hypothesis that next to global 

shape, also local dot motions can be used by the visual system to solve this task (see also Mather et 

al., 1992; Beintema et al., 2006). Critically, inverting the displays resorted effects in both regular and 

scrambled variants. Because these scrambled stimuli lack, by definition, global form, but are 

nevertheless subject to the inversion effect, the authors argued that the observed inversion effect 

cannot be attributed to global form processing but rather must be local in nature. Further 

examination by systematically omitting dots revealed the motions of the feet to be crucial. 

1.10.2.1 Mather, Radford & West (1992)

Already in the early nineties Mather and others (1992) highlighted the importance of detecting low-

level movements of the extremities of the human body. They noticed that blanking point-light walkers 

for 60 ms while maintaining the original speed, drastically deteriorated performance on a coherence 

task. In a coherence task, subjects have to decide whether upper and lower body parts are coherent 

or not. This very short time interval matches the number suggested for low-level motion processing 

(Baker and Braddick, 1985; see also Beintema et al., 2006). 

 Another manipulation they implemented known to disrupt low-level motion processes, 

namely random reversals of dot contrasts during the animation sequence (Chubb and Sperling, 1988), 

also severely affected task performance for the biological motion displays. Omitting pairs of dots 

revealed that the worsened behavioral effects were carried by the wrist and ankle. Removing 

shoulder and hip or elbow and knee did not resort in any decrease in performance. Conform the 

studies of Troje and others, done approximately 15 years later, omitting wrist and ankle points 

separately, would have been an interesting and intuitive next step.

1.10.2.2 Neri, Morrone & Burr (1998)

In a similar vein, in the late nineties, another clever study (Neri et al., 1998) dovetails the previous 

one, again emphasizing on the significance of local motion signals. In these experiments, subjects had 
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to execute a detection and a direction discrimination task on either a biological agent walking or on 

control translatory-in-place motion. Difficulty was increased by sprinkling dots over the displays. 

Performance on the detection task was similar across stimulus presentations, i.e. both revealed a 

similar linear increase in noise tolerance with increasing presentation duration of stimulus dots. The 

authors concluded that a common information source, being local motion, is the driving force behind 

these equivalent results. This is not that surprising given the use of the limited-lifetime technique, 

which makes it very hard to discern between the two stimulus versions. Because points can only be 

sampled for a restricted part of the trajectory, i.e. two frames, the two-thirds powerlaw can not exert 

such a big effect. Still, the authors found substantial differences when subjects were ordered to 

perform a direction discrimination task. Subjects needed a lot more stimulus points and a longer 

temporal integration window for the biological walker to perform as well as the translatory control. 

1.10.2.3 Nikolaus Troje’s group

Later studies have shown that a particular motion property, i.e. the vertical accelerations of the two 

feet, could carry the second type of inversion effect (see above; Chang and Troje, 2009a). 

Furthermore, these feet also aid in assessing the presence of animate agents in a visual environment 

(Chang and Troje, 2008). Locomotory displacements are characteristic of terrestrial animals who have 

to cope with gravity when moving, hence the coining of the term life detector (Troje and Westhoff, 

2006). Contracting muscles to alter momentum (initiating a movement or inertia of a previously 

initiated movement) always results in acceleration and de-acceleration of limbs specific to biological 

motion, as compared to mechanical motion. These ballistic movements, specific to terrestrial animals 

and subject to the two-third powerlaw, could provide an evolutionary old and possibly innate invariant 

used by our visual system to spot an animal in the visual environment independent of its shape 

(Troje, 2008). Evidence for this evolutionary acquired general detection system comes from a study in 

humans using a change detection paradigm (New et al., 2007; albeit using static stimuli). In change 

detection tasks subjects are required to detect a subtle difference in a complex scene presented 

twice for a brief period. All subjects were better when changes involved animate rather than 

inanimate targets. 

 If the life detector mechanism depends on gravity-based biological movement specific vertical 

accelerations, a crucial control stimulus would be to alter these specific kinematic trajectories of the 

feet. It would be interesting to see whether direction discrimination, and more importantly, the 

inversion effect is still present when keeping the speed of the feet dots constant, i.e. devoid of (de)-

accelerations. Or also to reverse the powerlaw and gravity effects in the kinematics profiles by 

reversing the signal of the first derivative of speed, i.e. stimulus fragments with acceleration will show 

de-acceleration and vice versa.  
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 Hypothetically, once a living creature is detected, the visual system can summon more 

processes that organize the dots into a coherent, articulated body structure based on the movements 

of the dots (Troje, 2008). This detailed representation can then be used to do more fine-grained 

analyses (e.g. gender discrimination, determining coherency in walkers, differentiating between 

actions, etc), is subject to learning (Jastorff et al., 2006) and to the inversion effect. While the first stage 

is pre-attentive, this stage requires the subject’s full attentional resources. It should be noted that such 

a motion-mediated structure is not equivalent to form-based structures which will be discussed in 

more detail below. 

 Chang and Troje (2009b) further looked at the behavioral implementation of this proposed 

two stages model. To probe for local (stage 1) and global (stage 2) aspects, they utilized a walker 

direction and a walker detection task, respectively. In the walking direction task (probe for stage 1) 

observers had to decide whether a normal intact or a spatially scrambled point-light walker was 

facing leftward or rightward. The embodiment of the walker can be interpreted in a broad sense: a 

walking cat, pigeon or human. Randomly positioned flickering noise dots were added to render the 

task more difficult, but did not alter the informative local dot trajectories, i.e. the feet. If one pays 

attention to the feet of the scrambled (or intact) displays one is able to perform well on this task. 

This was indeed the case. Even for the scrambled renderings, subjects were still performing 

significantly better than chance level. Moreover, no differences were found across animal type, the 

results were relatively tolerant to masking noise and no effect of learning could be observed. Thus the 

life detector did what it was designed to do: quickly detect animacy. Although, note again a crucial 

control condition containing just artificial motion of all or more specifically of the feet trajectories 

lacked (but see Chang and Troje, 2009a: by removing acceleration the inversion effect disappeared, but 

this was only tested for human walkers). In the walker detection task on the other hand a 2AFC 

protocol was utilized, requiring the subjects to merely discriminate intact from spatially scrambled 

walkers. This task relied on the subject’s abilities to retrieve the global motion-mediated shape of the 

walker, i.e. the second level of Troje’s model, which is subject to learning (Troje, 2008). Specifically, the 

authors found that the error rates were (1) lower for the familiar human walker stimuli than for the 

cat and the pigeon stimuli, (2) more influenced by the number of added noise dots and (3) subject to 

learning, i.e. participants scored better reaching the end of each block (5 blocks of 20 trials in total 

per animal type).

 This multi-level view on biological motion perception was inspired by research in the field of 

face perception (Morton and Johnson, 1991). They dissociated two processes taking place when 

viewing faces. An ancestrally acquired component termed conspec, used for charting general visual 

characteristics of conspecific faces and a conlern component, which guides our attention to human 

faces (being humans) ensuring ample exposure to this relevant stimulus class. 
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 Similarly, in the case of point-light biological motion, it is speculated that the incidence of a 

biological entity, i.e. the presence of a life detector, activates the superior colliculus. This subcortical 

structure could, on his turn, activate higher neocortical areas, preparing them to efficiently extract 

more detailed information, based on the task at hand (Thirkettle et al., 2009). More information 

regarding the anatomical structures active during biological motion perception is provided at great 

length below. 

1.10.3 Opponent motion

The above-mentioned study of Chang and Troje (2009a) highlighted the importance of acceleration of 

the two feet. Presenting the feet for just 100 ms was already sufficient for the subjects to perform 

well on a facing direction task. But performance crucially depended on the extracted fragments of the 

feet trajectories. While all pairs of foot dots traced counterphase fragments of the gait cycle, 

especially the fragment pairs containing substantial opponent motion, in the middle part of the swing 

phase, proved to be the most informative for the subjects. This is not a new finding since it has 

already been discussed in a number of older studies (Casile and Giese, 2005; Thurman and Grossman, 

2008).  

1.10.3.1 Casile and Giese (2005): Critical Features Stimulus

Like others, Casile and Giese (2005) were also interested in determining the relevant factors when 

observing point-light variants of locomotory actions. Therefore they applied principal component 

analyses on both full-body 2D walkers and point-light rendered versions in order to extract and 

compare the informative stimulus dimensions. Not form, but the local optic flow, i.e. the opponent 

horizontal direction of certain points, proved to be decisive. Next, they created a stimulus not 

derived from a human body shape (i.e. no underlying form), but only containing this critical opponent 

motion feature along the horizontal dimension of a number of paired dots, being the wrists and the 

ankles (hence the stimulus label: Critical Features Stimulus - CFS). The rest of the stimulus dots moved 

completely random in both horizontal and vertical dimensions. Remarkably, only with a coarse spatial 

arrangement added, i.e. displacement of the wrist trajectories compared to the feet trajectories, 

people were able to perceive this artificial stimulus as being biological. Moreover, in a facing direction 

task, performance on this CFS stimulus was as high as performance on a stimulus which retained the 

form but without any valid local motion signals (the Sequential Position Walker - SPW; see below). The 

authors thus concluded opponent motion to be the critical underlying factor, without necessitating 

precise information about the body shape. 
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1.10.3.2 Thurman and Grossman (2008)

Coming about from a different approach, a second study (Thurman and Grossman, 2008) drew similar 

conclusions. They used an adapted version of the well-know bubbles technique often applied in face  

and object recognition research. With bubbles it is possible to identify the underlying diagnostic 

features used by observers to perform well on a given categorization task. From trial to trial, 

randomly placed Gaussian windows only partially reveal an image otherwise completely blurred. The 

obtained response of the observers can then be used to create average image templates, one for 

which correct responses were collected and one containing all incorrectly answered images. Thurman 

and Grossman applied this spatial technique from static face research to the temporal domain of 

dynamical biological motion research. In their temporal bubbles technique a short target sequence of 

667 ms, containing a real point-light walker, was embedded into a 3 s long sequence of noise dots at 

random time intervals. A subset of noise dots was gradually morphed into the target biological walker 

or into a phase-scrambled control walker. It turned out that the diagnostic moments dissociating 

biological from control motions waxes and wanes with an approximate sinusoidal pattern. Best 

performances are correlated with moments of local opponent motion of the extremities. 

 It should be noted here that a study by Thirkettle and colleagues (Thirkettle et al., 2009), also 

examining informative segments in the walking gait cycle, arrived at an opposite conclusion. In an 

experiment using a 2AFC protocol, subjects were instructed to discriminate between short segments 

of normal point-light biological motion and phase-scrambled controls. Parts of the gait cycle with the 

legs extended seemed to be most informative, thus contradicting the findings of Thurman and 

Grossman (2008). However when asking the subjects to detect the interval containing the walker, 

similar results as in the Thurman and Grossman study (2008) were observed. The Thirkettle et al. 

(2009) study nicely demonstrates that the choice of task can dramatically affect findings and thus 

interpretations regarding the contribution of form and/or motion cues.

1.10.4 Motion analyses: yes, but not sufficient 

Garcia and Grossman (2008) presented stimuli at isoluminance in order to check whether motion 

analyses are really necessary to perceive biological motion. Previous studies, using low-level non-

biological motion, have shown that motion detectors are insensitive to color-defined motion patterns 

(Bilodeau and Faubert, 1997). Especially yellow-violet contrast defined motion patterns are difficult to 

detect. Therefore the authors rendered biological motion and two low-level motion variants (random 

dot kinematograms and a translating collinear triad), all surrounded by random motion noise, as 

yellow signal dots against a gray background and compared performances between them. They found 

that at, or close to, isoluminance, subjects required a lot more signal dots to recognize biological 

motion than to discriminate simple motion patterns. Also big differences in optimal sensitivity were 
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noticed: 5% contrast for the simple motion discriminations versus 20% for biological motion. Taken 

together, these incongruent findings seem to indicate that biological motion is mediated by an 

additional, contrast-dependent mechanism. Thus, motion analyses were necessary, but not sufficient 

for intact biological motion perception. A secondary mechanism being the integration of form and 

motion or being the computation of higher-order motion cues, might be at play. 

 It should be noted however that the authors are drawing conclusions based on results 

obtained using different tasks, i.e. a simple detection task for the biological motion stimulus versus 

motion direction tasks for the random dot kinematograms and translating collinear triad stimuli. 

Differences in results could thus be attributable not so much to the sensitivity of our visual system to 

the different stimuli hence manipulations, but rather to these task differences.

1.10.5 Markus Lappe’s group: form only

The previous study, combined with the second stage in Troje’s model, delineating the importance of a 

motion-mediated structure, actually suggests a gradual shift along the motion-form axis, i.e. from 

motion to form. Markus Lappe can be considered as the protagonist of the latter. He performed a 

bunch of intriguing studies emphasizing the contribution of form to the perception of point-light 

biological motion. In the next paragraphs I will give a short overview of the work of his group. 

1.10.5.1 Beintema and Lappe (2002): Sequential Position Walker

The common denominator of his work concerns a particular stimulus design: the Sequential Position 

Walker (SPW). In a SPW, dots are not pasted on the joint locations, but can move freely along the 

limbs connecting the joints. Local motion signals are thus rendered useless. An observer would be 

unable to reconstruct the veridical motion trajectory when he/she would only track the movement 

of a local dot. In other words, no individual point carries a valid image motion signal (Beintema and 

Lappe, 2002). The SPWs are constructed in such a way that less than 1% of jumps remained within a 

10% range of the true motion vector. In a SPW, jumps refer to the displacements made by dots, 

jumping from frame x to frame (x+1). It turned out that 73% of the human observers spontaneously 

described a eight-point SPW as a human walking compared to 84% with classical walker displays. Even 

a four-point SPW was recognized by half of all observers (55%). Performance on direction 

discrimination on the other hand was at ceiling level (100%) for the eight-point SPW. 

 Even when dots were reallocated every x frames (x = 1, 2, 4 or 8 frames) on different body 

portions (e.g. from left lower arm to right lower leg; a SPW already contain reallocations by 

definition), i.e. the limited-lifetime technique, performance did not deteriorate. On the contrary, 

performance was slightly better with faster reallocation, ipso facto less valid local motion signal. In the 

authors’ view this is not surprising because faster reallocation enables the subject to sample more of 
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the underlying form information. According to the authors it is evident that dynamic form information 

on body postures, evolving over time, is the main determinant for the percept of biological motion. 

Although local motion information can aid in other processes, such as segmenting figures from 

background, it occupies a less important role. This is reminiscent of the two-stage model as proposed 

by Troje (2008). Remember that the first stage of the model involved the life detector, i.e. a quick 

mechanism differentiating biological from non-biological motions, shared with our ancestors. This is 

analogous, however not entirely similar, to the segmentation function Beintema and Lappe contribute 

to local motion signals. 

1.10.5.2 Beintema and Lappe (2002): criticisms

Nevertheless, the Beintema and Lappe (2002) study has to deal with two major criticisms. Firstly, 

analyzing the leftover local motion information still present in the SPW displays, Casile and Giese  

(2005) discovered that, in agreement with the former authors, not more than 2% of the dots are 

replaced within a range of 10% from the veridical motion vector, either in the horizontal or in the 

vertical dimension. However quantifying this index of motion quality for the horizontal dimension 

only revealed a residual of 7% of local motion signal still present in the SPW. 

 According to Casile and Giese (2005), it is only this dimension that counts: remember that 

their CFS only had systematic sinusoidal motion trajectories along the horizontal dimension while 

moving completely at random in the vertical dimension. Subsequent simulation studies showed that 

these leftover local motions can be exploited for achieving substantial recognition rates. But even for 

the four-point SPW half of all naive subjects were still able to detect a human being walking (Beintema 

and Lappe, 2002: Fig. 2). Although Casile and Giese (2005) did not calculate the quality of motion 

index for this restricted four-point SPW, I can imagine obtaining a percentage well below 7% of 

leftover signal. Also remember that in the Beintema and Lappe study (2002; Fig. 3) it has been shown 

that longer lifetimes, i.e. more valid motion signals, did not improve subjects’ discrimination of walking 

direction for any number of visible dots. A subsequent study of the same group has quantified these 

more valid motion signals for the different frame lifetimes, up to 50%, 75% and 87.5% for the two-, 

four-, and eight-frame lifetimes, respectively (Beintema et al., 2006). An improved version of the SPW is 

suggested in Chapter 6: General discussion interwoven with suggestions for future research. In short, in 

these new displays, the potential next location a dot can jump to is not defined by the limbs, but 

rather defined within a small hypothetical circle with an adaptable radius around the dots. This 

technique makes it possible to completely abolish leftover local motion signals because e.g. for a 

rightward figure walking forward, the local motion of the feet could go to the left, over one or 

multiple frames. 
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 A second critique is linked to the specific task requirements. In the second part of the 

Beintema and Lappe (2002) study, observers were instructed to discriminate the facing direction of 

the SPW at varying dot lifetimes (the limited-lifetime technique was not applied to the coherence task 

in this study). Already a long time ago, Mather et al. (1992) demonstrated that just the ankle point 

presented in isolation is already sufficient to perform above chance on such direction discrimination 

tasks (their Fig. 7: 60% correct; the ankle dot embedded in dynamic noise; note Troje and Westhoff ’s 

(2006) discovery of the life detector lies in line with this finding). Interpreted this way, the observed 

adequate performance on direction discrimination of the SPW may not be due to the sampling of the 

underlying form but rather due to the tracing of the trajectories of the feet, even if only over a few 

frames.  

 In the same follow-up study (Beintema et al., 2006), decreased performance with fewer 

displayed points during a coherence task, confirmed previous findings. A coherence task requires at 

least spatial integration over lower and upper body parts and can thus not be completed based on 

tracking local motion trajectories of just single dots. But, like direction discrimination, deciding on the 

coherence of a walker could be solved based on static form cues and are thus not ideal candidates 

for testing the role of motion. Therefore, the authors turned to a forward-backward discrimination 

task. Also for this task, requiring temporal information, performance dropped when fewer points were 

used. Moreover, performance dropped with increasing frame duration, either by freezing a frame for a 

certain period (resulting in jerky displays) or by blanking the screen in between frames (stroboscopic 

displays). In both instances the walking speeds were kept constant. Thus performance was crucially 

dependent on the amount of image sequence, i.e. the total number of points per trial able to generate 

a meaningful spatial configuration, that was sampled. 

1.10.6 Modeling biological motion

1.10.6.1 Model of Giese and Poggio (2003)

The first major influential model that tried to capture the large body of experimental results on 

action perception in a more quantitative way, was provided by Giese and Poggio (2003). Two 

pathways, each consisting of 4 hierarchical levels (Fig. 1.11; lower panels), are discerned based on the 

well-known dichotomization of visual processing streams in mammalian neocortex (see 1.11 How is 

our visual system organized neurally?, this chapter). 

 The form pathway analyzes biological movements by recognizing sequences of snapshots of 

body shapes and is, in principal, identical to the model proposed by Lange and Lappe (2006). The form 

computations are processed by areas in the ventral visual stream. More specifically pathway-levels 1,2 

and 3 resemble level 1, while the fourth pathway-level is equivalent to the second level by Lange and 

Lappe (2006). At the first pathway-level, Gabor-like filters detect local orientations, consistent with 
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simple cells in the primary visual cortex. The next pathway-level contains position- and scale-invariant 

bar detectors, consistent with complex V1 cells or cells in V2 or V4 that are increasingly invariant to 

position changes. Body postures are formed at the third pathway-level by combining the invariant bar 

detectors from the previous level. The fourth pathway-level entails a Leaky integrator performing 

temporal smoothing, ending up in cells solely responsive to just one action. This last pathway-level also 

implements asymmetric lateral connections accounting for sequence selectivity in this pathway. A 

crucial difference however with the model of Lange and Lappe (2006) is that this form pathway only 

accounts for full-body stimuli. When exposed to point-light displays, the Giese and Poggio form 

pathway falters. Moreover, according to the latter authors the form pathway of the model does not 

respond to point-light walkers (Giese and Poggio, 2003, p. 188).

Figure 1.11. Models of biological motion recognition. The model by Lange and Lappe 

(2006) and the form pathway in Giese and Poggio (2003) resemble each other (striped line). 

Within the Giese and Poggio model, two pathways, i.e. form and motion, exist (stippled 

line). Both models contain several stages (Lange and Lappe model - Giese and Poggio 

model: two and four respectively). Adapted from Giese and Poggio (2003) and Lange and 

Lappe (2006).
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 The motion computations, processed by areas located in the dorsal stream, on the other hand 

scrutinize biological movements by analyzing optic-flow patterns, also consisting of 4 hierarchical 

levels. This sort of information is not present in the model of Lange and Lappe (2006). At the first 

pathway-level, local motion is detected, resembling activity of direction-selective cells in V1. Increasing 

the receptive field sizes, local structure of the optic flow fields is processed (pathway-level 2). 

Combinations of these optic flow fields, specifically selective for individual moments of biological 

movement patterns, are proposed to take place at the third pathway-level. Eventually, summing and 

temporally smoothing the outputs of the third pathway-level results in motion pattern cells which are 

responsive to only one action. Although originally developed for use with full-body stimuli, the motion 

pathway also works well with point-light displays because the optic flow field induced by point-light 

stimuli can be considered as a sparsely sampled version of the optic flow field generated by the full-

body displays (see also Casile and Giese, 2005). 

1.10.6.2 Model of Lange and Lappe (2006)

The general notion that the amount of sampled underlying form is paramount in perceiving biological 

motion was further formalized in the biologically plausible model of Lange and Lappe (2006). They 

proposed a hierarchical two-level model which dynamically integrates (level 2) the activity of template 

body cells (level 1) (Fig. 1.11; upper panels). The first level is only occupied with analyzing static body 

postures in a view-based manner. It is based on Gaussian response functions, simulating the receptive 

fields for human bodies and can be approximated psychophysically by a direction discrimination task. 

The extrastriate body area (EBA), the fusiform and occipital face areas (FFA and OFA) are considered 

as sites of neural implementation of this level (see sections 1.12 Where in the brain is biological motion 

processed? and 1.13 How are actions encoded at the neural level?, both this chapter).

 The second level looks at the postural change over time as implemented by Leaky integrator 

neurons, proposed to reside in the superior temporal sulcus (STS). A task highly suitable to 

psychophysically mimic the proposed temporal integration consists of discriminating forward from 

backward locomotions. This task can not be done solely based on spatial analysis but demands 

temporal integration. Links to the relevant neural substrates of both levels will become clear.

1.10.6.3 Limitations of the models

The striving goal of any model is to approximate the experimental body of evidence as good as 

possible with the explicit goal of summarizing, as opposed to exhaustiveness, which would render any 

model too complex to handle. Therefore, both discussed models have to acknowledge a number of 

inherent limitations.  

Chapter 1: Literature overview

40



 Firstly, feedforward hierarchies are assumed. In the Lange and Lappe model, the temporal 

integration of static postures follows after the visual system has processed the static postures 

separately, in other words, the output of level 1 serves as input to level 2. In the Giese and Poggio 

model, in both pathways, all 4 pathway-levels are defined hierarchically, i.e. the output of pathway-level x 

serves as input to pathway-level x+1. Any top-down, attention related effects, i.e. higher levels affecting 

lower levels, are discarded. Nevertheless, in section 1.18 Is attention necessary to perceive biological 

motion, it has been shown that, although perhaps not always applicable (Thornton and Vuong, 2004), 

attention and other top-down influences are indeed implicated in perceiving point-light displays 

(Cavanagh et al., 2001; Thornton et al., 2002). Moreover, also at the neural level feedback connections 

seem to occupy a more important role than previously thought (e.g. Lamme and Roelfsema, 2000; 

figure-ground modulatory effects in V1 neurons). The counter-evidence provided by Giese and Poggio, 

that recognizing biological movements can be achieved with short latencies is rather weak. They base 

themselves on a study of Oram and Perrett (1996) which found cells with average response latencies 

close to 100 ms. Such latencies are not particularly fast, as latencies of 60 ms have been observed in 

these areas Oram and Perrett recorded from (for a review on latencies in the feedforward sweep see 

Box 2 in Lamme and Roelfsema, 2000). 

 Secondly, both the first level in Lange and Lappe (2006) and the third levels in the form and 

motion pathways of Giese and Poggio (2003) assume the existence of predefined or learned neural 

libraries with static body postures or complex optic flow patterns. Indeed, studies have 

demonstrated, with mixed success, that at birth, humans are endowed with a predisposed and 

expercience-independent perceptual mechanism for the detection and analysis of biological motion 

(Simion et al., 2008; see 1.6 Can infants perceive biological motion?, this chapter). 

 Thirdly, both models only deal with 2D-features in the sagittal plane, while our real-life 

experiences with biological motion encompass 3D-agents moving freely in all possible directions. 

Recent psychophysical experiments have shown that depth perception in point-light figures can 

indeed be an important cue (Vanrie and Verfaillie, 2006; Jackson and Blake, 2010) which should be 

incorporated by (future) computational models. 

 Finally, the two pathways, i.e. form and motion, processed in the ventral and dorsal processing 

streams respectively, are assumed to function independently of each each other along their full 

extent. But this is an oversimplification. Processing streams are vastly connected anatomically 

(Felleman and Van Essen, 1991; Saleem et al., 2000) and do interact functionally with each other at 

several levels (e.g. Kourtzi and Kanwisher, 2000), more so when exposed to a rather complex 

stimulus as is the case for point-light biological motion displays (Peuskens et al., 2005).
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1.11 How is our visual system organized neurally?

Before discussing the neural substrate of biological motion perception, two crucial organizational 

principles at play in our visual system (Fig. 1.12a-c), namely hierarchy and dichotomization, should be 

mentioned. 

1.11.1 Hierarchy

Although top-down influences, working through attentional modulation (Gregoriou et al., 2009; 

Ekstrom et al., 2008) or surround effects (Roelfsema, 2006), can not be discarded (see above), the 

main processing takes place in a bottom-up manner from the striate to higher situated extrastriate 

visual areas (Fig. 1.12c). Gradually more complex computations are performed on the retinal input, 

from the extraction of elementary features in V1, e.g. orientation (Hubel and Wiesel, 1968), simple 

direction of motion (Hubel and Wiesel, 1968) or local luminance (Livingstone and Hubel, 1988), to 

more complex features in the extrastriate regions such as the encoding of complex motion analyses 

(Zeki, 1974), 2D- (Tanaka et al., 1991) or 3D-shapes (Orban et al., 2006), with a proposed special 

status preserved for faces (Kanwisher et al., 1997; Tsao and Livingstone, 2008) and body parts 

(Downing et al., 2001). Another covarying factor along this processing stream is the size of the 

receptive fields of the neurons, which increases accordingly (Desimone and Gross, 1979). 

1.11.2 Dichotomization

The second governing principle refers to the dichotomized character of visual processing 

(Ungerleider and Mishkin, 1982; Van Essen and Maunsell, 1983). When going through the above-

mentioned hierarchy, the information flow can be either directed toward the inferotemporal cortex 

situated ventrally in the temporal lobe or to the parietal areas laying dorsally (Fig. 1.12b,c). The former 

areas are occupied with analyzing the physical attributes of the stimulus with the goal to identify, 

recognize and match input with stored memory representations (e.g. Tanaka, 1993; Vogels, 1999) 

hence the popular connotation, the what pathway, while the latter uses the processed input to mainly 

guide actions or for other tasks requiring spatial vision (e.g. Mishkin and Ungerleider, 1982; 

Jeannerod, 1994), hence the name, where pathway. In this sense, another cortical subdivision schema 

characterizes the ventral stream as occupied with allocentric, i.e. world-centered, and the dorsal stream 

with egocentric, i.e. in relation to the perceiver, encoding (Colby, 1998). The where pathway is also 

sometime referred to as the how pathway (Milner and Goodale, 1995). Another substream of the 

dorsal pathway is specialized for the analysis of complex motions, including areas MT (medial 

temporal), MST (medial superior temporal) and FST (fundus of the superior temporal sulcus) and 

terminates in the superior polysensory area (STP) of the STS. Although proven to be a parsimonious 

subdivision, a strict dichotomization is hard to defend. Shape processing is not the sole property of 
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ventral visual areas (Sereno and Maunsell, 1998; Janssen et al., 2008) while motion-defined shapes 

elicit responses in the inferotemporal cortex (e.g. Sary et al., 1993). Moreover, depending on the 

cognitive demands required by the specific task requirements, a single attribute can be processed 

either in the dorsal or ventral stream (Fias et al., 2002). 

Figure 1.12. Hierarchy and dichotomization in the macaque visual system. Colored areas 

refer to areas belonging to the visual system in (a) a sagittal view and in (b) a flatmap 

version of the same macaque brain. (c) Schematic representation of the feedforward 

hierarchical architecture. (a-b) Adapted from Van Essen et al. (1992) and (c) Serre et al. 

(2007).

1.11.3 Inferotemporal cortex

Another point worth mentioning is the balance shape processing areas have to make between 

identifying the same object regardless of changes in color, size, position or rotation (neural invariance: 

e.g. a moving car) versus being capable of performing fine discriminations between very similar, yet 

different objects (neural selectivity: e.g. this car and not that car) (for reviews see e.g. Riesenhuber and 

Poggio, 2002; Vogels and Orban, 1996). It has been observed that IT neurons selective for a square will 

also fire when presented with the same square but defined differently, e.g. by luminance or motion 

(Sary et al., 1993). Large receptive fields encompassing the contra- and ipsilateral visual field are 

probably driving this invariance (Woloszyn and Sheinberg, 2009). 
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 The same cortical area has further been probed extensively with parametrically controlled 

shape sets, allowing researchers to manipulate only certain predefined stimulus dimensions. This 

research tradition has evidenced that IT neural responses (1) depend on these simple dimensions of 

which shapes are comprised (Kayaert et al., 2003; Kayaert et al., 2005) and (2) have tuning functions 

consistent with the representation of such low-dimensional arrangements of parameterized shapes 

(Op de Beeck et al., 2001). Specifically, an IT neuron preferring shape x will fire to shape y, according 

to the magnitude of perceived dissimilarity between the two shapes. Such a similarity-based coding 

scheme underlying shape selectivity can then be used by the same or other areas (e.g. for review see 

Freedman and Miller, 2008) to perform categorization (Edelman, 1998). Furthermore, IT neurons 

seem to care more about (3) qualitative than quantitative differences between shapes. For example, a 

good response to changes in line length of the parallel sides of a trapezoid will disappear when the 

trapezoid is turned into a rectangle (Kayaert et al., 2003), referring to view-dependent metric (MP) 

and viewpoint invariant, nonaccidental (NAP) shape properties, respectively (Vogels et al., 2001). 

Looking more globally, IT neurons (4) perform nonlinear integration on the different subparts of the 

stimulus, i.e. neural responses to whole objects can not be predicted from the responses to individual 

subparts (Baker et al., 2002).

 In the monkey, neurons in the IT cortex are monosynaptically connected to area MTL (medial 

temporal lobe; Saleem and Tanaka, 1996). In humans, clinically guided recordings within the MTL area 

have further evidenced an interesting feat in storing object representations, namely the quite sparse 

representation of objects by so-called grandmother cells (Gross, 2002). This concept refers to the fact 

that some experimental studies have recorded neurons selective only to just one shape (such as a 

grandmother’s face or, maybe more appealing, to the face and letter string of Pamela Anderson). 

However employing such a one-neuron-one-object-representational scheme could heavily load our 

memory storage capacity. A combination of a sparse representational code with a more distributed 

and population-based code seems more likely. In the latter, many neurons encode an object whereby 

each neuron contributes slightly different information about the object. However given the flexibility 

of our visual system to perceive and identify novel objects seemingly without any effort, such a sparse 

representational code should be complemented by a more distributed and population-based code 

(Waydo et al., 2006). These authors calculated that, on average, approximately 2*10⁶ neurons are 

involved in encoding a particular stimulus. Given this short primer on cortical processing, the 

following topics (clinical lesion, functional imaging and electrophysiological studies) can be situated 

more easily.
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1.12 Where in the brain is biological motion processed? 

1.12.1 Coarse mappings based on clinical lesion studies

Historically, localized brain injuries associated with specific behavioral deficits have provided us with 

insight into the neural substrates of those functions. The most famous, and one of the first brain 

injury cases studies, was probably patient ‘Tan’ by Paul Broca in the 19th century (Pearce, 2009). At 

the age of 21 he lost his ability to speak only capable of uttering the mono-syllable ‘tan’. At autopsy 

Paul Broca discovered that the middle part of the frontal lobe in the left hemisphere was softened 

and atrophied, leaving a large cavity behind, ‘capable of holding a chicken egg’ (Pearce, 2009). Also in 

the field of biological motion perception several case studies are noteworthy. 

 Vaina et al. (1990) reported on a patient (AF) who suffered an acute brain hemorrhage in the 

posterior part of both hemispheres, damaging his lateral parietal-temporal-occipital cortex and the 

underlying white matter. While AF was able to perfectly perceive color and discriminate between 

static shapes, his performance on low-level motion tasks was extremely poor. He could e.g. not 

perceive shapes when defined by motion and had elevated thresholds for detecting coherent motion 

signals in random dot cinematograms. This pattern of low-level motion impairments closely matches 

the deficits of the famous motion-blind patient LM (Zihl et al., 1983). However surprisingly, higher-

level motion recognition went effortlessly. He had no difficulty whatsoever with identifying complex 

actions (walking, doing push-ups, climbing stairs, riding a bicycle, etc.) depicted as point-light figures. 

Moreover his performance on selecting the stimulus containing 3D-structure-from-motion as 

opposed to a pattern containing only unstructured velocities (e.g. Siegel and Andersen, 1988) was well 

above chance level. 

 Following-up on patient LM with bilateral damage to her hMT/V5+ complexes, McLeod and 

colleagues (1996) reported similar observations. Although exhibiting severe low-level motion deficits 

patient LM could identify point-light actions and distinguish them from scrambled, inverted or rigidly 

moving variants. But when the point-light action was surrounded by noise, she failed entirely. Although 

the Vaina et al. (1990) study did not specifically examine the same property, most likely, based on the 

deficit with 2D-shape defined by motion, their patient AF would also fail at this. 

 Thus both AF and LM show severe deficits in low-level motion features, but are able to 

recognize biological movements in point-light figures when no prior segmentation of the underlying 

form has to be computed. Thus, another pathway not occupied with local motion analyses but 

perhaps rather imposing form by connecting the dots in a point-light display seems to exist. Especially 

the group of Markus Lappe foster this idea in their psychophysical and computational work (see 

above). 

 Interestingly, Cowey and Vaina (2000) described another case study with complementary 

deficits (both in functional scope as anatomical location), thus speaking of a double dissociation. 
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Patient AL could still see and experience the motion qualia, but was unable to recognize higher-order 

motions, such as rotating cylinders or point-light depictions of biological movements. In case of the 

latter stimuli, she reported that not all the dots moved in the same direction, but she experienced 

nothing that was more than the sum of the parts. She failed at grouping the dots into a coherent 

percept (Hiris, 2007). The lesion encompassed the posterior part of the medial inferior portion of her 

left temporal lobe. Both lesion and associated function coincides with the functional imaging work 

done by Jastorff and Orban (2009) (see 1.12.2 More detailed mappings based on functional imaging in 

humans, this chapter). A few years later, Vaina and Gross (2004) extended these results, discussing 4 

stroke patients showing similar behavioral deficiencies. Although subject to variability (two patients 

also had damaged parietal areas) the rostral part of the superior temporal gyrus (the presumed 

human homologue of the macaque STP) turned out to be the culprit. 

 The involvement of parietal areas in biological motion perception from point-light displays 

was observed before by Schenk and Zihl (1997) and by Battelli and colleagues (2003). But these 

studies either involved detecting the location of a point-light walker, randomly hidden in a vast and 

obstructive texture field (Schenk and Zihl, 1997), or detecting the oddball locomotion (gait 

discrimination or intact versus scrambled) of 4 displays presented parafoveally, thus recruiting heavily 

on the attentional top-down resources of the subjects (Batelli et al., 2003). It is thus not clear 

whether the parietal involvement was genuinely attributable to processing point-light biological 

motion or due to the specific spatial and/or attentional demands.

 Finally, an elaborate lesion mapping study on a large group of unilateral stroke patients 

(Saygin, 2007) revealed two areas popping up as prime candidates engaged when perceiving biological 

motion from point-light displays: the superior temporal area and the premotor area located in the 

frontal lobule. In macaque monkeys, the premotor area F5 houses a peculiar type of neurons, i.e. 

mirror neurons (see below), that discharge both when observing or executing an action (Rizzolatti and 

Craighero, 2004). It is thus possible that point-light displays engage similar areas in humans, who try to 

embody the observed actions. 

 Testing neural responses in the macaque area F5 with point-light displays combined with 

investigating the neural network of biological motion perception (the contributions of temporal and 

frontal areas) in humans could/should be addressed in the near future. In short, these studies suggests 

that there may exist brain regions recruited for biological motion perception apart from the ones 

needed to do simple shape discriminations or simple motion detection.
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1.12.2 More detailed mappings based on functional imaging in humans

Within this section, I will discuss a number of studies reporting on brain regions active when human 

subjects perceive biological motion displays. These regions, i.e. the hMT/V5+ complex, the ventral 

temporal cortex, the posterior part of the superior temporal sulcus (STSp) and the premotor 

cortex, will be discussed according to their position along the hierarchy: from bottom to top. 

1.12.2.1 The hMT/V5+ complex 

Firstly, the hMT/V5+ complex, a general motion processing area in humans, equivalent to region MT 

(and its satellites) in the macaque monkey, is strongly activated whenever subjects report seeing 

motion (e.g. Orban et al., 1995; Huk and Heeger, 2002; see also Claeys et al., 2003 who distinguished 

between a low-level luminance-based pre-attentive process computed mainly in hMT/V5+ and a high-

level attention driven process computed in the inferior parietal lobule). Due to relatively poor 

measurement resolution in humans, as compared to the single-cell precision using electrophysiological 

techniques in the macaque monkey, researchers have not been able to delineate MT proper from its 

satellites, hence the ‘+’ and ‘complex’ suffixes. 

 Point-light biological motion displays activated the hMT/V5+ complex (Howard et al., 1996) 

similarly as translating dots and optic flow control stimuli, with only minor differences in activation 

pattern. The activity also spread out a bit more anteriorly on the superior temporal gyrus, a potential 

human homologue of area STP (superior temporal polysensory) in the macaque. Enhanced (spatial 

and temporal) sensitivity of the functional imaging technique in the future could elucidate whether 

these slight variations could be attributed to MT proper or one of its satellites. Also, static images of 

people performing actions (Peigneux et al., 2000; Kourtzi and Kanwisher, 2000) drive the hMT/V5+ 

complex. This finding is interpreted in a motor simulation hypothesis: subjects perceiving those implied 

kinetic postures try to mentalize and mimic execution of those suggested actions (Kourtzi and 

Kanwisher, 2000). However, more recent work (Lorteije, 2006; Lorteije et al., in press) demonstrated 

that the previous findings of Kourtzi and Kanwisher (2000) could be solely determined based on low-

level visual features. As low-level controls, they used static depictions of tilted bars, either in a 

configuration implying motion or not. These abstract figures were generated based on their 

resemblance with human pictures, in size and orientation, used to convey implied or non-implied/

static motion. Remarkably, in both the human and abstract figures conditions, figures implying motion 

evoked more activity in the hMT/V5+ complex than conditions that did not imply motion. Thus the 

reported effect of implied motion on the hMT/V5+ complex (Kourtzi and Kanwisher, 2000) could be 

for a large part attributed to responses to low-level visual features, e.g. size and orientation. In the 

next section (1.13 How are actions encoded at the neural level?) I will discuss a few electrophysiological 

studies examining implied motion effects in the STS of the macaque monkey. 
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1.12.2.2 Ventral temporal cortex

Secondly, a few studies also report activity, mainly but not solely, located in areas along the ventral 

stream, i.e. in the ventral temporal cortex. Grossman and Blake (2002) found that brain activity in the 

occipital and fusiform face areas (Kanwisher et al., 1997; Ishai et al., 2000) discriminated between 

intact and position-scrambled point-light animations, whereas the lateral occipital complex (LOC: an 

area activated by the contrast [object-scrambled object]; Grill-Spector et al., 1999) and the 

extrastriate body area (EBA: an area involved in the perception of images of bodies and body parts;: 

contrast [bodies - object]; Downing et al., 2001) did not. The main focus of activity however was 

observed in the posterior part of the STS (STSp), part of the dorsal processing stream (see below). 

 In a clever experiment, set up to differentially burden dorsal and ventral processing areas, 

Vaina and coworkers (Vaina et al., 2001) also noted the involvement of the ventral pathway when 

processing point-light walkers. In their fMRI experiment, participants had to perform 3 tasks: (1) 

discrimination of intact from position-scrambled walker point-light displays (BM task: biological 

motion), (2) discrimination of overall motion direction of the same stimuli (NRM task: non-rigid 

motion) and (3) discrimination of the gender of a presented face (FG). Based on the double 

dissociation between local motion and form-from-motion, as is present in point-light biological 

displays, the authors conjectured that whereas the FG task should primarily activate the ventral 

system and the NRM task should primarily activate the dorsal system, the BM task may activate both 

systems simultaneously. Indeed, in both NRM and BM tasks, significant activity arose in the dorsal 

stream areas, i.e. Brodmann areas 19, 37, 39 and the superior parietal lobule. While both FG and BM 

tasks significantly activated the ventral regions, such as the regions along the lingual and fusiform gyri 

and regions along the STS. These results, obtained through functional imaging of a large group of 

healthy volunteers, are in agreement with the findings in stroke patients and later experimental work 

(Peuskens et al., 2005). Peuskens and colleagues (2005) found that whereas activity in the right STSp 

reflected the action portrayed in the point-light displays, hMT/V5+ complex responded to the 

complex motion pattern, while the posterior part of the ITG responded to the figure. 

 Running a contrast similar to Grossman and Blake (2002), i.e. intact vs. position-scrambled 

point-light biological motion, Peelen and coworkers (Peelen et al., 2006) observed highly selective 

responses in the hMT/V5+ complex, but also EBA, FBA (fusiform body area) and FFA were activated 

(contrasts: [moving vs. static rings], [bodies vs. faces, tools and scenes], [bodies vs. tools] and [faces vs. 

tools], respectively). Voxel-by-voxel correlations were computed between biological motion selectivity 

and selectivity for the localizer stimuli within each individually defined region-of-interest. It was found 

that in each region individually, biological motion selectivity was related to body selectivity but not 

motion or face selectivity. For the EBA and FBA, being body-selective regions (Downing et al., 2001; 

Peelen and Downing, 2005 respectively), this is not that surprising. However, in spite of the apparent 
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biological motion selectivity of the hMT/V5+ complex and FFA, the motion- and face-selective 

neurons in these regions play no functional role in biological motion perception. Instead the observed 

selectivity for biological motion in these two areas could be attributed to body-selective neurons in 

the partially overlapping areas EBA (with hMT/V5+ complex) and FBA (with FFA). 

 In line with the previous three imaging studies, Jastorff and Orban (2009) looked more 

systematically at (1) contributions of body form and kinematics when perceiving point-light displays 

(see Vaina et al., 2001; Peuskens et al., 2005) and (2) the role of occipito-temporal cortical body areas 

such as EBA and FBA (see Peelen et al., 2006). They used a 2 x 2 factorial design with global shape 

and kinematics as factors. Global shape was manipulated by position-scrambling the point-light 

actions, either simple walking or more complex actions, e.g. boxing, throwing, etc, whereas the 

kinematics was manipulated by changing the trajectory of each individual dot to simple translation. 

However, both contrasts in this study could be criticized, rendering the factorial design less powerful. 

The configurational control not only disturbs global shape, but also more local interlimb 

dependencies, while the kinematics control, rigid translating a static frame, destroys the original 

kinematics of the actions in various ways: rigid vs. non-rigid articulation, one frame vs. multiple 

frames, horizontal and vertical extent of the figures, (dis)obeying the two-thirds powerlaw, naturalness 

of the stimulus, etc. In the concluding discussion section, I will propose control stimuli (potentially) 

better equipped to tackle these questions of contribution of kinematics and form to the perception 

of biological motion (see Chapter 6). Nonetheless, Jastorff and Orban (2009) found (1) an anatomical 

segregation between shape and motion processing in agreement with the theoretical model by Giese 

and Poggio (2003). Ventrally, LOC and the posterior inferior temporal gyrus displayed a significant 

main effect of global shape, while the fusiform gyrus also showed a significant interaction effect 

between shape and kinematics. The dorsal region, mainly focused around the posterior superior 

temporal sulcus (pSTS), showed a main effect of kinematics together with a significant interaction 

effect. (2) Both cues are integrated at an early level in EBA and FBA, both occipito-temporal areas. 

Interestingly, Jastorff and Orban (2009) further noticed enhanced involvement of the pSTS when 

presenting complex actions or when subjects were engaged in a one-back task (pressing a button 

each time a stimulus was presented twice). Also frontal areas lit up: the posterior inferior frontal 

sulcus (pIFS) bilaterally, and the ventral precentral gyrus (vPrS) and the posterior inferior frontal gyrus 

(pIFG) in the right hemisphere. The activity evoked in the pSTS brings us to the discussion of the 

third important area for processing biological motion (the frontal regions are discussed in the fourth 

and last subsection). In their experiment, they also looked at the effect of local opponent motion 

cues, being the main motion feature shared by fully illuminated and point-light walkers thought to be 

highly relevant in biological motion perception (Casile and Giese, 2005; see 1.10 Is form or/and motion 

important to perceive biological motion?, this chapter). Local opponency did only (very) weakly activate 
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areas in the fusiform gyrus, in close proximity to areas representing configural information. Again, the 

stimulus contrast to probe for opponent motion could be criticized, i.e. cutting the original figure in 

half, duplicating one half and presenting both halves, in phase, next to each other but without linking 

the two configurations. Other, more subtle manipulations of local opponent motion have been 

suggested (Thirkettle et al., 2010).  

 Also, although Jastorff and Orban (2009) used a one-back task in the second part of their 

experiments, equalizing attention across different blocks of stimulus conditions in a blocked fMRI 

protocol is not a sinecure. It is for example not excluded that our attentional system is differentially 

activated when one has to watch position-scrambled displays for 24 s or a number of intact varying 

complex actions for the same duration of time. Within the former block, stimuli lack any underlying 

configuration, resulting in more variation between sequentially presented displays, hence demanding 

more effort from our attentional system to detect whether a display is repeated or not. In their 

experiment, Jastorff and Orban (2009) detected more frontal activation when incorporating a task: 

posterior inferior temporal sulcus and gyrus (pIFS and pIFG) and ventral precentral gyrus (vPrS). This 

frontal activity could be related to some sort of top-down task-dependent effects. Indeed, when 

inspecting their Figure 7, the most difficult condition, detecting reoccurence of stimuli in the 

scrambled biological motion condition versus passive fixation, elicited most activity in these frontal 

regions. Event-related functional imaging could counteract this attention pitfall. 

 Previously, in line with one component of the Jastorff and Orban study (2009), Thompson and 

colleagues (2005) also examined the effect of varying body configurations. Their crucial contrast 

existed of an intact mannequin walker (covering 2° x 3°) versus the same mannequin but with the 

limbs cutoff from the torso and all body parts randomly allocated within a 3° x 3° area. Both 

conditions were also rendered without and with partial occlusion (based on Shiffrar et al., 1997; see 

1.3.2 Shiffrar, Lichtey & Heptulla Chatterjee (1997) and Fig 1.5, this chapter). Both inferior temporal and 

superior temporal sulci (ITS and STS) were substantially more activated when presented with the 

intact versus the cutoff walker, while the opposite pattern was observed for parietal regions. This 

suggests that rather than tracking motion of individual body parts independently, the ITS and STS 

track a moving figure holistically, using the presence of intact body configurations. Instead, parietal 

regions (superior parietal lobule, SPL) showed greater responses to the apart than the intact walker. 

Further results indicated a greater response to the intact versus cutoff walker in the unoccluded 

condition only, in both the right STS and ITS. According to these findings, the authors propose that 

the ITS, coinciding with the EBA (Downing et al., 2001) encodes for body configuration and performs 

object completion when occluded (i.e. shape processing in Jastorff and Orban, 2009), handing over a 

shape prior to the STS, which combines this shape information with estimates of articulated or 

correlated motion (i.e. kinematics processing in Jastorff and Orban, 2009). However, wouldn’t it be 
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expected from an area performing object/body completion that it would respond equally well to 

occluded as to unoccluded displays? This is definitely not the case (see their Fig. 5). 

1.12.2.3 The posterior part of the superior temporal sulcus

Thirdly, both previously discussed studies, by Jastorff and Orban (2009) and Thompson and colleagues 

(2005), already mentioned the involvement of the posterior extent of the superior temporal sulcus 

(pSTS) (Fig. 1.13a). pSTS is the most commonly reported area active during perception of biological 

motion. pSTS is also activated by static stimuli, more specifically by faces having a particular direction 

of eye gaze (Wicker et al., 1998), and by auditory signals, i.e. speech sounds vs. non-vocal 

environmental sounds (Belin et al., 2000; Binder et al., 2000), suggesting its role as an area for social 

perception necessitated to infer the intentions of actions performed by others (Decety and Grèzes, 

1999; Allison et al., 2000). Similar functional properties have been observed in the macaque STP area 

(Perrett et al., 1985, 1990, 1992; Brothers and Ring, 1993; Barraclough et al., 2006; Dahl et al., 2009), 

the potential homologue of the human pSTS. Barraclough and others (2006) demonstrated that 23% 

of STPa neurons which were visually responsive to actions, were also modulated by the sounds of 

those actions. Matching audio and vision resulted in both augmented and attenuated firing rates. 

Systematic electrophysiological mappings with naturalistic audiovisual stimuli further provided 

evidence for a spatial clustering of vision only, audition only or vision and audition modalities, within 

the upper bank of the STS (Dahl et al., 2009). 

 A number of studies by Emily Grossman identified the pSTS as the prime candidate 

processing point-light biological motion. Grossman et al. (2000) and Grossman and Blake (2002) (Fig. 

1.13a) compared brain activity when presenting intact point-light walkers versus position-scrambled 

versions. They found the pSTS to be differentiating between the two, while the hMT/V5+ complex 

responded equally well to the two types of motion. Moreover, simple motion patterns (contrasts: 

[coherent translation of dots vs. stationary patterns]; [kinetic boundaries vs. coherent motion]) was 

insufficient to drive pSTS. Inverting the displays did activate pSTS, but to a lesser extent than upright 

versions (Grossman and Blake, 2001). The same study also showed that mental imagery of biological 

motion was able to drive pSTS but the level of activity was weaker than during actual viewing of the 

motion animations. This result is congruent with (1) the Kourtzi and Kanwisher (2000) finding that 

implied motion activated the hMT/V5+ complex, according to the authors due to top-down 

mentalizing influences and (2) the Vaina et al. (2001) experiment, showing that the same stimuli but 

engaged in different tasks, activated different areas. 

 Other researchers have further shown that articulated human motion activated pSTS more 

than unarticulated variants. For this matter, Beauchamp et al. (2002) contrasted jumping jacks with 

rigidly rotating human figures, both conditions rendered as real-life figures. However, these two 
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stimulus conditions differ with respect to the two-thirds powerlaw (see above). Experiments looking 

more specifically at the neural substrate comparing articulated vs. unarticulated motions have 

pinpointed also other areas, i.e. frontal (Brodmann areas 44 and 45 and dorsal premotor area) and 

parietal (IPL: intraparietal lobule) to be involved (Dayan et al., 2007; Casile et al., 2009). When a 

robotic figure, simulating the sweep of the arms and legs and the sway of the hip, moved according to 

the kinematics derived from a real motion-captured human on a treadmill, pSTS, mainly in the right 

hemisphere, was activated similarly (Pelphrey et al., 2003). Complex, but nonbiological motion, such a 

grandfather clock ticking, did activate the pSTS significantly less. 

 Beauchamp and others (2002) were also interested in testing whether pSTS is differentially 

activated by motion properties of different visual categories. Therefore, they presented object motion 

consisting of moving manipulable objects (i.e. tools: e.g. a hammer moving up and down). Not pSTS, 

but a region more inferior, i.e. the middle temporal gyrus, was found to be more activated by these 

tool motions (see also Peeters et al., 2009: comparing perception of tool use in both humans and 

monkeys). Similar results were observed with point-light depictions of moving humans and 

manipulable objects (Beauchamp et al., 2003).  

 Another study looking at non-human animations containing an underlying form, termed 

creatures, observed similar findings (Pyles et al., 2007). Creatures were built from rod-like shape 

primitives linked by rigid and non-rigid joints and muscles, controlled by a simple neural network 

brain. Only the pSTS was differentially activated when comparing regular intact biological motion 

(mannequins) with the creature stimuli. ITS, ITG and FFA were equally activated by both stimulus 

conditions. 

 Another point to note is the fact that most studies report a dominance of the right 

hemisphere when processing biological motion stimuli (e.g. Grossman et al., 2000; Pelphrey et al., 

2003, Thompson et al., 2005; Jastorff and Orban, 2009). Recently, Michels and others (2009) have 

looked specifically at this asymmetry by displaying point-light walkers in the periphery, either in the 

left or right visual field. They noticed strong BOLD (blood oxygenation-level dependent) responses in the 

right STSp for both hemifields, while the left STSp was only activated by contralateral presentations. 

Interpreting this lateralization effect is not an easy task, especially not because behaviorally no such 

hemifield preference has been observed (see Ikeda et al., 2005 in 1.9.2 Parafoveal presentations). In 

spite of that, embodied facing effects of parafoveally presented point-light walkers have been found in 

the ventral temporal cortex (de Lussanet et al., 2008; see ibid.).   

 Further studies in humans, using the fMR-adaptation technique, have shown that the neural 

code in STSp represents actions in an abstract, object-centered manner. Kable and Chatterjee (2006) 

found repetition suppression on the STS for actions (e.g. doing cartwheels or bouncing a basketball) 
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even when those actions were executed by a different actor. In a study by Lestou et al. (2008) 

repetition suppression was observed in STSp for different actions having the same implied goal, but 

not when their goals differed. They controlled for low-level kinematics by playing the hand actions, 

captured as point-lights, backwards. For some actions, e.g. knocking or waving, reversing the temporal 

sequence still maintains the goal of the action, while other actions, e.g. lifting up a ball, the playback 

version entails a different goal, i.e. placing a ball. Thus STSp rather encodes the goals than merely the 

low-level kinematics of the action sequences. Similarly, using the fMR-adaptation technique, Grossman 

and coworkers (2010) recently found evidence for a viewpoint invariant neural code of point-light 

actions in STSp (yet only comparing regular with mirrored stimulus versions). Moreover, these 

representations were also largely position- and size invariant. However, concerning the fMR-

adaptation technique, it should be noted that the observed repetition suppression effect found whilst 

imaging, is not necessarily equivalent to selectivity at the neural level (Sawamura et al., 2006; De 

Baene and Vogels, 2009). 

 Two other studies of Grossman and colleagues are worth discussing. In the first experiment 

(Grossman et al., 2004), naive subjects were extensively trained in discriminating intact from position-

scrambled point-light actions. Both walker types were embedded in dynamic noise to render the task 

more difficult. Before and after these training sessions, the same subjects were scanned. Neural 

activity in pSTS and FFA reflected the subject’s learning in the sense that increased hemodynamic 

responses to the biological motion sequences were observed after training. Moreover, the degree of 

learning for the individual subjects correlated nicely with the increased neural response in both areas. 

However, the authors used a blocked-fMRI design whereby differences in attention between the 

stimulus conditions could explain the observed training effects: in the initial scanning sessions, subjects 

were not able to distinguish between blocks, as they were not proficient in detecting a difference 

between noise masked biological motion sequences and their scrambled counterparts, while this was 

not the case anymore in the scanning sessions after training. The authors countered this argument by 

mentioning similar performances on a one-back task between pre- and post-training scanning 

sessions (69.1% vs. 68.8% correct identification). But even when using a non-stimulus specific one-

back task to control for attention, it is still not excluded that attentional resources are consulted 

differently between these two conditions. It would have been interesting to know the performances 

on the one-back task for each condition separately across scanning sessions (theoretically it’s possible 

to get the following percentages: pre-training approx. 69% and 70%; post-training approx. 100% and 

40% between the two conditions respectively). Running a similar kind of experiment in an event-

related protocol would be more beneficial. 

 In the second experiment (Grossman et al., 2005), transcranial magnetic stimulation (TMS) 

was applied over both pSTS and the hMT/V5+ complex. TMS is a technique delivering strong magnetic 
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pulses to localized brain areas to temporarily disrupt them (Pascual-Leone et al., 2000). When 

delivered to the pSTS sensitivity to point-light displays of biological motion was significantly reduced 

(as compared to inverted point-light displays), while application of the pulses to the hMT/V5+ 

complex did not. Prior to the stimulations, sensitivity was determined as the number of noise dots 

resulting in 71% correct performance of the subjects in discriminating intact from position-scrambled 

displays. Following stimulation, either immediately after or 10 min later, subjects’ sensitivity was 

reassessed, allowing comparison of the 3 periods: pre, during and after. These results are in agreement 

with clinical patients having lesions in STSp (see above) showing intact low-level motion perception 

but impaired biological motion perception (Schenk and Zihl, 1997). However it should be noted that 

the repetitive TMS was only applied unilaterally. Although transcallosal connections most likely 

conveyed the perturbation to the contralateral hemisphere, a better option would have been to 

perform simultaneous bilateral stimulation. Nevertheless, these results demonstrate the importance 

of pSTS over the hMT/V5+ complex during biological motion perception.

1.12.2.4 Frontal cortex

The fourth and final major anatomical region involved is the ventral premotor cortex, situated in the 

inferior frontal gyrus of the frontal cortex. This branch of action observation has developed 

independently from all other previously discussed studies and was inspired by the discovery of mirror 

neurons in the ventral premotor cortex (F5) of the macaque monkey (see 1.13.1 Mirror neurons in 

frontal (F5) and parietal cortices). Mirror neurons discharge both when the monkey sees another 

individual performing the action and when the monkey himself performs the action (di Pellegrino et 

al., 1992). As stated by this mirror mechanism, each time an observer perceives an action, neurons in 

his own motor system will be excited accordingly. A recent imaging study of Jastorff et al. (2010) 

supports this notion. They scanned the parieto-frontal network with different actions (dragging, 

dropping, grasping and pushing) performed by different effectors (the mouth, the foot of the hand). 

Their main finding was that the premotor cortex was activated differentially by the effector in a 

somatotopic manner independent of motor act (Buccino et al., 2001; Wheaton et al., 2004; Sakreida et 

al., 2005), while the inferior parietal lobule (IPL) was differentially activated by the motor act, thus 

independent of effector. Studies in line with this direct matching/mirror hypothesis of action observation 

with action execution, stand in stark contrast with studies claiming that action understanding is 

merely based upon the visual analysis of the different elements of that action, i.e. the visual hypothesis, 

performed in the extrastriate visual regions, the inferior temporal lobe and the STS (Rizzolatti et al., 

2001). 

 All above-mentioned studies (see previous three subsections) can be considered as examples 

of this visual hypothesis. A study by Grézes and colleagues (1999) nicely demonstrated the conceptual 
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difference between the two proposed hypotheses. In their study participants had to observe 

pantomime hand actions which were either meaningful (e.g. opening a bottle) or nonsense 

movements (derived from American Sign Language, actions chosen to be perceptually as close as 

possible to the meaningful actions presented to ASL-naive subjects), while measuring their metabolic 

rate (through PET-scanning: positron emission tomography). The crucial manipulation was that in some 

cases, participants were given explicit instructions to imitate the observed actions after the scanning 

session, while in other cases this instruction was not given. The authors found area MT and the STS 

being activated in both instruction conditions, while the premotor cortex was only activated when 

later imitation was instructed. Based on these data it is tempting to relate the no-instruction condition 

with the visual hypothesis and the imitate-instruction condition with the direct matching/mirror 

hypothesis. 

 Using point-light displays combined with a number of methods to increase the signal from the 

frontal cortex (e.g. scanning at 4T and surface-based intersubject averaging), Saygin and colleagues 

(2004) not only found activation in the lateral and inferior temporal, but also in the inferior frontal 

cortex. According to the authors, humans are able to perceptually fill in these simplified point-light 

displays (interpreted by Saygin and colleagues to be only comprised of motion cues). Other functional 

imaging experiments, scanning at 3T, also consistently reported on activity in frontal regions (e.g. 

Grossman et al., 2010; Jastorff et al., 2010). 

 Another study (Fadiga et al., 1995) by the Italian group who discovered the mirror neurons, 

investigated the direct matching/mirror hypothesis from a different perspective. They used a combination 

of TMS over the regions of the premotor cortex representing the hand while simultaneously 

recording motor evoked potentials (MEP) in various muscles of the hand and arm. During magnetic 

stimulation the participants either observed the experimenter grasping 3D-objects, looking at the 

same 3D-objects, tracing geometrical figures in the air with his arm or detected the dimming of a 

light. The authors found that the amplitude of the MEP increased significantly only during the 

conditions in which the participants observed the movements. Moreover, the MEP pattern reflected 

the muscle activity also present when participants were executing the same movements thus 

providing tentative evidence for the direct matching/mirror hypothesis. 
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Figure 1.13. Pioneer functional imaging studies showing brain areas activated by 

biological motion stimuli in (a) humans and (b) monkeys. (c) Proposed action 

understanding network linking the three main nodes active during biological motion 

perception in the macaque monkey. Adapted from (a) Grossman and Blake (2002), (b) 

Nelissen et al., (2006) and (c) Nelissen et al. (personal communication).

1.12.3 More detailed mappings based on functional imaging in monkeys

As can be judged from the previous section, running functional imaging experiments in humans, has 

provided us with a tremendous amount of data on how and especially where our brains process 

biological motion. These human studies are often inspired by electrophysiological probing of the 

macaque monkey visual system (see below) and vice versa. Inferences, comparisons, conclusions, 

suggestions, etc. are made cross-species and cross-techniques, crucially entailing a two-dimensional 

incongruence, both at the level of species and techniques. Running functional imaging experiments in 

macaque monkeys however brings down the homology question to just one dimension, being the 

technique. Monkey fMRI is therefore a pivotal method to catalyze our understanding of the neural 

substrate subserving biological motion perception. Making use of this technique, Nelissen and 

colleagues explored both the STS, charting it accurately with a whole battery of low- and high-level 

motion stimuli (Nelissen et al., 2006) (Fig. 1.13b), and activity in the frontal regions related to action 

understanding, i.e. monkeys viewing videos of a person or just his/her hand grasping objects (Nelissen 

et al., 2005).

 The former study (Nelissen et al., 2006) contrasted areas MT and MST, the latter parcellated 

into a dorsal and ventral component (Komatsu and Wurtz, 1988) and both considered to be the 
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monkey homologues of the human MT/V5+ complex, with other more rostrally located areas within 

the STS, namely FST (fundus of the superior temporal), STPm (medial part of the superior temporal 

polysensory) and LST (lower superior temporal) areas. Based on observed different response 

properties, the authors suggested two distinct pathways for motion information along the STS, both 

starting in MT: a motion pathway merging into area MST and an action pathway including areas FST, 

STPm and LST. Areas belonging to the action pathway responded more strongly to actions than to 

static and dynamic control stimuli, while responses to lower-level dynamic stimuli (e.g. phase 

scrambled conditions) decreased and responses to higher-level motions (e.g. opponent motion) 

increased. Even within the action pathway, functional subdivisions are suggested: FST being sensitive to 

three-dimensional shapes, LST to a combination of action and object identity and STPm to action as 

such.  However, it should be noted that the actions used in this study consisted of arm actions only, 

i.e. the arm from the elbow down grasping an object on a green table. It would have been interesting 

to compare activation evoked by these arm actions and full body person actions in order to draw 

general conclusions about action perception per se. Moreover, the stimuli between conditions 

differed considerably, rendering potential comparisons between conditions/areas more difficult. 

Nonetheless, based on this monkey fMRI study, areas FST, LST and STPm are granted a key status 

during biological motion perception and merit further and more meticulous examination by means of 

a temporally and spatially more precise, yet invasive, technique, e.g. electrophysiology. It should be 

noted that also other parts of the STS, situated more anteriorly, are activated when confronted with 

biological motion stimuli (K Nelissen; personal communication). 

 The other Nelissen et al. study (2005), charting frontal areas during the observation of 

actions performed by others, did make use of both simplified lower hand and full body actions. They 

found that distinct portions of the frontal lobe hosted multiple representations of others’ actions. 

Two findings are interesting to report here. Firstly, within the premotor cortex of the macaque (area 

F5) different levels of action abstraction are present: a rostral part (F5a; anterior = rostral) 

responding predominantly to arm actions and a caudal part responding only to the full embodied 

actions (F5c). The other non-premotor areas (45B, 45A and 46) responded similarly as area F5a. Thus 

F5c was only active when the monkey saw an action that included the view of its agent, while 

presenting the arm action independent from the body, its context, was sufficient to elicit significant 

activation in F5a. Based on this difference, the authors labelled F5c being a context-dependent action 

encoding area and F5a being a context-independent action encoding area. Secondly, shape information 

(intact vs. scrambled static shapes) was only encoded in area 45B and in none of the subdivisions of 

F5. This is not surprising based on anatomical connectivity. Area F5 receives mainly inputs from 

parietal areas, part of the dorsal stream encoding objects only pragmatically for grasping purposes, 

whereas area 45B receives afferents from IT cortex, part of the ventral stream encoding objects for 
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the purpose of identification and recognition. Finally, based on these two findings, the authors 

propose a link toward language evolution in humans, assuming that abstract descriptions of actions 

form the foundation of this process. 

1.13 How are actions encoded at the neural level?

Notwithstanding Nelissen and colleagues (2006) did a great job delineating areas within the macaque 

visual temporal cortex based on differences in functional response properties, in order to fully 

understand the neural processes taking place, one is resorted to employ an invasive technique, 

namely single-unit electrophysiology. As mentioned previously, based on both imaging and lesion 

mapping studies, grossly three prime brain regions could be considered: frontal areas close to the 

arcuate sulcus (premotor areas F5a, F5c and 45B), parietal areas in the inferior parietal lobule (area 

PFG = area 7b) and temporal cortical areas within the STS (LST, FST and STP). Nelissen et al. 

(personal communication) organized these nodes into a network for action understanding (see Fig. 

1.13c; for review on the connectivity between parietal and frontal nodes see Rizzolatti and Sinigaglia, 

2010; originally, connectivity between those three nodes had been proposed approx. 30 years earlier 

by Bruce and colleagues (Bruce et al., 1981)). Here, I will shortly touch upon the neural properties of 

the parietal and frontal nodes. The response properties of neurons in the temporal node will be 

discussed separately and in more detail below. 

1.13.1 Mirror neurons in frontal (F5) and parietal cortices

Back in the late eighties, early nineties, the team around Giacomo Rizzolatti was studying the motor 

system of the macaque monkey e.g. disentangling the neural substrate subserving the control of hand 

and mouth movements (e.g. Rizzolatti et al., 1988). Serendipitously, when one of the researchers 

replaced an object the monkey had grasped just a few seconds before, they noticed the same neuron 

discharging as intensively as during the motor execution (di Pelligrino et al., 1992). These neurons, 

being active both when executing and/or observing another individual performing the same action 

with a target object present, have been dubbed mirror neurons (Gallese et al., 1996; Rizzolatti et al., 

1996; Kraskov et al., 2009). Originally, mirror neurons were observed in the ventral premotor cortex of 

the macaque (area F5c), but later functional imaging work (see above-mentioned study of Nelissen et 

al., 2005) has suggested the existence of mirror neurons also in F5a and F5p, which needs to be 

confirmed by electrophysiological recordings (Tom Theys; personal communication). Also in some 

parietal regions, neurons with mirror properties have been discovered: areas PFG and AIP (Rozzi et 

al., 2008; AIP = anterior intraparietal), LIP (Shepherd et al., 2009; LIP = lateral intraparietal) and VIP 

(Ishida et al., 2009; ventral intraparietal). In LIP, neurons responsive when the monkey is looking in a 

certain direction, will also fire when the monkey sees another monkey looking in the same direction. 
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According to Shepherd and colleagues such neurons could underlie a mechanism of sharing attention 

(Shepherd et al., 2009). Visuo-tactile neurons in area VIP discharged both when the face of the monkey 

was touched, but also when the monkey observed touching upon the face of the experimenter, seated 

1 m in front of the monkey (Ishida et al., 2009). In an ingeniously designed study by Umiltà and 

colleagues (2008), monkeys were trained in using tools to manipulate objects. The monkeys could 

grasp nuts, either with normal pliers (closing the hand also closes the pliers) or with reverse pliers 

(closing the hand opens the pliers). Although the movements were not the same, F5 neurons 

responded similarly in both conditions. Thus instead of coding for the movements per se (being 

executed or observed), mirror neurons code for the goal of the movement. Similarly, mirror neurons also 

encoded actions which were only heard (Kohler et al., 2002), or presented behind screens (Umiltà et 

al., 2001). The action-related responses of neurons in parietal and frontal areas seem to be related 

towards understanding the motor intentions underlying the actions performed by others, a capacity 

presumably disturbed in autistic people (Rizzolatti and Sinigaglia, 2010). Recently, Dinstein and 

colleagues (2010) argued against this hypothesis, showing that people suffering from autism have 

normal fMRI responses in mirror system areas. Moreover, autistic individuals also showed typical 

movement-selective adaptation effects. However, interpreting such adaptation effects, given the 

presumed absence of input commonality during observing gestures (STS into mirror network) and 

executing them (frontal lobes into mirror network), is rather difficult (Rizzolatti and Sinigaglia, 2010, 

p. 265).  

1.13.2 Action-selective neurons in the superior temporal sulcus

Neurons in the third, most ventral node, i.e. the STS, lack motor properties and seem to perform 

detailed visual analyses of the observed movements, devoid of any goal-related undertone. Such an 

action detection system in the STS could provide an initial pictorial description of the action that 

would then feed to the F5 motor vocabulary, where it would acquire a meaning for the individual 

(Gallese and Goldman, 1998). But this does not imply that the STS is completely deprived of meaning. 

On the contrary, Jellema and others (2000) demonstrated that neurons in the upper bank of the STS 

only responded when the experimenter reached towards the subject when also paying attention (i.e. 

looking) to the reach. When the experimenter was paying attention elsewhere or reaching and paying 

attention elsewhere, no responses were observed. Such basic analyses of action intentionality could 

then be communicated to areas in the parietal lobule, e.g. LIP, capable of extracting meaning in a more 

sophisticated manner (Shepherd et al., 2009). 

 It should be noted that non-biological movements as such, are already encoded at the stage 

of V1 and the lower-level extrastriate areas V2 and V3. Neurons in V1, V2 and V3 are shown to be 

selective for motion direction (Hubel and Wiesel, 1968; Felleman and Van Essen, 1987), but it is only at 
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the level of area MT that neurons are really specialized in performing motion computations, such as 

direction and speed (Maunsell and Van Essen, 1983; Movshon et al., 1986). More dorsally, area MST has 

a preponderance of neurons also selective for more complex optic flow patterns, e.g. expansion, 

contraction and rotation (Duffy and Wurtz, 1991a, 1991b; but see Anderson and Siegel, 1999 who 

reported optic flow selectivity more anteriorly, in STPa). However, while neurons in area MT perform 

a good job at coding for motion per se, there exists no evidence that this area in specialized for 

biological motion. Indeed, based on the functional work of Nelissen et al. (2006), the areas situated 

more anteriorly, FST, STPm and LST (see Fig. 1.13b), seem to code for actions. Most recordings 

however have been preformed even more anteriorly, namely in STPa. 

 Over a span of more than 25 years, practically every electrophysiological study in the domain 

of biological motion perception has been realized by the group of David Perrett. It should be noted 

here that probing FST, STPm and LST systematically with biological motion has not been attempted 

yet. Anatomically, STPa is connected with area MST in the dorsal pathway and aIT from the ventral 

pathway (Boussaoud et al., 1990), rendering this area perfectly capable of converging information 

between the two processing streams. STPa is also connected to the amygdala and orbitofrontal 

cortex, two areas implicated in the processing of stimuli of social and emotional significance (Baron-

Cohen and Belmonte, 2005). Originally, neurons sensitive to facial details (shape of the mouth or eye 

gaze) or to the shape and posture of the fingers, hands, arms, legs and torso were recorded (for 

review see Allison et al., 2000). 

1.13.2.1 Bruce, Desimone & Gross (1981)

The first elaborate biological motion electrophysiological study, i.e. Perrett et al. (1985) was inspired 

by the seminal work of Bruce et al. (1981). Bruce and colleagues reported on 15 units responding 

more effectively to a person walking than to a variety of other moving stimuli (e.g. slits of light, spots, 

colored slides, shadows of various objects, etc). The neurons fired independently of locomoting agent 

and needed the whole body part configuration to respond. The latter was tested by presenting either 

a person seated in a chair or by a subject passing by the monkey with his lower body part shielded. As 

stated in their paper, this was not quantified, but rather were ‘informal observations’ (p. 374). 

Furthermore, they noted that some units gave discrete responses to ‘each step of a person’s 

movement’ (ibid.). We will see later on that form-selective ‘snapshot’ neurons can perfectly fulfill this 

requirement. 

1.13.2.2 Perrett et al. (1985)

In their study, Perrett and others (1985) examined the response properties of > 2000 STS neurons to 

an extensive set of facial and body (part and whole) movements, presented live in front of the animal 
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in a free viewing protocol. In this way, attention is not restricted to an irrelevant task, but is free to 

encompass the stimuli tested (i.e. argumentation by the authors; ibid., p. 167). Presentations lasted 

approximately 1 s, but responses were only calculated in a 100 to 350 ms window after movement 

onset. About one fifth of the recorded pool of neurons was sensitive to the movements presented. 

Half of these cells were responding only to the biological stimuli, of which the majority responded to 

faces only. Eventually 50 whole body selective neurons remained (10% -50/494- of motion sensitive 

neurons), 29 being selective to the body view during the preferred movement (example cell: Fig. 

1.14a). Some neurons e.g. responded well when the experimenter was walking forward facing to the 

right, but not when he was walking backward facing to the left (# 17), while other neurons responded 

whenever the experimenter was walking forward (# 4). 

 Note that the experimenter (a) was traversing (b) the visual field of the monkey (translatory 

movement), giving rise to a number of potential confounds. (a) Stimuli were presented in real-life, 

hindering 100% consistency, in both motion and form dimensions, across repetitions. Also walking 

backward in real-life will differ considerably from just reversing the temporal order of forward 

walking when locomotions are videotaped, thus making direct comparisons between the two in this 

particular set-up difficult. Another confound dealing with the experimenter is the form-confound 

induced by clothing (texture) or by the face (being a special category for which we and macaques are 

behaviorally and neurally very sensitive; see paragraph on the function of area FFA under section 1.6 

Can infants perceive biological motion?, this chapter). (b) The experimenter did not walk as if on a 

treadmill, but instead traversed the visual field. When one wants to directly compare facing direction 

and forward versus backward locomotions, traversing the visual field, inevitably causes a serious 

confound (of spatial displacement; see studies by T. Jellema; below). 

 Based on this conjoint selectivity to form and motion of only a handful of neurons, Perrett 

and colleagues concluded to have found solid evidence for the integration of the two visual 

processing streams at the level of STPa. The authors further distinguished two classes of cell types: 

vierwer- and object-centered. Within the former type of cells, visual descriptions depended on the 

vantage point of the viewer, whereas the latter type of cells did not. Only viewer-centered descriptions 

were considered as being biologically relevant given that in all animal interactions detecting the 

direction which a potential predator/mate faces or moves, is of utmost importance. Computationally, 

object-centered encoding could prove useful, because it implies that each object needs to be stored in 

memory only once in order to be able to recognize that object from all possible vantage points. 

However the anatomical locations and/or potential differences in anatomy between these two 

proposed cell types were unclear. The targeted area, STPa, is a large expanse of cortex. In their paper 

the authors only reported on a couple of cells selective for head rotation. In spite of some 
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experimental remarks, this pioneer study set the tone for further single-unit investigations into 

unravelling the correlate of biological motion recognition.

1.13.2.3 Perrett et al. (1989)

In a follow-up study (Perrett et al., 1989), faces and hand-object actions were employed to further 

investigate the types of reference frames. The authors observed viewer-centered representations,  i.e. 

tuning for different perspective views of a static face, to be located in the upper bank of the STS, 

more specifically, in areas TPO and more to the fundus, area PGa (Seltzer and Pandya, 1978). Both 

areas are part of STP and extend from its most posterior part (STPm) to its most anterior part 

(STPa). On the other hand, object-centered representations, in the sense of specific hand actions 

manipulating specific objects, were observed in the lower bank of the STS (area TEa). However 

several points should be noted. 

 Firstly, stimulus types were not matched: static faces were compared to dynamic goal-related 

actions. Better comparisons would have been between hand actions without and with an object or 

between hand actions with objects moving contingent or non-contingent upon the hand action. 

Moreover, to draw solid conclusions about functional specificity of regions, the authors should have 

recorded with both stimulus classes in both regions. Determining functional specificity would then 

have been region x being responsive to stimulus class x’ and not to stimulus class y’, vice versa for 

region y. 

 Secondly, it was not clear how many cells were recorded in the static face condition, while 50 

cells were recorded with the hand-object actions, of which only 6 were recorded in area TEa. The 

authors did not report further on the remaining 44 cells, neither on functional and/or anatomical 

properties. Finally, the paper handed a number of qualitative descriptions in the form of single-unit 

examples, but lacked a more comprehensive quantitative description of what the full population of 

cells in the different banks of the STS were encoding (but see Baylis et al., 1987). 

1.13.2.4 Oram and Perrett (1994)

Focussing on area STPa, Oram and Perrett conducted a couple of experiments systematically 

investigating integration of form and motion cues by single STPa neurons (Oram and Perrett,1994, 

1996). Furthermore, in the 1994 study, the authors also examined response properties of the neurons 

to reduced versions of biological motion stimuli, namely point-light displays. Being the first (and only) 

paper probing single STPa neurons with point-light displays, this study belongs to one of the most 

cited pieces of work on biological motion. 

 Point-light displays were used to disentangle form and motion: ‘...stimuli where only motion 

information was available for defining stimulus form (action)...’ and ‘...the lack of response (to point-
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lights) indicates conjoint selectivity, namely both form and motion information are required to elicit a 

response’ (Oram and Perrett, 1994, p. 101). Inspiration for this hypothesis was instigated by an 

influential psychophysical study, performed by Mather and colleagues two years earlier (Mather et al., 

1992), who also reasoned that point-light displays are devoid of any form information. However, based 

on later work, by Lappe and colleagues, and extensively discussed previously (see 1.10 Is form or/and 

motion important to perceive biological motion?, this chapter), we now know this is not the complete 

story. 

 Again, less than 3% (161/6459) of the total amount of recorded neurons did respond 

selectively to the locomotions (under normal conditions; all locomotions elapsed in the sagittal 

plane). Selectivity was determined by observing significant differences between one of the 

locomotions to nonrigidly translating control objects (moving curtains and lab coats, etc.), across facing 

or walking direction. None of the cells responded to single limb articulations, such as extending or 

flexing legs or arms in isolation or by keeping the rest of the body static. Note again that stimuli 

consisted of real-life presentations or video-taped sequences of the experimenter traversing the set-

up room. In the paper, it is not documented how many cells were recorded with which stimulus 

version, moreover, this information is also not available for the example cells. 

 Whichever stimulus version, walking backward is not a sinecure and thus will differ more with 

forward walking, than just reversing the temporal sequence. Thus, potential direction differences 

(forward vs. backward: temporal reversed sequence) could be confounded by differences in 

kinematics, gravitational forces and/or articulation. A better match would have been just to playback 

the forward movie. But the biggest confound however, when interested in effects of both direction 

and body view, is the translatory or extrinsic motion component. In a situation with only forward 

sequences, response differences between a body facing to the left or to the right could be attributed 

either to body view (real effect) or to the spatial displacement of the whole body (confounded effect). 

Concerning this matter, previous (Baker et al., 2001) and follow-up (Jellema et al., 2004) studies of the 

same group, relative to Oram and Perrett (1994), have provided evidence that neural firing of single 

STPa cells depends on the spatial position, relative to the observer, of the observed actions. The study 

of Baker and colleagues (1991) showed that STPa neurons maintained and even increased their 

spiking activity when a walking person was occluded from view, yielding evidence for some sort of 

object permanence for biological motion (i.e. maintaining awareness of the presence and position of 

predators and/or conspecifics as they move out of sight). Furthermore, this increase in activity was 

selective for the position of the occluder within the experimental set-up room. More than a decade 

later, Jellema and others (2004) more thoroughly investigated this position-effect by examining 

contributions of form and motion to neural responses at different spatial positions. STPa responses 

to the experimenter either walking towards or away from the monkey were compared for three 
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regions, i.e. near (1-2 m), middle (2-3 m) and far (3-4 m). It was found that for more than half of the 

cells the location of the agent did influence the response patterns. 

 In the Oram and Perrett study, the spatial location confound was minimal, given that they 

restricted their analyses, again, to a 250 ms time window, from 100 to 350 ms after opening of a 

shutter. But, the downside of such a short time window is that neural responses only reflect a very 

limited segment of the walking cycle. Besides, it was unclear whether this segment was always 

constant or varied, such that for each cell all potential segments of the full walking cycle were 

sampled. 

 Point-light and stick figure conditions were created by attaching the experimenter with 

luminescent patches, dots and short strips respectively, walking around in a darkened set-up room. It 

should be noted that these reduced conditions will only be perceived as such depending on the quality 

of the rendering, i.e. patches at his joints, but not too dark in which case even the patches become 

invisible. These conditions were also video-taped and rendered into movies with just two luminance-

levels, being the dots and the background. Based on the digitized coordinates, jumbled displays, 

comparable to position-scrambling, were also generated. The authors also recorded eye movements, 

to ascertain that observed neural responses were not influenced by eye movements. 

 For 72 cells, responses to point-lights and stick figures were also registered, of which 47 

(65%) did not discharge above spontaneous activity (the exact proportion of cells recorded in both 

conditions is not given: in their Methods section the authors mention that ‘if no response to the stick 

figures was found, then it was assumed that the dot figures would not elicit a response’, p. 113). 

According to the authors, this provided evidence for the conjoint encoding of both form and motion 

by single STPa neurons. But such a statement only holds true for point-light displays, if one assumes 

the logic of the authors, i.e. point-lights contain only motion. Surprisingly, this paper is cited mostly 

because of the complement of neurons (25/72: 35%) which do show significant discharges, albeit 

reduced in response magnitude, when presented with reduced locomotions (Fig. 1.14b). But again, the 

contribution of cells recorded with point-light or stick figures is not specified. 

 Seven cells showed maintained directionality but independent of body view, as compared to 

the real walker condition. For example, a cell could fire preferentially for walking forward to the left 

under real walker conditions, while responding to all reduced stimulus conditions moving to the left, 

independent of body view. Thus these cells respond merely to global translation. A jumbled cloud of 

moving dots could have elicited similar responses (not tested in this population of cells). The authors 

made use of translating controls, but the differences between curtains and lab coats with point-light 

displays is enormous. Of the remaining 18 cells, only 10 were recorded with point-light figures. Four 

out of 18 cells responded similar to the real walker and the reduced conditions. At least one of these 

four cells was recorded in the stick figures condition (presented as an example cell), thus leaving only 
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3 (out of 10 out of 72 out of 161 out of 6459) cells with similar responses to the point-light and the 

real human conditions. Of the 14 cells recorded with the intact and jumbled point-light displays, only 

3 cells responded significantly different between intact and position-scrambled point-light displays. 

Based on these results, the evidence that temporal cortical neurons encode point-light renderings of 

biological motion is rather limited.

 At the population level, the authors compared distributions of different indices between real 

human and reduced conditions. A direction-index compared neural responses between the best 

locomotion and the locomotion having the same facing direction but moving in the opposite 

direction, i.e. forward versus backward. A view-index contrasted neural responses to the best 

locomotion with the locomotion having an opposite facing direction, but moving in the same 

direction. Please note that overall translation between compared conditions is not equalized between 

indices (direction-index: comparing conditions with different overall translation; view-index: comparing 

conditions with the same overall translation). Thus, not surprisingly, higher values were found for the 

direction-index than for the view-index: from 0.84 to 0.68 for the normal conditions; from 0.71 to 0.20 

for the reduced conditions. Given the low view-index for the reduced locomotions, i.e. 0.20, the 

relatively high direction-index, i.e. 0.71, could just be an overestimation of neural selectivity caused by 

the overall translatory component.

1.13.2.5 Oram and Perrett (1996)

The second study of the hand of Oram and Perrett (1996) actually used the same population of 

recorded cells (N = 6459; n = 161 cells sensitive to walking; only real walker stimuli) but 

complemented it with other analyses and other interesting indices, namely motion- and form-indices. 

The motion-index was obtained by comparing responses to the dynamic walker with a static display of 

the walker in the same preferred view. Note that it was not clear which posture of the walker was 

shown and/or whether the presented posture was optimized for each neuron separately. This may 

lead to an underestimation of the neural response to the static presentations. 

 In addition, comparing neural responses to static images (e.g. one certain body pose) when 

presented in isolation or when embedded into a sequence context (e.g. that same body pose in a 

walking forward sequence) is hampered by intricate forward and backward masking interplay of 

preceding and succeeding poses (Perrett et al., 2009). Backward masking alludes to the process 

whereby the addition of new stimuli/poses trims down the response to a prior stimulus/pose 

(Keysers and Perrett, 2002). Forward masking refers to the complementary process whereby the 

preceding stimulus history/sequence of poses has an effect on the processing of the current stimulus/

pose, thus having some anticipatory/predictive value. Perrett and colleagues (2009) found that the 

peak response of an action sequence (either walking, head rotation or hand actions; it is not clear 
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which actions -hence proportions- were used to constitute the population of 37 cells) on average 

occurred approximately 100 ms before the most effective isolated image is presented (Fig. 1.14c). The 

earlier peak was further found to be independent of image sequence direction, i.e. forward or 

backward (n = 8 cells). Thus, during the perception of movies, neural activity is maximal to images 

shortly to appear. Ideally, working with image sequences, one should account for or check the 

gathered data with this parameter in experimental research. Also perceptually, more research efforts 

are put into investigating the effects of stimulus embeddedness in sequences (Oram, personal 

communication).

 Switching back to the Oram and Perrett (1996) study, the authors also defined another index, 

i.e. a form-index, obtained by comparing the response to the walker with the response to control 

objects translating in the same direction (only 10 out of 161 cells showed a significantly larger 

response to moving bodies than to control objects moving in the same direction). Cells were 

recorded in both banks of the STS without a clear clustering based on any of the above-mentioned 

indices. In this study, the authors also examined response latencies and found that cells conjointly 

selective to form and motion discharged faster than cells only selective to form (mean latencies = 99 

vs. 119 ms), but slower than cells only selective to motion (mean latency = 90 ms). However, this 

analysis compared data collected in three different studies using different stimuli (static bodies, 

moving bodies and moving objects).  

1.13.2.6 Viewer- vs. object-centered representations?

The viewer-centered representations presented in both Oram and Perrett studies (1994, 1996), i.e. 

approximately 95% of recorded STPa neurons responding to particular combinations of body view 

and direction of movement, argue against the feasibility of understanding action intentionality within 

the temporal cortex (Perrett et al., 1989). Indeed, in order to understand actions performed by 

others via the direct matching/mirror network, the visual system is aided substantially when it could 

encode the spatial positions of the body action with respect to the principal axis of the agent (object-

centered representations), rather than in relation to the observer. This allows for efficient storing of a 

view-independent template, especially in the case of dynamic stimuli. In the case of view-centered 

representations, the visual system needs to store multiple templates of the same object manipulated 

similarly, but dependent on all possible vantage points between observer and executioner. Storing 

only a few characteristic perspective views, requires complicated transformational/alignment 

computations matching the input with stored templates of the visual system and does not explain 

response generalization to unusual perspectives. Recording more anteriorly in STPa, Jellema and 

Perrett (2006) recorded a larger proportion of such object-centered cells, i.e. 37%, than reported in 

previous studies. These cells for example, only responded to backward/incompatible locomotion, 
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irrespective of orientation, even when the locomotions were presented upside-down (Fig. 1.14d). 

Object-centered representations could function as the crucial link going from viewer- to goal-centered 

representations. As object coding can be considered as the culmination of a pooling process of viewer-

centered representations, finding more of these cells in anterior STS, occupying a higher position in 

the hierarchical flow of information than posterior STS, is not that surprising. 

Figure 1.14. Main neural results from a collection of studies by David Perrett’s group. (a) 

A cell preferring walking forward to the right (with spatial displacement). The backward 

variant nor the locomotions from other facing directions drove this example cell. (b) A cell 

responding similarly to fully fleshed and reduced point-light variants (again with spatial 

displacements). (c) A population analysis done on 37 cells showing the occurrence of the 

peak in the action sequence (blue), approximately 100 ms before the most effective 

isolated image is presented (black peaks) and (d) an object-centered cell responding only to 

backward locomotion, irrespective of orientation. Adapted from (a) Perrett et al. (1985), 

(b) Oram and Perrett (1994), (c) Perrett et al. (2009) and (d) Jellema and Perrett (2006). 
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1.13.2.7 Implied motion?

As discussed previously, the finding of Kourtzi and Kanwisher (2000), observing significant BOLD 

activity in hMT/V5+ complex for postures implying motion (i.e. articulated poses captured in mid-

stride with the legs opened versus standing still/non-articulated poses with the legs next to each 

other), was not corroborated by single-cell investigations targeting the macaque homologue area MT 

(Lorteije, 2006; Lorteije et al., in press). However, moving more anteriorly, recordings in STS (both 

banks) seem to provide evidence that neurons code articulated and non-articulated poses differently 

(Jellema and Perrett, 2003, Barraclough et al., 2006). 

 The first study by Jellema and colleagues (2003) was originally set up to examine potential 

response differences between articulated and non-articulated actions. During the former type of 

actions, one body part moved with respect to the rest of the body which remained static (e.g. head 

rotation with torso fixed: experimenter sitting in a chair rotating his head). The latter type referred to 

actions with similar movement of the relevant body part (i.e. head rotation), but accompanied with 

movement of neighboring body parts (i.e. torso rotating: experimenter rotating on a chair). About half 

the population of cells responded more to the articulated than the non-articulated actions (24/44 = 

55%), while the rest of the cells responded as well to articulated and non-articulated actions (20/44 = 

45%). Surprisingly, the population of cells responding more to the articulated action also responded 

vigorously to the presentation of the articulated static pose in isolation and not to the non-

articulated pose, also presented in isolation (Fig. 1.15a). It should be noted that these effects could 

have been caused by a simple form-selective mechanism coding for body pose, bearing no implications 

on implied motion. 

 However, the second study of Barraclough and scholars (2006) could speculate against this 

objection. In this study, targeting both banks of the STS, it was found that 57% of cells responding to 

static images of a figure, also responded to dynamic images of that figure. Given that they recorded a 

substantial amount of cells in the lower bank of the STS, shown to be selective to static shapes 

(Vogels and Orban, 1996), not a totally unexpected finding. A similar amount of cells selective for 

articulated and non-articulated poses was observed. However, cells selective for articulated poses 

were more likely to respond to forward walking, whereas cells selective for non-articulated poses 

preferred backward walking movies (example cell: Fig. 1.15b). Thus, cells were capable of signaling 

walking from images of human figures in the absence of motion information. According to the 

authors, articulated figures can act as an implied motion signal driving this observed association 

between form (articulated pose) and walking (forward) sensitivity. Within this framework, cells 

associating non-articulated poses with backward walking are interpreted as a mutually exclusive 

opponent population of cells (Barraclough et al., 2006; p. 146). Moreover, the fact that Kourtzi and 

Kanwisher (2000) did not observe an implied motion response in the human STS could have been 
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due to the equal number of cells selective for articulated and non-articulated poses within the 

macaque STS.

Figure 1.15. Two studies showing the implied motion phenomenon by STPa neurons. In 

both cases, significant differences in firing rate were observed between two statically 

presented body postures: one implying and the other not implying motion. (a) Upper panel 

= implied motion (i.m.), lower panel = no implied motion (no i.m.). (b) Upper left panel = 

implied motion (articulated right), lower left panel = no implied motion (standing right). In 

this study, cells responding to articulation were also found to be more responsive to 

forward walking, while cells responding to standing still were found to be more responsive 

to backward walking. Adapted from (a) Jellema and Perrett (2003) and (b) Barraclough et 

al. (2006).

1.13.2.8 Singer and Sheinberg (2010)

A discussion of recently published work by Jedediah Singer and David Sheinberg (2010) will conclude 

this section on the neural substrate of action perception. Inspired by the same quest as Oram and 

Perrett (1994, 1996), these authors also wondered how, at the cellular level, form and motion 

processing pathways interacted. Therefore they targeted visual temporal cortical neurons with a well 

delineated set of action stimuli composed of 8 different characters performing 8 different and highly 

complex movements. Prior to the recordings, the monkeys were trained to categorize these 8 actions 
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into two arbitrarily defined groups of 4 actions each. The authors reasoned that both form and/or 

motion would be engaged when monkeys were observing and/or actively discriminating between 

actions. Moreover, to burden processing of both pathways, experimental stimulus manipulations were 

called into play. It should be noted here that a free viewing protocol, devoid of any constraints 

(experiments with the animation characters) or with very large fixation windows > 6° in diameter 

(experiment with the hand movies), were applied.

 Strobe displays were created by substituting frames from the original action by blanks, in a 

range of 40 to 260 ms, while retaining the actual speed of the movie. This manipulation has proven to 

disrupt local motion processing, as computed by macaque area MT, leaving form processing intact 

(Newsome et al., 1986). Using these strobe displays allowed the authors to test the time window over 

which static images could potentially be combined. It was hypothesized that if neural responses to 

strobes containing e.g. 100 ms blank intervals were equivalent to the ones observed during the intact 

action, the neuron was considered to be at least temporally integrating static frames over this 

particular window. 

 Another manipulation, namely formless dot fields (Singer and Sheinberg, 2008), targeted form 

processes, claiming to leave motion computations intact. Essentially, at any instance, these stimuli 

appear to be nothing more than uniform random fields, refreshed every 40 ms. Within this 40 ms 

window, dots above the underlying action move as the action. However, one could conjecture that 

formless dot fields (1) contain more than just motion: perceiving the stimulus gives the impression of 

performing a segmentation analysis (figure vs. background), maybe not possible at the single frame, but 

definitely occurring over frames and (2) tracing local motion in intact biological motion stimuli (point-

lights, fully fleshed, sticks, etc.) involves the detection of a well circumscribed and evident spatio-

temporal change, which is not the case when trying to track e.g. the trajectory of the flickering leg. 

Moreover, because of the big differences in actions, both kinematically and configurationally (the latter 

being more important in these stimulus manipulations), it can not be excluded that discriminations 

merely based on such coarse segmentations, done over a long window, could yield high performance 

levels. These potential confounds, i.e. large between-action differences, could have been minimized by 

employing e.g. non-translatory locomotions facing to the left or to the right, either in forward or 

backward fashion.  

 In line with this issue of segmentation, the authors also generated a two-tone formless dot 

field, i.e. colored dot field, with both figure and background having a different color. This allows for easy 

segmentation while destroying texture confounds, local form and motion. 

 Finally, a hand miming the letter combination ‘LW’ in American Sign Language, was either 

presented intact, or presented in clipped segments. Clipped segment movies were created by dividing 
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the full action up into ‘k’ segments (‘k’ = 4, 8, 12, 20, 30 or 60 frames), preserving the original order of 

segments but playing the frames within each segment backward. 

 A complex information-analytical approach, based on Poisson modeling, was employed to 

examine the capability of the population of neurons to represent various aspects of the stimuli.  

 Behaviorally, all subjects were quick to learn the categorization task (gradual learning in pairs 

of 2 actions at the time), showing transfer to the new, to-be-learned, action pair. One monkey was 

trained to categorize the reduced action stimuli (strobe, formless and colored displays). It was found 

that this monkey performed well on 6 out of 8 actions, but systematically misclassified the two other 

actions (not specified further in the paper). Maybe these two actions were highly similar in form (e.g. 

action bodyguard and dancing), although assumed not to play any role anymore, driving this 

misclassification. 

Figure 1.16. Results and figures adapted from Singer and Sheinberg (2010). (a) Confusion 

matrices based on the neuron populations for the two monkeys showing (differences in) 

patterns of misclassifications. The matrices are composed of 8 (actions) x 8 (characters) = 

64 rows (expected) and columns (predicted). Reddish colors refer to a high probability of 

predicting a given [action x character] combination. (b) Schematic representation of the 

extent of integrating single body poses across a local (upper panel) and global context 

(lower panel), depending on the length of the segments, i.e. less than (upper) or more than 

200 ms (lower panel; respectively). Note that the neural representation of the former 

results in percept x, equal to the original action sequence, while the latter representation 

results in percept y, opposite to percept x and the original action sequence. 



 Only a few neurons carried significant motion information, whereas most cells were influence 

by form or an interaction between form and motion. This finding fits nicely with the fact that most 

cells were recorded in IT cortex (lower bank of the STS and lateral convexity) (see also Chapters 3 

and 5). Although the authors reported not to have noticed any systematic difference between 
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monkeys with respect to recording locations, i.e. not sampling more form- than motion-selective 

neurons in the lower or upper bank of the STS respectively, inspection of their Figure 9 in Singer and 

Sheinberg (2010, p. 3140; see Fig. 1.16a) would suggest more sampling of ‘snapshot’ neurons in 

monkey ‘S’ whereas more ‘motion’ neurons could have been sampled in monkey ‘G’. For monkey ‘S’, 

misclassification mainly occurred between different actions of the same character, i.e. large blocks of 8 

by 8 in the confusion matrix. In most instances even, the model classified an action X of character A 

as being action Y of character A. Many ‘snapshot’ neurons, sensitive to the big form differences 

between rendered characters (e.g. alien monsters, skeleton, mummy, hansom woman, blond man, etc.) 

could explain such observations. The confusion matrix of monkey ‘G’ adhered a completely different 

pattern. Besides the highly visible right diagonal and a little bit of 8 by 8 clustering, also some faint 

width-one diagonals, off the main diagonal, were noticeable. This refers to conditions whereby action 

X of character A is systematically confused with action X of character B. Relatively more ‘motion’ 

neurons, sampling the action kinematics, which are equal across different character renderings, could 

have caused this effect. Please note that the above-mentioned stipulation about different 

contributions by snapshot and motion neurons between monkeys is merely speculative and could only 

be resolved by employment of a test comparing static snapshots with actions and/or post-mortem 

histology since functional differentiation in the temporal cortex has been shown (Nelissen et al., 

2006; Vangeneugden et al., 2009). 

 Comparing the neural response patterns between the full hand actions and the clipped 

segments, further revealed a crucial integration step function occurring somewhere between 120 and 

200 ms (i.e. an indirect measure: the authors did not sample in-between this interval; part of this 

calculation is also based on the neural results obtained with the strobe displays). For clip lengths 

shorter than 200 ms, it is still the global context taking place between clips that exerts the most 

influence, while for clip lengths longer than 200 ms, it is the local context within that clip that 

becomes more important (Fig. 1.16b). In other words, when you divide a forward action up into 

segments, as long as the segments which you play backward are shorter than 200 ms, the neurons still 

perceive a forward action, but from the moment the segment length becomes longer than 200 ms, the 

neurons perceive a backward action (perceive: neural responses during the temporally manipulated 

stimulus conditions matching the responses to the original action). This is a very intriguing finding 

which merits behavioral testing: comparing (a change in) neural representation accompanying (a 

change in) behavioral performance. It would be interesting to compare such behavioral-neural links 

between biologically plausible versus trained and non-trained non-biological movements respectively 

(Jastorff et al., 2006), possibly using treadmill locomotions (of humans or monkeys) and a non-

meaningful equivalent (see Chapter 6).
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Chapter 2: Specific research questions

2.1 What was investigated in this doctoral dissertation? 

2.1.1 Study  - Chapter 3

Vangeneugden J, Pollick F, Vogels R (2009). Functional differentiation of macaque 

visual temporal cortical neurons using a parametric action space. Cerebral 

Cortex 19(3):593-611.

As mentioned in the title, this first study (Chapter 3: Coding of actions in macaque temporal cortex) 

examined the neural code for action observation by electrophysiologically mapping neural responses 

in macaque temporal cortex. Moreover, potential functional differences between regions to a highly 

controlled stimulus space of actions were investigated. This study encompasses different sections of 

the introductory part (Chapter 1: Literature overview) with an emphasis on the sections 1.10 Is form or/

and motion important to perceive biological motion? and 1.13 How are actions encoded at the neural level?. 

A discussion between the obtained neural results and a concurrently conducted psychophysical study 

by Giese and colleagues (2008) will be addressed at the end of this dissertation (see Chapter 6: 

General discussion interwoven with suggestions for future research). More specifically, the inspiration for 

this first study was twofold. 

 (1) Firstly, a great inspirational source was/is the work carried out by the group of David 

Perrett (see above). Although most of their studies merely provided qualitative descriptions based on 

just a handful of neurons in some conditions, they did uncover the basic principles of the neural code 

for action perception. We set out to uncover even more of this neural action code by targeting the 

topic in a more ‘controlled’ manner. This allowed for a more quantitative approach examining 

response selectivities. ‘Control’ was exerted in different ways. 

 At the level of stimulus presentation, we adapted the research tradition utilizing 

parametrically controlled static shape sets (Op de Beeck et al., 2001) to the dynamic/action domain. 

As mentioned before, static shape sets can be used to examine neural tuning of ventral stream 

neurons to certain, isolated and predefined, stimulus dimensions. Such a constrained methodology has 

never been applied to the dynamic field before (but see Jastorff et al. (2006) and Giese et al. (2008); 

two psychophysical studies making use of parametrically controlled action spaces). We therefore 

generated a parametric space of 21 actions, orchestrated by blending 3 motion-captured prototypical 

actions (knocking on a door, lifting up a glass and throwing away a ball) according to predefined 
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weights. We carefully selected the prototypical actions, involving single-limb movements, in such a way 

that the composed morphed actions were not nonsensical. Employing such limited and simple 

movements also has the advantage that we can correlate neural firing with specific contributions of 

form and motion present in the stimuli. Displaying motion-captured (and morphed) actions, by 

definition generated beforehand, further has the advantage that stimulus repetitions will be identical, 

which is not possible or at least harder to control for in experiments involving real-life presentations 

(see above). Inevitably, real-life stimulation further has to deal with other non-relevant stimulus 

dimensions, e.g. texture, shading, face and facial expressions, etc. not directly crucial when one wants 

to investigate the neural substrate for action coding per se. Therefore, based on the motion-captured 

coordinates and the outcome of the blending algorithm we overlaid the motion trajectories with 

point-lights and connected neighboring dots by lines, as representing the limbs of a human agent. Of 

course we are aware of the fact that in everyday life situations, observed actions are always 

correlated with these potential confounds. Although exerting high experimental stimulus control by 

definition implies less ecological valid stimuli, we genuinely believe our action space to form a healthy 

compromise. 

 Another implication using a parametrically controlled action space, again follows research 

conducted with static shape spaces. Previous psychophysical and computational work in the latter 

domain has evidenced the importance of stimulus similarity in the process of categorization 

(Nosofsky, 1984; Op de Beeck et al., 2001). This can now be examined in the context of dynamic 

stimulation. In other words, if STS neurons contribute to action categorization, then their responses 

to different actions could depend on similarities between those actions. 

 At the level of collecting data, we made sure to systematically probe all temporal cortical 

regions (upper and lower bank and fundus of the STS and lateral convexity of IT cortex) over a wide 

range of anterior-posterior coordinates. Previous electrophysiological studies had shown responses 

to locomotions in both banks and fundus of the STS without any functional specialization/clustering. 

Although we did not carry out post-mortem histology, we used high resolution functional imaging 

(voxelsize: 1x1 mm in plane) at regular times combined with detailed information regarding white and 

gray matter transitions, together with readings of the base of the skull, to pinpoint recorded neurons 

to any of the above-mentioned regions. 

 (2) Secondly, the debate concerning the potential role of form and/or motion to the 

perception of actions, both in the computational (Giese and Poggio, 2003 vs. Lange and Lappe, 2006) 

and in the psychophysical field (see 1.10 Is form or/and motion important to perceive biological motion?, 

Chapter 1), involved another main inspirational source for this study. Systematically comparing neural 

responses between dynamic actions and static displays of frames drawn from the action, together 
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with gradual reductions of the action configuration to the movement of just one dot only, i.e. the 

wrist-point (in our action space the point containing most movement, thus being the most 

informative point) allowed for such disentanglement of motion and form. Moreover, the nonrigidity of 

biological actions was also contrasted to rigid translational controls. It was checked whether we 

could find some organizational principles based on anatomical recording locations. The use of multiple 

control tests (static and translating snapshots, action configuration reductions, eccentric 

presentations, etc.) can also be considered as an innovative aspect.  

2.1.2 Study II - Chapter 4

Vangeneugden J, Vancleef K, Jaeggli T, Van Gool L, Vogels R (2010). 

Discrimination of locomotion direction in impoverished displays of walkers by 

macaque monkeys. Journal of Vision 10(4):22.1-22.19.

The second study (Chapter 4: Locomotion direction discrimination by macaque monkeys) sits amid Study I 

and Study III, not only chronologically, but also conceptually. It differs from/fulfills Study I and the 

literature on action perception in a number of ways. 

 (1) Firstly, whereas Study I, and all single-unit experiments from the group of David Perrett 

(see 1.13 How are actions encoded at the neural level?, Chapter 1), definitely have their merit in 

demonstrating the existence of neurons in the rostral part of the STS, responding selectively to 

action displays, they all employed passive fixation protocols (but see Singer and Sheinberg, 2010). 

During passive fixation, subjects are required to maintain their eye gaze within a predefined window, a 

feat which can be achieved without fully attending the stimulus. In the case of Study I, eye movements 

were restricted to a small predefined fixation window of approximately 1.5° to 2°, while in the 

Perrett studies, no constraint on eye gaze was defined. Also, in the Singer and Sheinberg study, 

registering eye movements, either no or very large fixation windows (> 6°; see above) were 

employed. If one wants to ascertain the neural code associated with recognizing biological actions, 

one is obligated to at least incorporate a behavioral measure during recording, i.e. engage the subject 

in a behavioral task. This was realized in Study III in which we compared neural activity during passive 

fixation with neural activity while the monkeys were engaged in a task. 

 (2) Secondly, as discussed previously (see 1.6 Can animals perceive biological motion?, Chapter 1), 

the evidence that animals are able to perceive biological motion rendered as point-light depictions in 

a similar manner as humans, is not unequivocal. Moreover, attempts in the non-human primate have 

been rather unsuccessful (Tomonaga, 2001; Parron et al., 2007). Nevertheless, monkeys and apes do 

make spontaneous inferences about actions when shown real-life agents (Wood et al., 2007b). Given 
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that biological motion perception from point-light displays in macaque monkeys lacks hard evidence, 

until proven otherwise (see Chapter 6), we are forced to use more enriched stimulus variants, e.g. 

humanoid locomotions in this study. Humanoids consist of cylinder-like geometrical primitives 

connecting the coordinates of the joints obtained by motion-capturing an otherwise invisible agent.   

 (3) Thirdly, almost all human psychophysical experiments and all computational models have 

explored action perception by means of treadmill locomotion. Employing such in place locomotions 

allows for disentangling the proposed contributing factors during biological motion recognition (i.e. 

form versus motion). We exploited these characteristics (treadmill locomotion and form vs. motion) 

by defining two two-alternative categorization tasks: a view and a forward-backward task. Eventually, 

these two separate tasks were combined into one three-alternative categorization task. Whereas the 

view task can be easily solved using form, but also to a lesser extent motion, the forward-backward task 

can be solved using motion information only since the postures are identical. Thus, mere form cues, 

without any temporal sequence analysis, cannot be used in the latter task. We varied the starting 

positions across stimuli to avoid our monkeys learning to discriminate the actions based only on the 

first frame. Moreover, after reaching good performance levels in these discrimination tasks, we run a 

series of generalization tests to check the level of transfer to novel displays, e.g. different speeds, 

other agents, reduced stimulus configurations (point-lights, sticks and puppets), the necessity of 

opponent motion, degradations of the spatio-temporal coherence and degradations of motion 

information.  

2.1.3 Study III - Chapter 5

Vangeneugden J, De Mazière PA, Van Hulle MM, Jaeggli T, Van Gool L, Vogels R 

(under revision). Distinct mechanisms for coding of visual actions in macaque 

temporal cortex. 

Fundamentally, the third study (Chapter 5: Coding of locomotions in macaque temporal cortex) forms the 

neural component of Study II. Study III reconciles two main research traditions, with a focus on a 

couple of innovative points. I’ll first shortly explain the convergence between the two research 

traditions, followed by a brief summing up of the innovative aspects of this study.

 The first research tradition encompasses the vast amount of evidence obtained through 

psychophysical testing and computational modeling of action recognition by means of human treadmill 

locomotion. Compared to other actions, utilizing locomotions is quite advantageous because it allows 

for a segregation of contributing factors at play during action recognition. This is realized by 

demanding subjects to discriminate between different locomotion categories. While discrimination 

between right- and leftward walkers can be achieved using different body poses, differentiating 
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between forward and backward walking requires an integration of successive body poses (see 

above). We have shown in Study II (Vangeneugden et al., 2010) that monkeys required a lengthy 

training to achieve proficiency in the latter task (forward-backward task) compared to the more easily 

experienced former discriminations (facing direction or view task). Eventually, the monkeys were able 

to perform both types of discriminations almost perfectly, raising the question as to which regions 

and which neural selectivities underlie such successful categorizations obtained through extensive 

training. 

 This yet unanswered question brings us to the second research tradition. Previous 

electrophysiological investigations were mainly centered around real-life walking in front of the 

macaque (see studies of the Perrett group). Real-life enactments, by definition, entail a strong 

translatory component, contaminating the investigation of potential contributing factors. Indeed, a 

strong extrinsic motion component, ipso facto substantial spatial displacement, could engage different 

neural mechanisms between conditions. Therefore, we conducted an electrophysiological study, 

targeting similar regions as targeted before by us (Vangeneugden et al., 2009) and others (Oram and 

Perrett, 1994, 1996; Jellema et al., 2004; Jellema and Perrett, 2006; Barraclough et al., 2006). 



 The fact that we conducted our recordings in the same animals that were previously 

extensively trained can be considered as a first innovative point. Based on the previous psychophysical 

study (Vangeneugden et al., 2010) it is evident that substantial differences between monkey and 

human exist, withholding default generalizations across species without further testing nor training. 

Such extensive training and more importantly, the final achieved proficient levels in both tasks assures 

us, indirectly, that our monkeys perceived (the differences between) the presented humanoids as 

meaningful. Moreover, we also recorded neural responses while the monkeys were engaged in the 

three-alternative categorization task. 

 As shown in Study I, there exists a functional differentiation between different regions of the 

macaque temporal cortex: ‘motion’ neurons located mainly in the upper bank and fundus of the STS 

versus ‘snapshot’ neurons located mainly in the lower bank of the STS and the lateral convexity of IT 

(Vangeneugden et al., 2009). These two groups of neurons weigh differently upon each contribution 

factor: ‘motion’ neurons preferring the motion component of the actions, while ‘snapshot’ neurons 

prefer the static body pose component. But the actions used in Study I were rather simple and 

restricted to the movement of just a single limb, limiting the scope of its conclusions. Furthermore, it 

was unclear whether both or only one group of the neural classes contained an action sequence 

signal. Such a signal can be especially useful for form-selective neurons allowing them to discriminate 

between forward and backward locomotions, given that in these stimulus conditions body poses are 

equal. The possibility of such an action sequence signal was assessed by randomizing the starting 
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positions between locomotions for both classes of neurons. In sum, the second innovative aspect of 

this study consisted of systematically mapping the contributions of form, sequence information and 

motion for both ‘snapshot’ and ‘motion’ neurons. We made sure to collect a sufficient amount of 

neural data in each of these subconditions and in both monkeys. Both criteria were not always met in 

previous single-unit registrations probing for the neural code of locomotion. 

 Finally, we employed a machine learning classification tool, i.e. Support Vector Machines (SVM), 

to figure out, on a more quantitative basis, the information on action coding available in the 

population activity of temporal cortical neurons. Previous single-unit investigations on action coding 

were either merely qualitative, presenting only a few example cells, lacking a view on population 

coding (Perrett el al., 1985, 1989), or did incorporate a view on the population, but by referring to the 

number of responsive units in, or the strength of, certain indices for each condition (Oram and 

Perrett, 1994, 1996; Vangeneugden et al., 2009). However, information can be successfully coded in 

sparse patterns of activity (Rolls and Tovee, 1995), i.e. a few responsive neurons could code well for a 

particular stimulus, but this effect could be diluted when averaging over many neurons (Meyers et al., 

2008). Such an approach could potentially overlook important aspects of information coded in 

changing patterns of activation distributed over larger populations of neurons. Therefore, applied for 

the first time in the domain of action recognition, we used a biologically plausible classifier-based 

readout technique to extract the information available in neural ensembles. The obtained recognition 

performance from the classifier can tell us how well downstream neurons, e.g. in the prefrontal 

cortex, could, in theory, segregate different action conditions (forward vs. backward or different facing 

directions) based on a single trial, by simply computing the weighted sum of spikes it receives from 

neurons in the temporal cortex. Moreover, examining correct (classifier suggesting condition X - 

indeed observing condition X) and incorrect (classifier suggesting condition X - but observing 

condition Y) classifications, visualized in confusion matrices, could tell us more about the selectivity of 

the action code at the population level. Additionally, by looking at the activity in the population over 

time, we could find out potential dynamic changes of this selectivity during the course of the actions. 
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2.2 How did we investigate this?

All studies in this doctoral thesis were conducted on and with non-human primates, more specifically 

rhesus monkeys (Macaca mulatta: Bruno, Lucky (M3), Britney (M1) and Kanaka (M2)) and complied with 

institutional, national and European ethical guidelines. 

 We chose rhesus monkeys to serve as subjects in our experiments based on different 

argumentations. (1) First and foremost, because of the close evolutionary linkage (93% similar genes; 

common ancestor: 25 million years ago), the human brain shares an anatomical and physiological 

resemblance to the macaque brain, albeit some structures are less developed in the latter 

(neocortical expanse, prefrontal cortex, etc.). Although function and anatomy are to be seen as 

separate entities, more similar anatomical structures make it more likely that cognitive strategies used 

by both species are also more similar. Of course, probing the brain of an even closer evolutionary 

neighbor, such as a bonobo -Pan paniscus- or a chimpanzee -Pan troglodytes- (98% and 99% similar 

genes: common ancestor: 6 million years ago), would entail a higher probability of inferring research 

results across species, but bound by ethical considerations, legislation and natural characteristics, e.g. 

easy upkeep in captivity, fast reproducibility rate, manageable training and handling, not threatened by 

extinction etc., macaque monkeys are the better option.  

 On the other spectrum of the evolution pedigree, before starting invasive experiments on 

macaques, one should always consider the potentiality of using other/’lower’ species (reminiscent of 

the 3 R’s in research: refinement, replacement and reduction), such as rodents (mice and rats) or insects 

(fruit fly: Drosophila melanogaster). The genetic toolbox available in both rodents and insects, combined 

with a more relaxing public ethical opinion, has caused these research domains to boom in recent 

years. Rodent models have been/will be successfully exploited to study the principles of the visual 

system, such as invariant object recognition currently without genetic manipulations (e.g. Zoccolan et 

al., 2009) or e.g. the study of cortical dynamics underlying conscious visual perception, operationalized 

in a figure-ground modulation paradigm controlled by means of optogenetic approaches (Vangeneugden, 

Roelfsema and Heimel: post-doctoral research initiative). Drosophila melanogaster, a true genetic 

workhorse, has shed light on numerous visual processes such as color and low-level motion (for 

review see Borst, 2009) and memory-related functioning (e.g. Claridge-Chang et al., 2009).

 But why then use macaque monkeys altogether? As already mentioned, if one wants to infer 

human brain functioning based on results obtained on/with animals, and especially, if one wants to try 

to understand human pathological brain states, most often comprised of dysfunctionings of a complex 

network of brain areas, lower animal species will not suffice. And as we have seen before when 

discussing pathological brain states, learning more about the neural substrate of biological motion 

recognition will not only be helpful directly to patients suffering specific lesions (see 1.12.2 Coarse 

mappings based on clinical lesion studies, Chapter 1), but also to an increasingly growing population of 
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people/children with the Autistic Spectrum Disorder (see 1.7 Can autistic children perceive biological 

motion?, Chapter 1). Moreover, if one wants to uncover the underlying neural principles of the human 

visual system, the rodent model, due to its lower visual acuity and its lower dependence on the visual 

modality, is less suited compared to the macaque model (but see Zoccolan et al., 2009). After this 

short scientific justification intermezzo, we can now look more concretely at how the experiments 

were conducted. Key in the practicality of these experiments is the concept of operant conditioning. 

 A behavioral shaping technique, i.e. operant conditioning, works on the use of consequences, 

reinforcement or punishment, to modify the occurrence and form of the behavioral pattern. In our 

experiments, only reinforcers (directly: apple juice; indirectly: fruits) were used. After acclimatizing the 

newly arrived monkey to its surrounding and to a primate chair, a plastic head post was attached, 

under complete narcosis, on top of the skull. Once ready to participate in the experiments, the 

monkeys were thought to stare/view at the middle of the computer screen, placed 57 cm in front of 

their eyes, while the head post was used to immobilize the head during the actual testings. An infra-

red eye tracking device (SR Research EyeLink: sampling rate 1 kHz), positioned in front of the monkeys 

aiming the eyes, monitored eye movements. The output of this eye tracking system was used directly 

to monitor momentary eye position hence trial obedience, or indirectly, stored for off-line analyses. 

 Initially, we exposed the monkey to a blank screen in a darkened room with the sudden 

appearance of a bright dot in the middle. This highly salient visual event naturally evokes attention, 

causing the monkey to direct its eye gaze towards this centered dot, reinforced by the delivery of a 

drop of apple juice. The monkey completed this protocol until satiated, on average 2.5 to 3.5 hours. 

During this time, the monkeys drunk, on average, 300 to 400 cc of juice, while weighing 10x less than 

the average human. Once this skill was acquired, parameters such as time-to-reward, level of reward, 

size of the dot, etc. were gradually adjusted. The monkeys did only receive the fluid reinforcers when 

performing the demanded task. Eventually, exploiting the principles of behavioral shaping through 

operant conditioning, we arrived at the point at which we could present our visual stimuli of 

interests, being biological motion/actions. The first experiment was centered around this passive 

fixation protocol. During the second and (partially) third experiment, the monkeys were instructed to 

actively discriminate between different categories of actions, clarifying his/her answer not by verbal 

report, but by saccading toward predefined locations of response targets elsewhere on the computer 

screen. Each target was associated with a certain category.  

 In the meantime, because we were/are interested in how the brain processes/processed such 

visual stimuli, we lowered a thin electrode to certain brain regions, documenting their activity 

patterns. Access to the brain was granted by removing a small piece of the skull under a recording 

cylinder, which could be opened and closed at will. Concretely, a single wire or micro-electrode 

(shank diameter = 100 μm), with insulation covering all but the very tip (tip = 10-20 μm), placed in 
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the vicinity of the cell body of a neuron, could register action potentials extracellularly. To traverse the 

tough dura without damaging the fragile tip of the electrode, we lowered the electrode through a 

metal guiding tube, a modified spinal needle, using a microdrive enabling us to exert micrometer 

control over its position. This guiding tube just penetrated the dura and further served as a reference 

ground to compare voltage fluctuations with the tip of the electrode. The resultant action potentials 

occur whenever a cell discharges. In our case, we scoped the neurons for discharges locked to the 

presentation/occurrence of the visual stimuli. The intrinsically low signal (approximate range: 0.05 - 3 

mV) was preamplified, band-pass filtered and eventually fed into a computer-based spike 

discrimination system permitting threshold and wave-form discrimination. Each time the voltage of 

the measured signal exceeded the threshold and adhered to the defined wave-form, the time of 

occurrence was digitized and stored for later off-line analyses, mainly performed in Matlab (The 

Mathworks Inc.). 

 Nuclear magnetic resonance imaging (NMR) was employed at several time points during the 

experiments to verify anatomical locations of sampled neurons. This was done by scanning the 

completely sedated monkey either at 1.5 T (1 mm resolution; see Study 1) or at 3T (0.6 mm 

resolution; see Study III), with capillary tubes filled with an MR opaque substance (copper sulphate) 

placed in the recording grid inside the recording cylinder at locations of interest. 
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Chapter 3: Coding of actions in macaque temporal cortex.

This chapter corresponds to:

Functional differentiation of macaque visual temporal cortical neurons using a 

parametric action space.
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3.1 Abstract

Neurons in the rostral superior temporal sulcus (STS) are responsive to displays of body 

movements. We employed a parametric action space to determine how similarities in actions are 

represented by visual temporal neurons and how form and motion information contributes to their 

responses. The stimulus space consisted of a stick-plus-point-light figure performing arm actions and 

their blends. Multidimensional scaling showed that the responses of temporal neurons represented 

the ordinal similarity between these actions. Further tests distinguished neurons responding equally 

strongly to static presentations and to actions (‘snapshot’ neurons), from those responding much less 

strongly to static presentations, but responding well when motion was present (’motion’ neurons). 

The ‘motion’ neurons were predominantly found in the upper bank/fundus of the STS, and ‘snapshot’ 

neurons in the lower bank of the STS and inferior temporal convexity. Most ‘motion’ neurons showed 

strong response modulation during the course of an action, thus responding to action kinematics. 

‘Motion’ neurons displayed a greater average selectivity for these simple arm actions than did 

‘snapshot’ neurons. We suggest that ‘motion’ neurons code for visual kinematics while ‘snapshot’ 

neurons code for form/posture, and that both can contribute to action recognition, in agreement with 

computation models of action recognition.   

 

Chapter 3: Coding of actions in macaque temporal cortex

95



3.2 Introduction

Single cell studies in macaque monkeys have found that neurons of the visual temporal cortex, 

particularly those of the rostral Superior Temporal Sulcus (STS), respond to displays of body 

movements (Bruce et al., 1981; Perrett et al., 1985, 1989, 1990; Oram and Perrett, 1994, 1996; Jellema 

and Perrett, 2003a, 2003b, 2006; Jellema et al., 2004; Keysers and Perrett, 2004; Barraclough et al. 

2005). These studies suggested that some STS neurons respond selectively to different classes of 

perceived body movements, such as grasping, as opposed to locomotion. 

In the present study, we employed dynamic images of biological motion, allowing a quantitative 

analysis of the response selectivities of temporal neurons to such stimuli. In order to assess selectivity 

for visual actions, we employed a parametric action space whose design is similar to previous 

parametric static shape spaces that have been used to examine shape selectivities of ventral stream 

visual neurons (Op de Beeck et al., 2001; Pasupathy and Connor, 2001; Freedman et al., 2003; De 

Baene et al., 2007). The action space was created by blending 3 different transitive arm actions: 

knocking, lifting and throwing. The three-way blends differed in the relative amounts to which each of 

the three basic actions contributed to the blend, producing systematic and smooth transitions 

between the three basic action stimuli. Since we were interested in the coding of visual actions, we 

reduced pattern information to its basics by using stick-plus-point-light figures instead of real actors. 

The stimuli were derived from actual motion-capture data obtained using real human actors. We used 

stick-plus-point-light figures instead of full body figures since the latter contains additional texture, 

shading and form information, which might have complicated determining which stimulus properties 

the neuron was really selective for. On the other hand, we did not reduce the stimulus further to 

point-light displays (Johansson, 1973), since we reasoned that stick-plus-point-light figures would 

produce stronger neural responses than point-light displays only. 

Computational and psychophysical work suggests that stimulus similarity is an important factor 

in determining perceptual categorization (Nosofsky, 1984; Ashby and Perrin, 1988; Op de Beeck et al.,

2001; Palmeri and Gauthier, 2004). Thus, one would expect that if STS neurons contribute to action 

categorization, then their response to different actions would depend on similarities between those 

actions. Previous work showed that inferior temporal (IT) neurons rather faithfully represent the 

ordinal similarity relations between static shapes (Op de Beeck et al., 2001; De Baene et al., 2007). In 

the present study we asked whether this also holds true for dynamic images of actions. Actions are a 

more complex visual stimulus than static shapes, since visual actions inherently consist of spatio-

temporal changes of form. It is thus an open question whether single neurons can code for 

similarities between actions and how this coding might evolve over the course of the action. Human 

psychophysical research employing the same stimuli that we have employed here has shown that the 

perceptual representation of similarities between action blends fits the parametric stimulus 
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configuration rather well (Pollick et al., 2007), indicating that our stimulus set is well-suited for 

investigating the neural coding of action similarity. 

A second set of questions that we examined relates to the relative contributions of form and 

motion information to the coding of actions. Since different actions usually differ in both form and 

motion, action coding can, in principle, be based on either form or motion information, or some 

combination of both. The potential contributions of form and motion information has been nicely 

shown by the computational model of action recognition proposed by Giese and Poggio (Giese and 

Poggio, 2003): they postulated an action-processing stream based on motion analysis, functioning in 

tandem with a parallel stream based on form information, present in the static snapshots of the 

action sequence. In order to determine the relative contributions of form versus motion to the 

neural responses to our action stimuli, we compared responses to the action movies and to static 

presentations of snapshots taken from those movies. In addition, we systematically reduced the 

stimulus (Tanaka, 1996) by methodically removing limbs of the human figure until only the moving 

arm or the end-effector, i.e. the wrist-point, was left. This allowed us to assess the degree to which 

the responses to the actions are driven by body configuration. The actions we employed can be well-

characterized quantitatively since they are restricted to a single limb and most of the information 

concerning the action is present in the end-effector itself (Pollick et al., 2007). This allowed us to 

correlate the single cell responses to differences in form and motion parameters within the 

parameterized stimuli. Finally, we examined whether the neurons would respond to rigid translation 

of the representative static snapshots. Biological motion is essentially non-rigid and thus, by 

comparing responses to rigid translation and non-rigid motion, we could ascertain whether the 

neurons’ responses are specific for biological motion. 

Bruce et al. (1981) and Perrett’s group (Oram and Perrett, 1994, 1996; Jellema and Perrett, 

2003a, 2003b, 2006; Jellema et al., 2004; Barraclough et al., 2005) observed responses to perceived 

actions in the upper bank of the rostral STS (Superior Temporal Polysensory (STP)). This region 

contains neurons with large receptive fields that respond better to moving than to static stimuli 

(Bruce et al., 1981; Baylis et al., 1987). STP neurons can be selective for motion direction (Bruce et 

al., 1981; Baylis et al., 1987; Oram et al., 1993) and complex motion patterns (e.g. optic flow: Anderson 

and Siegel, 1999; structure from motion: Anderson and Siegel, 2005) and thus it is a candidate region 

for processing dynamic images of actions. Responses to perceived hand actions (Perrett et al., 1989) 

and translatory locomotions (Barraclough et al., 2005, 2006) have also been observed in the lower 

bank of the rostral STS, which is part of IT. Recent fMRI work in awake monkeys has reported 

activation for a hand grasping an object, compared to static presentations of snapshots of the action, 

in both banks of the STS (Nelissen et al., 2006). In light of this previous work, we searched for 
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responsive neurons in both lower and upper banks of the STS, as well as in the lateral convexity of 

IT, and compared the responses properties of these temporal regions.

3.3 Materials and methods

3.3.1 Subjects and surgery

Two male rhesus monkeys (Macaca mulatta; monkey BR and LU) served as subjects. Before conducting 

the experiments, aseptic surgery was performed under isoflurane anesthesia to attach a head fixation 

post to the skull and to stereotactically implant a plastic recording chamber (Crist Instruments). The 

implantation of the recording chambers was guided using preoperative structural magnetic resonance 

(MRI) scans. The recording chambers were positioned dorsal to the rostral temporal cortex, allowing 

a vertical approach. We recorded from both hemispheres of monkey BR: the recording chamber on 

this subject’s right hemisphere was positioned at anterior/posterior coordinates which were 

comparable to those of the other animal (monkey BR right hemisphere: 16 mm anterior, 24 mm 

lateral;  monkey LU: 16 mm anterior, 21 mm lateral), while the recording chamber on the opposite 

hemisphere was located more posteriorly (monkey BR left hemisphere: 10 mm anterior, 28 mm 

lateral). The anterior-posterior range of the recordings across animals was from 9 to 18 mm anterior 

to the external auditory meatus. At several points during the course of the recordings, we took 

anatomical MRI scans (3 Tesla – 1mm resolution), with copper sulphate-filled tubes inserted into the 

grid at a number of recording positions. By comparing these MRI images with the microdrive depth 

readings of the white and gray matter transitions and with that of the skull base during the 

recordings, we estimated the recording positions and assigned the neurons to the lateral convexity of 

IT, upper bank, fundus or lower bank of the STS. All animal care, experimental and surgical procedures 

followed national and European guidelines and were approved by the K.U. Leuven Ethical Committee 

for animal experiments. 

The stimuli were presented on a CRT with a frame rate of 60 Hz. Personal computers running 

custom software controlled every aspect of the stimulus presentation and of the passive fixation 

task. The monkeys were seated in custom-made chairs with their heads fixed facing the display while 

the position of one eye was monitored using infrared video-based eye trackers. Initially we employed 

ISCAN (120 Hz), while in later recordings, we used the EYELINK (1000 Hz) system. 

Extracellular single unit recordings were recorded using FHC epoxylite-insulated tungsten 

microelectrodes (0.7 – 2 MΩ measured in situ) that we lowered into the brain using a Narishige 

microdrive. The electrode was advanced through a guiding tube that was fixed in a plastic grid (Crist 

Instruments) firmly positioned inside the recording chamber. The electrode signal was amplified and 

filtered using conventional single unit recording equipment. Single units were isolated online using a 
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custom made DSP-based spike discriminator that accepted a spike whenever its level-triggered 

waveform crossed several criterion boxes positioned at different times and levels on the display. The 

time stamps of the isolated spikes, stimulus events, and eye position were stored by a personal 

computer (1 ms resolution), using home made software written in LABVIEW. 

The animals performed a passive fixation task during the recording sessions. The trial started 

with the onset of a small square fixation target located in the middle of the display. When the monkey 

fixated this target for 500 ms, the stimulus was presented together with the fixation target. The 

monkey was required to fixate the target during the entire duration of the stimulus presentation, i.e. 

2000 ms for the action movies, and another 200 ms after stimulus offset. If the monkey kept its gaze 

within a square fixation window (approximate size 1.7 degrees) from the beginning of fixation until 

the end of the 200 ms post-stimulus fixation period (2700 ms in total), the trial was accepted as valid 

and the monkey obtained a liquid reward. 

3.3.2 Stimuli and tests

3.3.2.1 Parametric action space 

All neurons were sought and tested with a set of 21 movies depicting human stick-plus-point-light 

figures that performed transitive arm actions. The duration of all movies was identical and lasted 2000 

ms (120 frames shown at a 60 Hz frame rate). The stick-plus-point-light figures measured 

approximately 6 degrees in height and 1.5 degrees in width. Initially, the movies were displayed 

centrally. During the course of the experiments, however, we noted that monkey LU developed a 

tendency to produce pursuit-like eye movements towards the end of the movie. To ensure stable 

fixation, we presented the movies in the contralateral visual field at 1.5 degrees eccentricity during 

the remainder of the recordings in both animals. Recorded neurons in which there was a significant 

effect of eye movements on neural responses were not analyzed further (see 3.4 Results). Results 

from the central and the slightly eccentric positions are pooled in all the population analyses of the 

present paper.

The 21 movies consisted of 3 real actions, i.e. knocking, lifting and throwing, and their two-way 

and three-way blends (Fig. 3.1). We will refer to these 3 real actions as the ‘prototypical actions’ 

throughout this paper. The blends were created using the algorithm of Kovar and Gleicher (Kovar and 

Gleicher, 2003), which preserves the constraints of biomechanical movement. The three real actions 

were selected from a library of 3D motion capture data (Ma et al., 2006). The blending algorithm 

required a conversion of the data files into BVH format which was done using 3D Studio Max and 

Lifeforms Software (Dekeyser et al., 2002). Following the creation of blended movements, all movement 

files (real and blended) were converted from BVH format to data files containing the time-varying 3D 

coordinates of 15 points on the body. To assure that all movement stimuli were of equal duration, the 
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3D data for each body point were resampled using cubic spline interpolation so that the motion of 

each point would consist of 120 samples. These 120 samples of each of the 15 body points were then 

rendered as 120 individual frames measuring 256 x 256 pixels, with these 15 points connected by 

lines in the form of the human body. The blends were produced in steps of 20%, thus having 3 x 4 

two-way action blends (Fig. 3.1A outer triangle) and 6 three-way action blends (Fig. 3.1A inner 

triangle). The parametric action space of these 21 actions can be approximated by a 2D triangular 

configuration with the 3 motion-captured actions lying at the vertices (Fig. 3.1A). This 2D 

configuration is a linear approximation of the more complex higher-dimensional parametric 

configuration that obeys all the constraints of the weight differences between the 21 movies. For our 

purposes, the triangular approximation is sufficient and will be used throughout this paper for data 

displays and analyses. 

Figure 3.1. Schematic representation of the parametric action space. (A) Triangular 2D 

configuration of the parametric action space displaying the 18th frame (occurring at 300 

ms) of each action sequence. Condition labels and blending weights (percentage of 

throwing, knocking and lifting, respectively), are given above each frame. (B) Undersampled 

sequences of snapshots of 7 actions, sampled every 200 ms. The condition labels and 

weights (expressed in percentage) used in the blending algorithm based on the throwing-, 

knocking- and lifting-prototype, respectively, are shown in front of each action sequence.

Figure 3.1B shows undersampled sequences of static snapshots (selected frames taken from the 

action sequence) of the 3 motion-captured action movies, 3 two-way blends and 1 three-way blend. 
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Since the movies were generated from actual human actions that we wished to keep as realistic as 

possible, there were slight differences in the start snapshots of the three actions. Mean speed and arm 

trajectories differed systematically between actions. The speed of the wrist-point end-effector 

increased from lifting to throwing and from throwing to knocking. Within an action movie, the speed of 

the wrist-point varied according to a multimodal function. Similar multimodal speed functions, but 

reduced in amplitude, were present for the elbow- and shoulder-points. These variations in the speed 

within and across actions allowed us to determine the effect of speed on the responses of the 

neurons (see 3.4 Results). In each action movie, the wrist moves to the right followed by a movement 

to the left, back to the starting position. Thus, each action can be divided naturally into two parts 

consisting of a rightward arm motion followed by a leftward, return arm motion. The vertical range of 

the arm movement differed between the actions, with the lifting and throwing movements containing 

less upward travel than the knocking movements (Fig. 3.1B). 

Each neuron was tested with all the action movies from the parametric action space, presented 

in an interleaved, pseudorandom fashion (parametric action space test). At least 4 unaborted trials 

(median = 7.5) per movie were presented. If the isolation of the neuron was still adequate at the 

conclusion of this test, the neuron was subsequently tested with one or several of the following tests.

3.3.2.2 Static and translating snapshots 

For each action we selected 6 static frames that were representative of the variation between the 

snapshots within an action. Each snapshot was shown for 300 ms, which is sufficiently long to produce 

responses in visual temporal cortical neurons (Keysers et al., 2001; De Baene et al., 2007).

In addition to static presentations of selected snapshots, we also translated the same 6 

snapshots across a part of the display. The velocity (speed and direction) of translation for each 

snapshot was adjusted to approximate the mean velocity of different phases of the actions. We 

employed one speed and motion axis for the knocking action prototype, two for the throwing action 

prototype and three for the lifting action prototype. The translation was always 2000 ms in duration 

and thus the translation amplitude depended on the speed. The translation was centered at the same 

spatial position as that used when presenting the action movies and the static snapshots. We used 

two opposing directions of movement for each motion axis. 

The purpose of the static snapshot and translating snapshot tests was to compare the response of 

a neuron to an action movie with selected static and/or translating snapshots of the same movie. 

During the course of the experiments, we developed different versions of this test. In the initial 

version, after choosing the most and least effective actions based on the responses of the neuron in 

the preceding parametric action space test, static presentations of 6 different snapshots of each of the 2 
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movies were interleaved with the presentation of the 2 action movies. At least 6 unaborted trials 

(median = 10) per condition were presented.

In a later version, the test consisted of the effective movie and static and translating snapshot 

presentations. These were presented in an interleaved fashion with a minimum of 4 unaborted trials 

per condition (median = 6).

3.3.2.3 Reduced action configurations

We reduced the complexity of the stick-plus-point-light figure by systematically deleting body parts/

limbs of the configuration in successive steps until only the arm (3 points connected by 2 lines) that 

performed the action remained present. In later recordings, neurons were tested with further 

simplifications: the wrist- and elbow-point connected by one line (underarm) and the wrist-point 

only. The reduced-action movies had the same duration and were presented at the same spatial 

location as the original, non-reduced movie. 

The purpose of the reduced action configuration test was to measure the effect of deleting parts 

from the stick-plus-point-light figure on the response of the neuron. In the initial version of this test, 

the most reduced version consisted of the arm only, while a later version also presented movies 

depicting two additional reductions (the underarm and the wrist-point only). Reduced action 

configuration movies of the most- and least-effective actions and the corresponding unreduced 

movies were presented interleaved in a pseudorandom fashion with a minimum of 4 unaborted trials 

(median = 8 for the reduction up to the arm; median = 6 for the reduction up to the wrist-point). 

3.3.2.4 Position

The purpose of the position test was to measure the dependency of the response on the spatial 

location of the movie. The most effective movie was shown at 17 different positions. In addition to 

the foveal presentation, 8 positions were located on a small square grid with a spacing of 1.5-degrees, 

and 8 positions were located on a larger square grid with a 3-degree spacing. The center of each grid 

corresponded to the foveal position. All the positions were presented interleaved with at least 4 

unaborted trials (median = 5). 

3.3.2.5 Reversed temporal order

For each action movie, consisting of 120 frames, the temporal order of the frames was reversed, 

resulting in movies played backward. 

The reversed temporal order test consisted of 4 conditions: the movies of the most and least 

effective actions and versions in which the temporal order of the frames was reversed. These 4 

conditions were presented interleaved with a minimum of 5 unaborted trials (median = 10). In this 
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test, the snapshots of the original and temporally reversed movies were identical and thus the original 

and reversed movies differed only in their kinematics.  

3.3.3 Analysis of neural activity

3.3.3.1 Parametric action space test

To test whether the neural responses differed significantly from baseline activity, for each trial we 

computed the average firing rates for a baseline and a stimulus analysis window. The baseline window 

started 400 ms before stimulus onset and ended at stimulus onset. The stimulus window started 50 

ms after stimulus onset, to allow for the minimum response latency of the neuron, and lasted 2000 

ms. The significance of a stimulus-related response was tested by a split-plot ANOVA (Kirk, 1968) 

with baseline versus stimulus activity as a repeated-measure, within-trial factor, and stimulus condition 

(21 actions) as a between-trial factor. Responses were considered to be statistically significant when 

there was either a significant main effect of the baseline-stimulus activity factor or a significant 

interaction between the two factors. Type 1 error was set at 0.05. To determine whether a population 

of neurons represented the similarities between the stimuli, for each pair of stimuli we computed 

their Euclidean distance based on the neural responses to these stimuli. As the neural response, we 

took the mean normalized response (maximum response of the neuron equal to 1). The response-

based Euclidean distance between two stimuli was computed by subtracting, for each neuron, the 

normalized response to these stimuli, summing the squared response differences across neurons, and 

then taking the square root of this sum. The matrix of all pairwise Euclidean distances was then 

subjected to a non-linear multi-dimensional scaling (MDS) method ISOMAP (Tenenbaum et al., 2000).  

The latter represents, in a low-dimensional space, the geodesic distances between the responses to 

the stimuli. We favored this non-linear dimensionality-reduction technique over the classical MDS 

since it better captures the distances along a surface. The ISOMAP algorithm (K nearest-neighbor 

method) has one free parameter, and all the results reported in the present paper were obtained with 

k = 4. We also performed separate ISOMAP analyses for firing rates computed in 8 successive, shorter 

periods of 250 ms, with the first time period starting at 50 ms and the last time period ending at 

2050 ms. Furthermore, in order to determine how well a neural population can represent the 

stimulus space when changes in firing rate during the evolution of the action sequence are taken into 

account, we performed an ISOMAP analysis using Euclidean distances computed on mean firing rates 

in successive 250 ms intervals. For this analysis, the pairwise Euclidean distances were computed as 

the square root of the sum of the squared response differences for each of the 250 ms intervals for 

the (sub)population of neurons. Thus, this analysis takes into account the empirical fact (see Results) 

that responses for a given stimulus can vary during the presentation of the action movie and the 

possibility that the temporal evolution of the response is used by subsequent stages of processing. We 
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quantified the fit between the neural-based ISOMAP solution and the stimulus-based, triangular, 

action-space configuration by computing the sum of the squared errors between the spatial 

coordinates of corresponding points for the two spaces after we Procrustes-rotated the neural-based 

ISOMAP space towards the stimulus-based parametric action space. We refer to this dissimilarity value 

as the Procrustes Distance measure. 

We tested the statistical significance of the action selectivity by performing a split-plot ANOVA 

using the 21 actions as a between-trial factor and the responses in 5 successive bins of 400 ms, 

starting 50 ms after stimulus onset, as a within-trial factor. Since the responses could vary during the 

action sequence, we used these binned responses instead of an average across the entire 2000 ms. 

Action selectivity was considered to be statistically significant when there was a significant main effect 

of the factor action or a significant interaction between the two factors. Type 1 error was set at 0.05. 

The degree of stimulus selectivity of a neuron was quantified by computing the Depth of 

Selectivity index (DOS; Rainer and Miller, 2000): [(n - (∑ Ri/Rmax))/(n - 1)];  ∑ going from i = 1 until i = n, 

where n = number of actions (21), Ri = mean firing rate to the ith action and Rmax = max{Ri}. The DOS 

can vary between 0 (equal response to all actions) and 1 (when there is a response for only one 

action). The mean firing rate was computed for the long analysis window extending from 50 to 2050 

ms post-stimulus onset. The DOS index is a measure of the breadth of action tuning. 

In addition, we computed the ANOVA based Omega Square Modulation index, ω² (Kirk, 1968) 

which estimates the proportion of variance of the neural response due to stimulus variations. The 

Omega Square Modulation index takes into account response differences among the 21 movies as well 

as trial-by-trial variability and was computed for the long analysis window extending from 50 to 2050 

ms post-stimulus onset, as well as for the shorter, successive 250 ms time periods, starting at 50 ms 

and ending at 2050 ms. The Omega Square Modulation index is useful for relating the degree of 

response modulation by the action stimuli, to the Procrustes Distance measures for the successive 250 

ms time periods. An overall low degree of response modulation by the action stimuli will result in 

relatively low Procrustes distances, since the neurons do not distinguish the actions particularly well. 

We correlated the instantaneous firing rate of each neuron to the velocity of the wrist-point 

end-effector, which contained the most motion, using multiple regression. For this analysis we 

estimated the instantaneous firing rate of the neuron after convolving the response of the neuron 

with a Gaussian kernel having a standard deviation of 25 ms. Then, the smoothed instantaneous firing 

rates, R, were fitted by a quadratic polynomial: R = ax + bx2 + cy + dy2 + exy + f, with x and y being 

the horizontal and vertical coordinates, respectively, of the endpoint of the instantaneous velocity 

vectors. Velocity and response were binned at a frame rate of 60 Hz, using several time delays for the 

neural response, ranging from 1 to 15 frames, i.e. up to 250 ms. The regressions relating response to 

velocity were performed across the 21 movies.
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Velocity combines speed and direction. To determine whether the response is related to speed 

per se, we fitted the instantaneous firing rates, R, by a quadratic polynomial: R = ax + bx2 + c with x 

being the c speed of the wrist-point.  These response-speed regressions were performed across the 

21 movies for the different time delays. To determine whether the response is related to the direction 

of the wrist-point motion, we computed the linear-circular correlation coefficient (Mardia and Jupp, 

2000) between the instantaneous firing rates and the instantaneous motion directions for speeds 

greater than 1 degree/sec.  Note that the linear-circular correlation coefficient varies between 0 and 

1. These correlations between response and direction were computed  across the 21 movies for the 

same time delays as were used for the velocity and speed regression analysis (see above).



3.3.3.2 Responses to static snapshots compared to actions

Since the responses of the neurons varied during the course of the action movie, averaging a 

response across the 2000 ms of its duration can underestimate the response to specific parts of the 

action. To avoid any such underestimation of the neural response to the action sequence, we used 

peak firing rate instead of average firing rate as the response measure when comparing the responses 

of the action and snapshot presentations. The peak firing rate was computed, after convolving the 

response with a Gaussian kernel, using a standard deviation of 25 ms, in an interval of 50 to 2050 ms 

for the action, and 50 to 350 ms for the static snapshots presentations. Net peak firing rates were 

calculated by subtracting the average firing rate, obtained in the baseline analysis window for all 

conditions, from the peak firing rate observed during the stimulus presentation. 

To quantitatively compare the responses to static snapshot presentations with responses to 

the corresponding action (presented in an interleaved fashion in the same test), we computed the 

following Action index = (Pa – max Ps)/(Pa + max Ps), with Pa being the net peak firing rate for the 

action, and max Ps the maximum net peak firing rate for the 6 static snapshots. Taking the average 

instead of the maximum of the 6 net peak firing rates would have underestimated the snapshot 

response in neurons that showed different, and thus selective, responses to the individual snapshots. 

If the response to the action movie were to depend on the response to the static snapshots, 

then one would expect a positive correlation between the selectivity for static presentations of 

individual snapshots and the modulation of the response during the action. Therefore, we compared 

the degree of selectivity for the static presentations of the snapshots to the response modulation 

observed during the action sequence. 

The degree of selectivity within the most effective action, as tested in the snapshot test, was 

calculated for the convolved responses in an analysis window extending from 200 to 2050 ms after 

stimulus onset using a Within-action Modulation index = (max Pa - min Pa)/(max Pa + min Pa), with max 

Pa the maximum gross peak firing rate of the action and min Pa the minimum gross peak firing rate of 
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the action. We did not take into account the first 200 ms, since it may reflect transient responses 

related to stimulus onset. Using analysis windows extending from 50 to 2050 ms, however, produced 

highly similar results (r = 0.92 between these indices for the 1850 and 2000 ms long windows). Again, 

this index was computed for neurons for which the peak response exceeded 10 spikes/sec. 

The degree of selectivity for the static presentations of the snapshots was quantified by the 

following index: Snapshot Selectivity index = (max Ps - min Ps)/(max Ps + min Ps), with max Ps the gross 

peak firing rate for the most effective static snapshot and min Ps the gross peak firing rate for the 

least effective static snapshot. This index was computed for the neurons for which the peak response 

to any of the static presentations of a snapshot exceeded 10 spikes/sec. We will report Snapshot 

Selectivity indices using the 50 to 350 ms analysis window (see above), although Snapshot Selectivity 

indices computed using responses from 200 to 350 ms produced highly similar results (r = 0.93)



3.3.3.3 Responses to translating snapshots compared to actions 

To compare the responses to translating snapshots with those of their corresponding actions 

(presented in an interleaved fashion in the same test), we computed a Translation index = (Pa – max 

Pt)/(Pa + max Pt), with Pa being the net peak firing rate (computed after convolution with a Gaussian; 

see above) to the action and max Pt the maximum net peak firing rate of the 12 translating 

snapshots, i.e. 6 different snapshots, with each shown translating in two opposing directions. 

To compute this index, we employed an 1850 ms analysis window that started 200 ms after 

stimulus onset for both the action and translating snapshots, to reduce the inclusion of transient 

responses caused by stimulus onset, and therefore unrelated to the motion. However, Translation 

indices computed on the full 2000 ms window produced similar results (r = 0.91 between these 

indices for the 1850 and 2000 ms windows). 

To examine whether the responses of the neurons depended on the direction of motion along 

the dominant axis of the wrist motion, we computed the following index:  Best Direction index = (Ptb - 

Pto)/ (Ptb + Pto), with Ptb being the net peak firing rate for the translated snapshot condition that 

produced the largest response and Pto the net peak firing rate of the translating snapshot with the 

opposite direction. This Best Direction index was computed only for those neurons that showed a 

maximum net peak firing rate of at least 10 spikes/sec for one of the translating snapshots. 

3.3.3.4 Reduced action configuration test

To quantitatively compare the responses of the isolated arm movement with its corresponding full-

body action configuration, we calculated a Arm Reduction index = (Pa - Parm)/(Pa + Parm), with Pa as the 

net peak firing rate for the full stimulus configuration and Parm the net peak firing rate for the arm in 

isolation. The firing rates were computed using the analysis window of 50 to 2050 ms and using 
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smoothed responses (see above). Similar reduction indices were also computed for the other 

reduction conditions. As an index of the degree of selectivity, we computed a Between-Action Selectivity 

index = (Pab - Paw)/(Pab + Paw), with Pab and Paw being the net peak firing rates for the most- (’best’) 

and least-effective (’worst’) actions, respectively. This index was calculated for the full-body, the arm-

only and the wrist-point only conditions.

3.3.3.5 Position test

Since the arm trajectories differed in all the actions, one possible explanation of selective responses 

for the actions would be that the receptive fields of the neurons contain one or more ‘hot spots’. In 

this case, the temporal response profile in a particular action condition will differ as a function of the 

spatial location of the stimulus, since the ‘hot spot’ will be traversed by the arm at different moments 

in time or not at all. To examine this possibility, the smoothed responses at the different tested spatial 

positions were aligned to the time of the peak response at the foveal position. Thus, the occurrence 

of the smoothed peak response at the foveal position was set to zero and this temporal displacement 

was subtracted from the smoothed response profiles of all other parafoveal positions. 

Other analyses of the responses of the neurons in the various tests are described in the 

relevant Results sections.

3.4 Results

We searched for temporal cortical neurons that responded to stick-plus-point-light movies depicting 

arm actions. We recorded from 240 responsive neurons in two animals. Each of these neurons gave a 

significant response to one or more stimuli of the parametric action space test (ANOVA; P < 0.05).  

Forty-two neurons were eliminated from the data set since, for these neurons, the eye positions 

during stimulus presentation differed significantly among the 21 actions (ANOVA on eye positions in 

400 ms analysis windows during stimulus presentation; P < 0.025 in either x or y direction) and the 

neural responses were significantly related to the differences in eye movements (Kruskal Wallis test 

on responses sorted according to horizontal and vertical eye position; P < 0.05).  The eye position 

traces for the remaining 198 neurons (monkey LU: 96; monkey BR: 102) were similar for the different 

actions: the mean eye positions for the 3 ‘prototypical’ actions (i.e. the stimuli at the corners of the 

stimulus space) differed by less than 0.1 deg during the entire stimulus presentation (Supplementary 

Fig. 3.1). 

In monkey LU we explored 13 guiding tube positions between 11 and 18 mm anterior and 17 

and 21 mm lateral. Responsive units were found for 11 of these guiding tube positions covering the 

full extent of the range explored. Of the 96 neurons in monkey LU, 60 were localized in the upper 

bank and fundus of the STS, 17 in the lower bank and 19 in the lateral convexity of IT. In monkey BR 
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we searched for responsive neurons using 29 guiding tube positions, between 9 and 16 mm anterior 

and 18 and 24 mm lateral. Responsive units were found for 19 of these positions. At 9 mm posterior, 

a patch of neurons (N = 18) was found in the fundus of the STS that showed strong motion-related 

responses. We will label this patch of STS neurons as STPm (Superior Temporal Polysensory middle; 

Nelissen et al., 2006) to distinguish these neurons from the more anterior ones recorded in both 

animals. At more anterior sites in monkey BR, 21, 30 and 33 responsive neurons were found in the 

upper bank/fundus, lower bank and lateral convexity, respectively. Unless otherwise noted we will 

label the neurons of the upper bank and fundus of the STS, anterior to STPm, as upper bank/fundus 

STS neurons. 

The different regions were sampled unevenly with repeated recordings at locations showing 

responses to the actions. It was clear during the recordings that neurons responding to these 

dynamic stick-plus-point-light figures were organized in patches, since no responsive neurons were 

observed at several guiding tube positions in the lower or the upper bank of the rostral STS, despite 

repeated penetrations. 

3.4.1 Neural responses in the parametric action space

Figure 3.2 displays the responses of 3 representative neurons to the 21 action movies within the 

parametric action space. These 3 neurons manifested two sorts of response modulation: a systematic 

modulation of the responses within the action space, i.e. a selectivity for action movies, and a 

modulation of the responses within the actions itself, i.e. for segments of an action movie. The neuron 

in Figure 3.2A was recorded in the STPm region of monkey BR. It responded selectively to the second 

part of the action movies, when the arm was moving downward, and mainly for the throwing and 

knocking actions and their blends. The neuron in Figure 3.2B, recorded in the upper bank/fundus of the 

STS of monkey BR, showed a multimodal response pattern for lifting and throwing actions. The neuron 

shown in Figure 3.2C, recorded in the lower bank of the STS, exhibited strong selective responses to 

particular segments of only a small number of actions.  

          We tested the statistical significance of the action selectivity by performing a split-plot ANOVA 

using as factors the 21 actions, and the responses in successive bins of 400 ms starting 50 ms after 

stimulus onset. Since the responses could vary during the action sequence, we used these binned 

responses instead of an average across the entire 2000 ms. A large majority of responsive neurons 

(157/198; 79%) showed action selectivity, either by having a main effect of the factor action or an 

interaction between the two factors. 
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Figure 3.2. Selectivity for parameterized 

actions in temporal visual cortex: single 

neuron examples. Peri-stimulus time 

histograms (PSTH) with raster plots of 

three example neurons recorded with 

the parametric action space test. PSTHs are 

positioned according to the position of 

the stimulus in the parametric action 

space (Fig. 3.1A). Neurons were  recorded 

in the STPm region (A), the upper bank 

of  the STS (USTS) (B) and the lower 

bank of the STS (LSTS) (C). Bin width was 

50 ms. For each neuron, firing rates in 

spikes/sec are indicated on the vertical 

axis. Vertical lines inside each box mark 

stimulus onset and offset; stimulus 

duration was 2000 ms. 



Typically, the neurons showed a systematic tuning in the action space. Their response was best 

for a particular action and declined with increasing distance between this preferred action and 

another given action. This sort of tuning in the action space may allow these neurons to represent the 

similarities among the action movies. In order to determine how a population of neurons represent 

the parametric action space we employed a non-linear multidimensional scaling technique, i.e. ISOMAP 

(Tenenbaum et al., 2000), examining the inter-stimulus response differences for all stimulus pairs (see 

3.3 Materials and methods). In this first analysis, the average firing rates were computed for the whole 
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2000 ms duration of the action, ignoring variations in the responses during the course of the action. 

Figure 3.3B shows the 2D configuration of the action space based on the normalized responses of all 

198 responsive neurons. The Scree plot showed that this 2D representation was an optimal low-

dimensional solution, and provided an excellent fit to the data, explaining 94% of the variance (Fig. 

3.3C). The roughly triangular neural representation reflected to a large extent the original parametric, 

triangular stimulus configuration (Fig. 3.3A), thus the neural space preserved the stimulus rank along 

the 3 two-way blend lines and along the 6 three-way blend actions. The 1D solution provided a 

poorer fit (70% explained variance) indicating that the responses of the neurons do not depend 

merely on variations of a one-dimensional stimulus parameter, such as mean speed, for example. We 

thus conclude that this unselected population of visual temporal cortical neurons rather faithfully 

represent the ordinal similarity relationships among dynamic action stimuli. 

Figure 3.3. Neural representation of the parametric action space. (A) Triangular 2D-

configuration of the stimulus space of actions, with the same convention of condition 

numbers as in Figure 3.1A. The outer sides of the triangle are marked in red, while different 

colors are used to indicate different weighting of the lifting-prototype (action C1). (B) 

Neural representations of  the stimulus space obtained after applying ISOMAP (non-linear 

MDS) to the mean responses averaged using an analysis window ranging from 50 to 2050 

ms (N = 198 neurons). (C) Scree plot of the residual variance as a function of the number 

of  dimensions. A two dimensional configuration captured the original distances rather well 

(residual variance = 0.05).
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3.4.2 Comparing neural responses for actions and static snapshots

Figure 3.4 shows the responses of 3 representative neurons to an effective action and to static 

presentations of snapshots from that same action movie. The neuron in Figure 3.4A, which is the same 

as that in Figure 3.2C, was recorded in the lower bank of the STS. It responded strongly to the static 

presentations of a snapshot: the response to the most effective snapshot was at least as high as the 

peak response to the action sequence. Furthermore, the neuron responded selectively to the 

different snapshots, showing an increased response when one arm is bent and crosses the other arm 

(’Napoleon’ posture). Thus this neuron displayed form selectivity. The neuron in Figure 3.4B, recorded 

in the lower bank of the STS, also responded equally well to the action movies and static 

presentations of its snapshots. However, in contrast to the neuron in Figure 3.4A, this neuron 

responded similarly to the different snapshots. The neuron in Figure 3.4C, recorded in the upper bank/

fundus of the STS, displayed little or no response to the static presentations of the snapshots, 

although it responded very well to the action movie. Thus, the latter neuron needed motion in order 

to respond.

Figure 3.4. Neural responses to static snapshot 

presentations and actions compared. Peri-stimulus 

time histograms with raster plots of three example 

neurons showing responses in the static snapshot 

test. (A) Neuron recorded in the lower bank of the 

STS (LSTS), corresponding to Figure 3.2C (Action 

index = -.01). (B) Neuron recorded in the lower  

bank of the STS (Action index = -.13). (C) Neuron 

recorded in the upper bank of the STS (Action index 

= .64). The left box of each panel contains the 

neural response to the corresponding full action 

sequence. Boxes on the right side of each panel 

contain the neural responses to the different static 

snapshots. The 6 snapshots are illustrated above the 

PSTH boxes. Time course (in ms) and response 

strength (firing rate in spikes/sec) are indicated. 

Vertical lines mark stimulus onset and offset 

(stimulus duration of action sequence (left boxes): 

2000 ms; stimulus duration of static snapshot 

presentations (right boxes) : 300 ms).
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The examples shown in Figure 3.4 illustrate the observed range of responses to the static 

snapshot presentations: from no response to responses equalling those of the action movies. For each 

of the neurons tested with static snapshots (Table 1), we computed an Action index (see 3.3 Materials 

and methods). An Action index of 0 indicates that the neuron responded equally well to static snapshots 

and the action movie while an index of 1 indicates no response to the static snapshots. The bulk of 

the neurons in the lower bank (mean Action index = -.06; N = 26; SD = .13) and lateral convexity 

(mean Action index = -.02; N = 33; SD = .27) responded equally well to the static snapshots and to the 

action while the majority of the upper bank/fundus STS neurons (mean Action index = .42; N = 41; SD 

= .36) and all tested STPm neurons (mean Action index = .82; N = 15; SD = .19) responded much 

more strongly to the action than to the static snapshots. The differences between the Action indices of 

these regions were highly significant (one-way ANOVA; P < .0001). Post hoc Bonferroni-corrected t-

tests shows that the mean Action index of the STPm neurons differed significantly from those of the 

other 3 regions (all Ps < .00002) and that the mean Action index of the upper bank/fundus STS differed 

from that of the lower bank STS and lateral convexity (P < .000001), while the indices of the lower 

bank STS and lateral convexity were not significantly different (Fig. 3.5). These results suggest a 

marked functional specialization: most upper bank/fundus STS neurons, including STPm, require 

motion while most lower bank and lateral convexity IT neurons respond to both dynamic and static 

stick figures. 
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Figure 3.5. Regional differences in neural response properties in the visual temporal 

cortex.  Mean index values (indices = Action, Arm Reduction, Point Reduction, Translation and 

Best Direction) for the different anatomical regions (USTS = upper bank and fundus of the 

STS (blue), STPm (light blue), LSTS = lower bank of the STS (orange) and  LatConv = 

lateral temporal convexity (red) . Vertical bars denote standard errors of the mean. An 

index of 1 for the first 4 indices indicates, respectively, no responses to static snapshots, to 

reduced action configurations presenting the arm-only or wrist-point only, and to 

translating snapshots. An index of  1 for the Best Direction index indicates maximum 

direction selectivity among the dominant motion axes of the action. 

3.4.3 Effect of action configuration reductions on the neural responses

Figure 3.6 shows the responses of 2 representative neurons to an effective action and its reduced 

action configurations. The lower bank STS neuron in Figure 3.6B, which is the same as that in Figure 

3.4A and Figure 3.2C, still responded when the legs were omitted but stopped responding when the 

trunk was also removed and only the moving arm remained visible (Fig. 3.6A: reduced action 

configurations). This suggests that the neuron is well driven by a/the Napoleon posture, i.e. with the 

right wrist-point covering the left elbow-point. This demonstrates the form selectivity of this neuron 

and suggests that the crossing of the two arms is a critical feature for this neuron. On the other 

hand, the neuron of Figure 3.6C, recorded in the upper bank/fundus of the STS, still responded well to 

the motion of the arm alone and with an even higher firing rate for the motion trajectory of the end-

effector only. 

The effect of stimulus reduction was quantified for each of the tested neurons (Table 1) by 

computing an Arm Reduction index (see 3.3 Materials and methods). An Arm Reduction index of zero 

indicates that the neuron responds equally as well to the arm alone as it did to the full body, while an 
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Arm Reduction index of 1 indicates no response to the isolated arm action. The distributions of the Arm 

Reduction index differed among the 4 regions (one-way ANOVA; P < .0005). The neurons in the lower 

bank of the STS (mean Arm Reduction index = .20; N = 22; SD = .34) and the lateral convexity of IT 

(mean Arm Reduction index = .18; N = 32; SD = .26) showed, on average, responses that were more 

strongly attenuated by limiting the stimulus to the arm alone than did the STPm neurons (mean Arm 

Reduction index = -.07; N = 11; SD = .06) and upper bank/fundus of the STS neurons (mean Arm 

Reduction index = -.02; N = 46; SD = .21; all Ps < .03), although such intra-regional differences were 

less pronounced than for the snapshot test (Fig. 3.5). Indeed, several neurons in the lower bank STS 

and the lateral convexity also responded well to the isolated arm action.

Figure 3.6. Neural responses to full-body and reduced action configurations compared. 

Peri-stimulus time histograms with raster plots for two example neurons recorded with 

the reduced action configuration test. (A) Systematic reductions of the stimulus configuration 

from the full-body action configuration down to the presentation of the wrist-point only. 

Only the first frame of action C1 (lifting-prototype) is shown. Note that the actual test 

contained dynamic sequences of these reduced configurations. (B) Neuron recorded in 

the lower bank of the STS, corresponding to Figure 3.2C, tested with the reduced action 

configurations of  C5 down to the arm-only presentations. A ‘Napoleon’ posture with the 

right arm wrist-point covering the left arm elbow-point was necessary to drive this 

neuron. (Arm Reduction index = .71) (C) Neuron recorded in the fundus/upper bank of the 

STS, tested with the reduced action configurations of C21 down to the presentation of the 

wrist-point dynamic sequence, which drove the response even more strongly than the full 

action configuration (Arm Reduction index = -.19; Point Reduction index = -.32). Time course 

(in ms) and response strength (firing rate in spikes/sec) are indicated on the action 

sequence scale. Vertical lines mark stimulus onset and offset.  Stimulus durations were 2000 

ms.
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We also computed similar contrast indices for the other stimulus-reduction conditions. The 

great majority of the neurons responded similarly to full-body and body-without-legs configurations 

(mean contrast indices of the 4 regions ranging between -.007 and .02). When a similar contrast index 

was computed for the neurons tested with the wrist-point only, results were more pronounced than 

with the arm only (Fig. 3.5). The mean Point Reduction indices for the lower bank STS (mean Point 

Reduction index = .60; N = 9; SD = .31) and lateral convexity (mean Point Reduction index  = .31; N = 

20; SD = .26) were larger (Bonferroni corrected t-tests; Ps < .006) than the value obtained for the 

upper bank/ fundus STS neurons (mean Point Reduction index = .03; N = 39; SD = .35). The difference 

between Point Reduction indices for the lower bank STS and lateral convexity was not statistically 

significant and only a few of the neurons tested in these regions responded as well to the single wrist-

point action as they did to the full body stimulus. These results also showed that many STS neurons, 

especially those in the upper bank, respond as well or better to the motion of the isolated arm, and 

to the motion of the end-effector wrist-point in isolation, as they do to the whole body. 

The Reduction indices were computed on the responses to the most effective action and thus 

do not inform us about possible changes in selectivity across different actions when the stimulus is 

simplified. To address this question, we computed a Between-Action Selectivity index (see 3.3 Materials 

and methods) that compares the net peak firing rates for the two actions that were used in the 

reduced action configuration test. We computed such indices for the full-body, arm-only and wrist-point 

only conditions of those neurons for which the response to the full-body and reduced-stimulus 

configurations of the most effective action differed by less than a factor of 1.5 (Arm Reduction index or 

Point Reduction index < 0.20). The latter avoided noisy indices arising from weak responses. We 

selected those neurons whose responses differed by at least a factor of 1.5 between the most and 

least effective action conditions for the full-body or the arm-only (Between-Action Selectivity index > 

0.20). For the neurons tested with the arm-only, 37 neurons fulfilled these two criteria. For these 

neurons, the average Between-Action Selectivity index was significantly larger (paired t-test; P < .0001) 

for the full-body (mean Between-Action Selectivity index = .41; SD = .16) than for the arm-only displays 

(mean Between-Action Selectivity index = .16; SD = .22). Also, for the 19 neurons that fulfilled these 

criteria and were tested with the wrist-point only, the mean Between-Action Selectivity index was 

significantly smaller (paired t-test; P < 0.002) for the wrist-point only (mean Between-Action Selectivity 

index = 0.15; SD = .19) than for the full-body displays (mean Between-Action Selectivity index = 0.36; SD 

= .17). This was due to a relative increase in response to the least effective action for the wrist-point 

only condition compared to the full-body conditions. Thus, although these neurons responded well to 

the wrist-point only, they provided less information about the arm trajectory than when the full-body 

or even just the shoulders and arms were displayed, implying that wrist-point trajectory did not fully 

determine their response selectivity. 
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      Note that the above analysis underestimates the effect of stimulus reduction on the selectivity 

for the whole population of neurons since we included only neurons that responded well in the 

reduced conditions. Indeed, if the whole population of neurons was considered, the reduction had a 

strong effect on selectivity. The mean Between-Action Selectivity index was .03 (N = 111; SD = .26) for 

the arm-only conditions, compared to .18 (N = 111; SD = .23; paired t-test; P < 0.0001) for the full-

body displays and -.01 (N = 68; SD =.22) for wrist-point-only compared to .20 (N = 68; SD = .22; 

paired t-test; P < 0.0001) for the full-body displays presented in the same test.  

3.4.4 Comparing neural responses between actions and translating snapshots

Figure 3.7 shows the responses of 3 neurons to translating snapshot presentations. The neuron of 

Figure 3.7A is an upper bank/fundus STS neuron that responded well to the motion present in the 

action but failed to respond to translating snapshots of that same action. Thus, rigid motion of the line 

configuration was not sufficient to drive this neuron. The two other neurons of Figure 3.7, recorded 

from the upper bank/fundus STS (Fig. 3.7B) and from the STPm region (Fig. 3.7C) did respond well to 

the translating snapshots with the neuron of Figure 3.7C, showing strong direction selectivity. 

The distributions of the Translation indices for all tested neurons (Table 1) differed among the 

4 regions (Fig. 3.5): an ANOVA showed a significant effect of region (P < 0.05). Post-hoc Bonferroni 

corrected t-tests showed that this was due to STPm neurons having significantly larger Translation 

indices (mean Translation index = .27; N = 8; SD = .11) compared to neurons recorded in the lateral 

convexity (mean Translation index = -.04; N = 19; SD = .18; Bonferroni corrected t-test; P < .02).  The 

upper bank/fundus STS (mean Translation index = .07; N = 27; SD = .32) contained some neurons that 

responded much less strongly to the translating snapshots (for example the neuron in Fig. 3.7A) than 

to the action movie but most of the neurons that responded to the action movies also responded to 

translation. The lower bank STS neurons responded equally well to the translating snapshots and the 

action (mean Translation index = -0.01; N = 12; SD = 0.29). The robust responses to translating 

snapshots suggest that many of the rostral STS and IT neurons do not respond exclusively to the 

non-rigid motion that is typical of biological motion. 
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Figure 3.7. Neural responses to actions and translating snapshots compared. Peri-

stimulus time histograms with raster plots of three example neurons recorded with the 

translating snapshots test. The left boxes of each panel contain the responses to the action 

sequences. The right boxes of each panel contain the responses to 6 translating snapshots 

(not shown), in upward (upper part) and in downward directions (lower part). The arrows 

approximate the velocity (speed = length of arrow, direction = angle of arrow) of 

translation of each snapshot. (A) Neuron recorded in the upper bank/fundus of the STS. 

This neuron responded well to non-rigid motion in the action sequence, but failed to 

respond to rigidly translating snapshots. (Translation index = .38; Best Direction index = .13) 

(B) Neuron recorded in the upper bank/fundus of the STS. This neuron showed responses 

to translating snapshots. (Translation index = -.02; Best Direction index = .25) (C) Neuron 

recorded in the STPm region. This neuron manifested strong direction selectivity for the 

translating snapshots. (Translation index = .34; Best Direction index = .88). Time course (in ms) 

and response strength (firing rate in spikes/sec) are indicated on the action sequence 

scale. Vertical lines mark stimulus onset and offset.  Stimulus durations were 2000 ms.

To assess direction selectivity along the dominant axes of the wrist-point motion, we 

computed a Best Direction index (see 3.3 Materials and methods) for the neurons responding with at 

least 10 spikes/sec in any of the directions of the translating snapshots. The Direction indices were, on 

average, low, indicating relatively weak direction selectivity along these motion axes. The differences 
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between regions were statistical significant (one-way ANOVA; P < .01, Fig. 3.5) with a significantly 

larger mean Best Direction index for the STPm region (mean Best Direction index = .43; N = 8; SD = .27; 

Bonferroni corrected t-tests; P < .05) than for the other regions (means Best Direction indices = .24, .

19, .18; N = 27, 12 and 19; SD = .19, .13 and .15  for upper bank/fundus STS, lower bank STS, lateral 

convexity of IT respectively). 

3.4.5 Functional differentiation of neurons: ‘snapshot’ and ‘motion’ neurons 

defined

To determine whether we could distinguish between different groups of neurons based on their 

response properties, we correlated the Action, Arm Reduction, Translation and Best Direction index values 

for each pair of neurons. These correlations were computed for the 49 neurons for which values 

were obtained for all four indices. Then, the 49 x 49 matrix containing the pairwise 1-Pearson r 

distance values was subjected to cluster analysis (Ward’s method). As shown in Figure 3.8A, two 

distinct clusters of neurons were obtained with one cluster (18/49 neurons) containing only upper 

bank/fundus STS and STPm neurons while the other cluster (31/49) consisted of all of the lower bank 

STS and lateral convexity neurons, in addition to 40% of the upper bank/fundus STS neurons. 

Figure 3.8. Functional differentiation of  

temporal cortical regions. (A) Tree 

diagram of the result of a cluster analysis 

based on pairwise between-neuron 

correlations of the Action, Arm Reduction, 

Translation and Best Direction indices (N = 

49 neurons). Neurons are labeled 

according to their anatomical region. (B) 

Relationship between Action and Arm 

Reduction indices. Each dot represents a 

neuron (N = 79) that was recorded in 

both the Action and Reduced-action 

configuration tests. The color coding is the 

same as in (A). The criterion to distinguish 

between ‘snapshot’ and ‘motion’ neurons 

was set at .20 and is indicated by the 

striped vertical line.
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This cluster analysis suggests that the four indices differentiate – although not perfectly - 

lower bank STS / lateral convexity neurons from upper bank STS / STPm neurons. To examine which 

index yielded the best separation of the regions, we determined with Receiver Operator Characteristic 

(ROC) analysis how well one can classify a neuron as belonging to the upper bank STS / STPm versus 

lower bank STS / lateral convexity given its index value. This analysis revealed that the Action index 

produced the best separation of the regions (classification performance - area under the ROC curve 

= .90; N = 115), followed by the Arm Reduction index (area = .75; N = 111). The Translation (area = .66; 

N = 66) and Best Direction index (area = .60; N =66) produced rather poor separations of the regions 

(chance performance = .50). 

Figure 3.8B shows the relationship between the Action and Arm Reduction indices, for the 

neurons that were tested with both tests, for the 4 regions independently. The scatterplot clearly 

shows that neurons responding more strongly to the action stimuli than to the static snapshot 

presentations (that is, with large, positive Action indices) also responded more similarly to the arm-

only and the full-body action (small Reduction indices). These neurons were recorded predominantly in 

the upper bank/fundus of the STS including area STPm. On the other hand, neurons that respond 

similarly to the action and static snapshots can vary in their degree of tolerance to simplification of 

the action configuration. This type of neuron was found mainly in the lower bank of the STS and in 

the lateral convexity of IT.  

Given that the Action index separated the anatomical regions well (see above ROC analysis and 

Fig. 3.8B) and given the theoretical importance of this distinction (i.e. responding to form versus 

motion information), we distinguished two populations of neurons using an Action index of .20 as 

criterion (striped vertical line in Fig. 3.8B). This criterion value is close to the Action index of .18 that 

provided the highest performance rate when classifying the anatomical regions (upper bank/fundus 

STS versus lower bank STS/lateral IT) based on the Action Index. In all further analyses we will use the 

terms ‘snapshot’ and ‘motion’ neurons to refer to neurons that have an Action index lower or higher 

than .20, respectively. ‘Motion’ neurons respond to actions but much less so to static snapshot 

presentations, while ‘snapshot’ neurons respond as well to actions as to static snapshot 

presentations. Again, this distinction correlates with anatomical regions, since 90% of the lower bank 

STS or lateral IT neurons (53/59) were classified as ‘snapshot’ neurons and 80% of the upper bank/

fundus STS and STPm neurons (45/56) were ‘motion’ neurons, a difference that was highly significant 

(χ²; P < 0.0001). This can be appreciated in Figure 3.9 which shows the estimated recording positions 

and the distribution of the ‘motion’ and ‘snapshot’ neurons. The next sections compare the responses 

of these functionally defined ‘snapshot’ and ‘motion’ neurons. 
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Figure 3.9. Estimated recording positions. Estimated positions of recorded neurons are 

based on white- and gray matter transitions combined with depth measurements from 

anatomical MRI scans. Five coronal sections of the superior temporal sulcus (STS) and 

lateral temporal cortical convexity of monkey BR are shown. The lowest number in the top 

left corner of each section indicates the anterior/posterior level (in mm anterior to the 

external auditory meatus). The sections of  the two animals were aligned by comparing the 

sulcal patterns. Different shapes indicate different monkeys (monkey BR = quadrangles, 

monkey LU = triangles, unresponsive area in both animals = ellipse), and different colors 

indicate the proportion of ‘motion’ neurons (Action index higher than .20, see text). The size 

of  a shape approximates the spatial range of recorded neurons. Neurons were pooled over 

2 mm A/P sections. STPm is the fundus/upper bank region of in the most caudal coronal 

slice (9 mm anterior). Regions with responsive units but no static snapshot test (see text) 

are in indicated in black. 

3.4.6 Representation of the parametric action space in ‘snapshot’ and 

‘motion’ neurons

To examine whether there is a difference between the representations of the parametric action space 

in the ‘snapshot’ and ‘motion’ neurons, we applied the ISOMAP technique on the responses of these 

neurons. The ‘motion’ neurons represented the action space more faithfully than the ‘snapshot’ 

neurons (Fig. 3.10A and 3.10B, respectively). First, the 2-dimensional configuration provided a better fit 

to the observed data for the ‘motion’ neurons (explained variance = 98%) than for the ‘snapshot’ 

neurons (explained variance = 83%). In both populations, a one-dimensional solution was suboptimal 

(explained variances < 70%). Second, the ordinal relationships among the actions are preserved to a 

greater extent for the ‘motion’ than for the ‘snapshot’ neurons. Third, Procrustes rotation of the neural 
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representation to the action space resulted in a better fit for the ‘motion’ neurons compared to the 

‘snapshot’ neurons (Procrustes Distance measures = .07 and .23 respectively; note that a large value of 

this dissimilarity measure indicates a worse fit). 

Figure 3.10. Neural representation of the parametric action space in ‘motion’ and 

‘snapshot’ neurons. (A) and (C) Neural representations of the stimulus space obtained 

after applying ISOMAP (non-linear MDS) to the mean responses averaged using an analysis 

window ranging from 50 to 2050 ms: ‘motion’ (A) and ‘snapshot’ (C) neurons. (B) and (D) 

Scree plots of the residual variance as a function of the number of dimensions. Same 

conventions as in Figure 3.3. 



It should be remarked that the less faithful representation for the ‘snapshot’ neurons 

compared to the ‘motion’ neurons does not result from a smaller sample, in fact the opposite was 

true: the sampled ‘snapshot’ neurons (N = 64) outnumbered the ‘motion’ neurons (N = 51). 

The mean maximal firing rates, computed from 50 to 2050 ms post-stimulus onset, were 

similar for  ‘motion’  (29 spikes/sec; N = 51; SD = 18)) and ‘snapshot’ neurons (28 spikes/sec; N = 64; 

SD = 18; Mann Whitney U test; ns). ‘Motion’ neurons possessed significantly greater action selectivity 

as measured by the DOS index (see 3.3 Materials and methods) than ‘snapshot’ neurons (’motion’ 

neurons: mean DOS  = .29; N = 51; SD = .13; ‘snapshot’ neurons: mean DOS = .23; N = 64; SD = .12; 

Mann Whitney U test; P < 0.005). Also, ‘motion’ neurons were modulated significantly more strongly 
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by the different action stimuli (mean Omega Square Modulation index = .18; SD = .18) than ‘snapshot’ 

neurons (mean Omega Square Modulation index = .08; SD = .16; Mann Whitney U test; P < 0.00001) 

which might explain the more faithful neural representation of the action space in the case of the 

‘motion’ neurons.

3.4.7 Neural responses during the course of the action in ‘snapshot’ and 

‘motion’ neurons

Given that profound changes in firing pattern during the course of an action movie (Fig. 3.2A-C) were 

present in some cases, we performed a series of analyses that took into account temporal response 

changes. In a first analysis, we divided the entire action sequence into 8 successive 250 ms segments. 

The responses were averaged within each of these time segments. In order to take into account 

response latency, the first segment started 50 ms after stimulus onset and the last segment lasted 

until 50 ms post stimulus offset. ISOMAP analyses were carried out for all time segments for the full 

population and for the ‘snapshot’ and ‘motion’ neurons separately. An inspection of the ISOMAP 

solutions for the full population (N = 198), made it clear that the most faithful representations were 

for the 2nd (300-550 ms), 5th (1050-1300 ms) and 7th (1550 – 1800 ms) segments, all having Procrustes 

Distance measures of less than .20. 

Figure 3.11. Temporal evolution of the fit of the neural representation of the action 

space and the physical parametric stimulus configuration. The full line shows the evolution 

of  the Procrustes Distance measure during the course of the action, based on ISOMAP 

analyses in 8 consecutive 250 ms long segments. The larger the Procrustes Distance measure, 

the worse the fit. Striped horizontal line indicates the Procrustes Distance based on ISOMAP 

of the full 2000 ms long action duration. (A) ‘Motion’ neurons; (B) ‘Snapshot’ neurons.

Chapter 3: Coding of actions in macaque temporal cortex

122



For the ‘motion’ neurons the best fit occurred for the 2nd (300-550 ms) and 7th (1550 – 

1800 ms) segment of the action with Procrustes Distance measures smaller than .19 (Fig. 3.11A). 

Overall, the ‘snapshot’ neurons produced erratic configurations (all Procrustes Distance measures > .36) 

with equally good fits for 4 of the 8 segments (Fig. 3.11B).

These variations in Procrustes Distance measures that were observed during the course of 

the action correlated significantly with the mean Omega Square modulation indices computed for the 

responses in each of the 8 segments for both ‘motion’ (r = -0.76; P < .05; N = 8) and ‘snapshot’ 

neurons (r = -0.74; P < 0.05; N = 8). These significant, negative correlations indicate that the variations 

seen in both parameters during the course of the action are not mere noise, and that stronger 

modulation of the neural responses to the various actions coincides with a more faithful 

representation of action space.  

We also computed, for each of the 8 segments, the mean Euclidean distances (averaged 

across all 210 possible stimulus pairs) for the spatial (x,y)-position coordinates of the wrist-point. The 

position differences were computed for segments that started 50 ms earlier (i.e. 0-250 ms, 250-500 

ms, etc.) than those used to compute the neural responses. The differences in the spatial position of 

the wrist-point end-effector across the 8 segments correlated significantly with the Procrustes Distance 

measures for ‘snapshot’ (r = -.80; P < .05; N = 8) but not for ‘motion’ neurons (r = -.57; ns; N= 8). A 

similar result was obtained when we computed the mean Euclidean distances of the (x,y)-position of 

the full right arm, a combination of the wrist-, elbow- and shoulder-points (’snapshot’ neurons: r = 

-0.89; P < 0.005; N = 8; ‘motion’ neurons; r = -.59; ns; N = 8). This suggests that ‘snapshot’ neurons, but 

less so ‘motion’ neurons, are sensitive to the spatial differences among the stimulus configurations, 

fitting with the form-driven responses of the former type of neurons. 

3.4.8 Contribution of kinematics to the responses of ‘snapshot’ and ‘motion’ 

neurons

We correlated the instantaneous firing rate of each neuron to the instantaneous velocity of the wrist-

point end-effector using a multiple regression analysis (see 3.3 Materials and methods). This was done 

across the 21 actions for a set of time delays between the motion and instantaneous firing rate. For 

each neuron we choose that time delay for which the amount of variance in firing rate explained by 

velocity was the highest. The median neural response variances explained by velocity were .35 for the 

‘motion’ neurons and .17 for the ‘snapshot’ neurons, a highly significant difference (Mann Whitney U 

test; P < .0001).  Thus, the response of ‘motion’ neurons correlated more strongly with the velocity of 

the end-effector than the response of ‘snapshot’ neurons did, which agrees with the motion sensitivity 

of the ‘motion’ neurons.
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Correlations with velocity can be due to correlations with speed or direction or a 

combination of both parameters. To assess the correlation between direction and instantaneous firing 

rate we computed the linear-circular correlation coefficients between the direction of the wrist-point 

and the smoothed instantaneous firing rates of each neuron, binned to the stimulus presentation 

frame rate of 60 Hz (see 3.3 Materials and methods). Note that the linear-circular correlation 

coefficient can vary between 0 and 1. For each neuron we computed the correlation between 

direction and firing rate for a set of time delays and choose that time delay for which the correlation 

was maximal. The median linear-circular correlation was significantly larger for the ‘motion’ than for 

the ‘snapshot’ neurons (median linear-circular correlations = .18 versus .12 respectively; Mann 

Whitney U test; P < .01). Since the mean Best Direction indices were higher for the STPm neurons than 

for neurons of the other regions, we wondered whether the significantly larger correlation between 

firing rate and direction for the ‘motion’ compared to the ‘snapshot’ neurons was due to presence of 

STPm neurons in our sample of ‘motion neurons’. The median linear-circular correlation between 

direction and firing rate for the 36 ‘motion’ neurons that were recorded anterior to the STPm region 

was indeed lower and did not differ significantly from the correlations for the ‘snapshot’ neurons 

(median linear-circular correlations = .15 versus .12 respectively;  Mann-Whitney U test; ns). This 

suggests that for the anterior ‘motion’ neurons the contribution of motion direction to the neural 

responses is small. Note that this population of ‘motion’ neurons (N = 36) anterior to STPm still 

represented the parametric action space rather well (Supplementary Fig. 3.2; Procrustes Distance 

measure = .10). 

In addition we assessed the contribution of instantaneous speed to the firing rate of each 

neuron using regression analysis (see 3.3 Materials and methods). We related the smoothed 

instantaneous firing rates of each neuron, binned to the stimulus presentation frame rate of 60 Hz, 

with the speed of the wrist-point. These regression analyses were performed for a set of time delays 

between the motion and instantaneous firing rate. For each neuron, we choose that time delay for 

which the amount of response variance explained by speed was the highest. The median neural 

response variances explained by the speed were .29 for ‘motion’ neurons and .10 for ‘snapshot’ 

neurons, a highly significant difference (Mann Whitney U test; P < 0.0001). 

In the above analysis, the correlations between velocity and neural responses were 

computed across all 21 actions. When changes of the response profile within an action were 

considered, there were also differences between ‘motion’ and ‘snapshot’ neurons, as is illustrated in 

Figure 3.12 for the 7 different actions of Figure 3.1B. Figure 3.12 plots the speed profile of the wrist-

point end-effector and the average normalized responses of the ‘motion’ and ‘snapshot’ neurons for 

each of these 7 actions. The average normalized response of ‘motion’ neurons follows the speed 

profile of the wrist-point more closely than the average normalized response of ‘snapshot’ neurons. 
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Indeed, the median correlations between the instantaneous speed and firing rate, computed for each 

of the 7 actions, were larger for the ‘motion’ (range of median r2 = .35 to .76) than for the ‘snapshot’ 

neurons (range of median r2 = .02 to .21; Fig. 3.12). Thus, the peak responses of the ‘motion’ neurons 

are not uniformly distributed during the action but favor action segments in which there is motion, 

i.e. when the figure is engaged in an action. 

Figure 3 .12. Popu l a t ion 

responses and speed profiles 

compared. The mean normalized 

responses (± s .e .m) to 7 

different actions (same actions as 

in Figure 3.1B) for ‘snapshot’ 

neurons (N = 64, left panel) and 

‘motion’ neurons (N = 51, right 

panel). The x axes represents 

stimulus duration (in ms), while 

the y axes represent the average 

normalized neural response. The 

instantaneous speed of the 

wrist-point for each action 

sequence is indicated by gray 

curves and is scaled to the 

across action maximum of the 

average normalized responses 

for illustrative purposes. Median 

correlations (r2) between the 

instantaneous speed and firing 

rate are indicated for each action 

and group of neurons. 

 

The within- and across-action correlations of speed and response suggests that speed is an 

important factor in determining the responses of these ‘motion’ neurons. However, in addition to the 

above-reported, albeit weak, correlations between response and direction, analysis of the distribution 

of preferred actions in the parametric action space indicated that speed is not the only factor 

determining the neural responses. For the ‘motion’ neurons, 45.1% preferred one of the 3 

prototypical actions over the action blends, which is significantly more than the expected 14.3% 

(Binomial test; P < 0.0001; Fig. 3.13B). This bias for the extremities of the parametric action space was 
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also present in the full population of neurons (Fig. 3.13A) and in the subpopulation of ‘snapshot’ 

neurons (Fig. 3.13C; 39.4% and 37.5% respectively, Ps < .0001). The distribution of preferred actions is 

very different from that of the mean speed of the wrist-point (averaged over the whole stimulus 

duration; Fig. 3.13D) which varied systematically across the action space, having its maximum at the 

knocking action prototype and declining monotonically towards the throwing and lifting prototypical 

actions, and thus suggests that the action tuning does not result from mere speed tuning. 

Figure 3.13. Bias for the extremities of the parametric action space. The distributions of 

preferred actions for the population of (A) all responsive neurons (N = 198), (B) ‘snapshot’ 

neurons (N = 64) and (C) ‘motion’ neurons (N = 51) demonstrate the preference for 

extreme actions in the parametric action space. The incongruence between the 

distribution of the preferred actions for ‘motion’ neurons (C) and the distribution of the 

average speed of the wrist-point (D) indicates that ‘motion’ neurons respond to properties 

other than just speed.



Results obtained in the reversed temporal order test also support the conclusion that speed is 

not the only factor determining the response of ‘motion’ neurons. In the reversed temporal order test 

we tested whether neurons could distinguish between the same movies played forward or backward. 

The example cell shown in Figure 3.14A, recorded in the upper bank/fundus of the rostral STS, shows 

that this is indeed the case: the neuron responded more strongly to the reversed ineffective action 

than to the original ineffective action. In fact, the neuron followed the speed profile more closely for 

the reversed ineffective movie than when it was played forward. Similar effects of reversal were 

obtained in the population of 11 ‘motion’ neurons recorded with the reversed temporal order test (Fig. 
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3.14B). The nonsignificant correlation between response and speed for the ineffective action when it 

was displayed as a normal sequence became significant when it was played backwards (r = .15; P = 

0.1; N = 11 versus r = .81; P < .001, N = 11). The speed-response correlations of the effective actions 

were significant for the original and reversed movies (r = .69 and r = .83, Ps < .0001 for original and 

reversed temporal order, respectively). Although the purpose of the reversed temporal order test was 

not to study the effect of speed, the different response profiles in the forward and reversed 

ineffective conditions, which have the same instantaneous speeds, do indicate that speed is not the 

sole factor determining the action selectivity. 

Figure 3.14. Selectivity of ‘motion’ neurons 

to temporally reversed action sequences, i.e. 

actions played backwards. (A) Peri-stimulus 

time histograms with raster plots of 

responses in the reversed temporal order test 

for one example neuron (lu088) recorded in 

the  upper bank/ fundus STS. Gray lines 

indicate the speed profile of the wrist-point, 

scaled to the maximum of the response 

(rows: top = most effective action, bottom = 

least effective action; columns: left = original 

order, right = reversed temporal order). (B) 

Smoothed averaged normalized responses of 

the population of ‘motion’ neurons (N = 11) 

tested in the reversed temporal order test and 

the averaged speed profiles of the motion 

sequences involved. Same conventions as in 

(A).

 



3.4.9 Effect of spatial location of the actions on the responses of ‘motion’ 

neurons

One possible explanation of the within-action modulation for ‘motion’ neurons is the presence of a 

heterogeneity within the neuron’s receptive field (RF) through which the arm moves. If this explanation 

holds, then the timing of the peak of the response within the action should vary as the spatial position 

of the action changes since, for different positions, the trajectory of the arm will differ relative to the 
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supposed RF heterogeneity. Figure 3.15A shows the response of one ‘motion’ neuron in the position 

test (step size 1.5 degrees in the horizontal and vertical dimensions) for the most effective action. Two 

effects are noteworthy. Firstly, the response amplitude of the neuron varied with the spatial position 

of the action stimulus and, secondly, the timings of the peak responses were invariant with regard to 

spatial position. 

Figure 3.15. Neural responses at different 

spatial positions compared. (A) Peri-stimulus 

time histograms with raster plots of one 

‘motion’ neuron (lu082) recorded in the 

position test. In this position test, in addition to a 

foveal presentation, there were 8 positions 

located on a small grid of 1.5 degrees spacing 

and 8 positions located on a larger grid of 3 

degrees spacing. Time course (in ms) and 

response strength (firing rate in spikes/sec) 

are indicated on the foveal action sequence. 

Solid vertical lines mark stimulus onset and 

offset. (B) The within-action response 

modulation for ‘motion’ neurons cannot be 

explained by receptive field inhomogeneities. 

The smoothed normalized responses of 13 

‘motion’ neurons at different spatial positions 

were aligned to the time of the peak response 

at the foveal position (the same grid spacing 

holds as in A). The solid vertical line marks 

the time of the foveal peak response, which 

was set at 0 ms. The peaks at the parafoveal 

positions generally occur at times similar to 

the foveal peak.

We examined position invariance in the timing of the peak response across the population 

of neurons by aligning, for each neuron, the responses at eccentric positions using the time of the 

peak firing rate determined at the foveal position. The results for the 13 ‘motion’ neurons for which 

we had a position test are shown in Figure 3.15B. Eccentricities tested were 1.5, 2.1, 3 and 4.2 degrees. 

The population responses showed variation in the height of the peak response with the spatial 

position of the stimulus, but overall an invariance of the timing of the peak response with respect to 

spatial position. Note that the arm movement has a maximum amplitude in the x and y direction of 
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about 1.5 and 2.5 degrees, respectively. If the within-action modulations of responses had resulted 

from a RF heterogeneity or ‘hot spots’ within the RF, then, given the range of the arm trajectories, the 

peaks should have shifted considerably or even disappeared at the eccentricities tested in Figure 

3.15B. Thus, we conclude that the within-action modulation for ‘motion’ neurons does not merely 

result from RF heterogeneities.  

3.4.10 Relating static snapshot selectivity and within-action modulation for 

‘snapshot’ neurons

If the initial transient related to stimulus onset is ignored, the average responses of ‘snapshot’ neurons 

shown in Figure 3.12 display little overall modulation during the course of the action sequences. 

However, it should be noted that these are responses averaged across neurons. A neuron-by-neuron 

visual inspection showed that many ‘snapshot’ neurons do in fact show strong response modulation 

during the action sequence (e.g. Fig. 3.2C). The analyses reported above, suggested that for such 

‘snapshot’ neurons, these within-action modulations correlate poorly with the speed of the wrist-

point, a motion parameter. Focusing on a form parameter, we examined whether the within-action 

response modulations observed in some ‘snapshot’ neurons is related to the selectivity for different 

static snapshots. As expected, there was indeed a significant positive correlation, across ‘snapshot’ 

neurons, between the Within-action Modulation indices and the Snapshot Selectivity indices (r = .56; P < .

001; N = 62; see 3.3 Materials and methods).

3.5 Discussion

The present study examined the coding of visual actions of stick-plus-point-light figures by rostral 

temporal cortical neurons. A novel feature of the present study was that we employed a stimulus set 

in which the actions varied parametrically, enabling us to examine whether temporal cortical neurons 

can represent similarities between actions. Our results show that this is indeed the case, at least with 

respect to the ordinal relationships between the action stimuli. This suggests that the output of these 

neurons are useful for action categorization. 

Natural actions differ not only in their kinematics but also in form parameters (posture). We 

examined to what degree rostral temporal cortical neurons respond to the form versus the motion 

information and found neurons that responded to the action movies but less so to static 

presentations of snapshots taken from the same movies (’motion neurons’) and other neurons that 

responded equally well to the action movies and to the static snapshot presentations (’snapshot 

neurons’). As with many other neural properties (e.g. the distinction between simple and complex RFs 

in early visual cortex), there was a continuum between the relative degree to which neurons 
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responded to snapshots versus actions. The ‘motion’ neurons were found mainly, but not exclusively, 

in the fundus and upper bank of the STS while the ‘snapshot’ neurons were found mainly, but not 

exclusively, in the lower bank of the STS and the lateral convexity of IT, suggesting an anatomical 

dissociation of this response property. This anatomical dissociation fits previous observations of 

motion responses in STP (Bruce et al., 1981; Baylis et al., 1987), but unlike these earlier studies we 

could show the dissociation using the same stimulus sets in the different areas. 

3.5.1 ‘Motion’ neurons

Our analyses suggest that the responses of the ‘motion’ neurons depend on the speed of the end-

effector. On average, higher speeds produced stronger responses. The correlation between speed and 

response for the ‘motion’ neurons might not be surprising given that action segments with high 

speeds are those that contain the majority of the action and thus are the most informative for coding 

purposes. Indeed, our results show that at least for these simple action stimuli, STS neurons do not 

code for the action as a whole but for temporal segments of that action. Overall, these temporal 

segments coincided with those that contain most of the arm movement. However, it should be 

stressed that speed is certainly not the only determinant of the response of the ‘motion’ neurons, 

since (1) the neurons represented the action space in a 2D and not a 1D configuration (speed is a 

one dimensional parameter), and (2) the distribution of the preferred actions did not fit the 

distribution of the speeds in the parametric action space. 

What factors besides speed contribute to the responses of the ‘motion’ neurons? Our 

correlation analysis showed that direction of wrist-point motion and firing rate were weakly 

correlated across actions in the ‘motion neurons’. In addition, most rostral STS neurons were only 

weakly selective for opposing motion directions along the dominant axes of the wrist-point 

movement when tested with a simple translating movement of the snapshots. Both findings suggest 

that the contribution of motion direction to the observed action selectivity is not that great in most 

neurons. The results of the position test showed that the neurons still responded to the same 

segments of the action at different spatial positions, suggesting that mere spatial RF heterogeneities 

are not causing the response modulations within and across actions.  A third candidate factor is the 

relative motion of the arm segments. The results from the reduced action configuration tests showed 

that the selectivity for the actions decreased when the stimulus was reduced to a single dot (wrist-

point), suggesting that the relative motion of the arm points or arm segments indeed contributes to 

action coding. A fourth potential factor is the temporal context of the stimulus. Recently, Schlack and 

colleagues (Schlack et al., 2007) showed that the responses of MT neurons to accelerating and 

decelerating stimuli were affected by speed history, resulting from differences in the speed-history-

dependent adaptation state between these conditions. If such a dependency upon temporal context is 
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already present at that early stage of visual motion processing, it should not be surprising that similar 

temporal contextual effects occur at later stages such as the rostral STS (Baker et al., 2001; Jellema 

and Perrett, 2003a). Note that taking motion history into account can contribute to the visual 

description of the movement in an action, since the movement within the context of different actions 

can have the same velocity at a particular instant but with a different velocity history. 

We propose that the ‘motion’ neurons code for the effector kinematics, allowing a 

computation of the action by downstream neurons. This proposal is based on the following 

observations: (1) ‘motion’ neurons respond to segments of the action, (2) they display a tolerance to 

a reduction of the actor to the effector (arm) only, and (3) their responses partially correlate with 

motion parameters such as speed. Note that it is unclear how these neurons will respond to more 

complex actions that are not limited to a single limb: how will these neurons respond when several 

limbs move simultaneously inside their RF (as when viewing a walking person, for instance)?    

3.5.2 ‘Snapshot’ neurons

Recent computational models as well as psychophysical studies have stressed the importance of form 

information for recognizing actions (Giese and Poggio, 2003; Beintema et al., 2006; Lange et al., 2006; 

Lange and Lappe, 2006) and have postulated the existence of units that respond to snapshot of 

actions, i.e. ‘snapshot’ neurons. Indeed, the ‘snapshot’ neurons we found, responded to the form of the 

actor or parts of the actor during the action and thus such neurons, as a population, can contribute 

to the action coding by signaling the posture of the actor. Note that most ‘snapshot’ neurons were 

rather broadly tuned to the different snapshots within a movie, limiting their ability to code for 

similar actions. Although the possibility cannot be excluded that their selectivity is greater when using 

full-body displays instead of stick-plus-point-light figures, it does put a limitation on the 

implementation of pure snapshot-based models of action recognition, such as the template-matching 

model of Lange and Lappe (Lange and Lappe, 2006). 



3.5.3 Representation of the parametric action space

We found that the population of ‘motion’ neurons represented the similarities among the action 

movies more faithfully than the ‘snapshot’ neurons, although the latter outnumbered the former in 

our neural sample. Thus it is tempting to conclude that the ‘motion’ neurons can contribute more to 

action coding then the ‘snapshot’ neurons. Given our observation that many neurons respond mainly 

to subsegments of the action, one would expect that if one takes into account the temporal evolution 

of the neural response, the coding of the actions will be substantially enhanced. This was indeed the 

case: when we performed the ISOMAP analysis of a distance matrix based on the concatenation of the 
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responses of the neurons in successive 250 ms analysis windows, the configuration obtained was 

improved (Fig. 3.16, ‘snapshot’ neurons: Procrustes Distance Measure = .16; ‘motion’ neurons: Procrustes 

Distance Measure = .05). The configuration obtained using the temporal information from the ‘motion’ 

neurons was excellent, especially when considering the relatively low number of neurons (N = 51) 

involved. 

Figure 3.16. Neural representation of the parametric action space in ‘motion’ and 

‘snapshot’ neurons computed using 250 ms long segments of the actions. (A) and (C) 

Neural representations of  the stimulus space obtained after applying ISOMAP (non-linear 

MDS) to the mean responses averaged in 8 successive 250 ms long analysis windows: 

‘motion’ (A) and ‘snapshot’ (C) neurons. (B) and (D) Scree plots of the residual variance as 

a function of the number of dimensions. Same conventions as in Figure 3.3.



Note that these neurons do not code for action semantics such as lifting vs knocking. 

However, as the ISOMAP analysis shows, the information that these ‘motion’ neurons provide, when 

properly integrated, allows an excellent reconstruction of the similarities between different actions, 

which can form the basis of the categorization of novel actions (according to their similarities with 

learned actions).
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3.5.4 Tuning for the extremities of the parametric action space

Interestingly, the average activity of the neurons was larger for the prototypical actions than for the 

blended actions (Fig. 3.13). It is tempting to relate this finding to the tuning of static shapes for the 

extremities of simple shape dimensions (e.g. curvature) as has been observed in IT (Kayaert et al., 

2005; De Baene et al., 2007). However, in the present case no such simple dimensions are apparent 

and this suggests that the tuning for the extremities of a parametric space is induced by stimulus 

exposure. One possible mechanism that might underlie such tuning for extremities is repetition 

suppression: the blends are more similar to the other stimuli than are the prototypical actions, which 

lie on the extremities of the space. One might thus expect stronger similarity-based repetition 

suppression for the former compared to the latter stimuli. Another possible explanation for the 

stronger responses to the prototypical actions is that the neurons respond more strongly to natural 

than to unnatural, i.e. the blended, action patterns. However, since the blends themselves appear 

rather natural, at least to human observers, we find this explanation implausible.

3.5.5 Contribution of visual temporal cortical neurons to visual analysis of 

actions

Our results support a visual action coding scheme in which the movement of an end-effector is 

represented by neurons that require motion. At the population level, the information contained in the 

responses of these ‘motion’ neurons are sufficient to compute the similarities among actions but 

these neurons do not represent actions as a whole, since they respond only to subsegments of an 

action sequence. Thus, further integration of these responses is needed to obtain full action 

categorization. These ‘motion’ neurons are located predominantly in the dorsal bank and fundus of 

the STS, while neurons in the more ventral and lateral parts of the visual temporal cortex respond to 

static snapshots as well as to actions. These ‘snapshot’ neurons can contribute to action coding by 

signaling the presence of particular postures within the movement. Our data suggest that the 

‘snapshot’ neurons represent the similarities among the action movements to a lesser degree than 

‘motion’ neurons. Further research using more complex, multi-limb actions and involving a 

comparison of the sensitivities of the neural and behavioral responses is underway in order to better 

understand the contribution of these different neurons to action coding.      
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Supplementary Figure 3.1. Mean horizontal and vertical eye position for each of the 

two animals during presentation of the three ‘prototypical’ actions. The traces were aligned 

10 ms before trial onset. We computed also the standard deviations of the eye position 

during stimulus presentation for each trial. These standard deviations were averaged across 

trials for each neuron and stimulus. The mean standard deviations of the eye position did 

not differ significantly among the three ‘prototypes’ (Friedman ANOVA; P > .20 for x and y 

dimension; N = 198). 

Supplementary Figure 3.2. Neural representation of the parametric action space for 

“motion”  neurons (N = 36) recorded anterior to STPm. (A) Neural representations of 

the stimulus space obtained after applying ISOMAP to the mean firing rate (2000 ms long 

analysis window). (B) Plot of the residual variance as a function of the number of 

dimensions. Same conventions as in Figure 3 of the main text.

!

!
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Chapter 4: Locomotion discrimination by macaque monkeys.
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Discrimination of locomotion direction in impoverished displays of walkers by 

macaque monkeys.
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4.1 Abstract

A vast literature exists on human biological motion perception in impoverished displays, e.g. point-

light walkers. Less is known about the perception of impoverished biological motion displays in 

macaques. We trained 3 macaques in the discrimination of facing-direction (left versus right) and 

forward versus backward walking using motion-capture-based locomotion displays (treadmill walking) 

in which the body features were represented by cylinder-like primitives. The displays did not contain 

translatory motion. Discriminating forward versus backward locomotion requires motion information 

while the facing-direction/view task can be solved using motion and/or form. All monkeys required 

lengthy training to learn the forward-backward task, while the view task was learned more quickly. 

Once acquired, the discriminations were specific to walking and stimulus format but generalized 

across actors. Although the view task could be solved using form cues, there was a small impact of 

motion. Performance in the forward-backward task was highly susceptible to degradations of spatio-

temporal stimulus coherence and motion information. These results indicate that rhesus monkeys 

require extensive training in order to use the intrinsic motion cues related to forward versus 

backward locomotion and imply that extrapolation of observations concerning human perception of 

impoverished biological motion displays onto monkey perception needs to be made cautiously.
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4.2 Introduction

Although recognizing actions of con- and heterospecifics is of utmost importance for an animal, we 

are still far from understanding how the brain accomplishes this feat. Current models of action 

recognition posit that the required computations are either based on an analysis of motion signals 

(e.g. Casile & Giese, 2005; Chang & Troje, 2009; Jhuang, Serre, Wolf, & Poggio, 2007; Thurman & 

Grossman, 2008; Troje & Westhoff, 2006), analysis of form signals (Beintema, Georg, & Lappe, 2006; 

Beintema & Lappe, 2002; Lange & Lappe, 2006), or both (Giese & Poggio, 2003; Schindler & Van Gool, 

2008). Furthermore, the relative contributions of motion and form cues can be influenced by the task 

(Thirkettle, Benton, & Scott-Samuel, 2009). 

Ultimately, an understanding of the neural basis of action recognition will require knowledge 

of how single neurons encode such stimuli. Previous research in awake, behaving monkeys has 

suggested that neurons in the macaque superior temporal sulcus respond selectively to action 

displays (Oram & Perrett, 1994a, 1994b, 1996; Vangeneugden, Pollick, & Vogels, 2009). However, despite 

the large volume of literature on biological motion recognition in humans (for reviews see e.g. Blake 

& Shiffrar, 2007; Giese & Poggio, 2003; Grossman, 2005), little is known about how non-human 

primates actually perceive biological motion. Previous electrophysiological work implicitly assumed 

that monkeys perceive actions in a manner similar to humans. Indeed, ethological observations by 

Wood, Glynn, and Hauser (2007) support this assumption. However, attempts to demonstrate the 

perception of biological motion point-light displays in non-human primates have thus far been quite 

unsuccessful (Parron, Deruelle, & Fagot, 2007; Tomonaga, 2001), which may suggest that non-human 

primates’ perception of some action displays might differ from that of humans. 

In the present study we trained rhesus monkeys to categorize the direction of locomotion of 

a ‘humanoid’ walker. The walkers were visualized using cylinder-like geometrical primitives connecting 

the joints (Figure 4.1), and thus were richer in information than the point-light displays used in many 

human studies of biological motion but were reduced compared to real human walker displays. The 

movies were based on motion-capture data taken from real humans walking on a treadmill. Using 

stationary walkers instead of walkers who transverse a space eliminates translatory motion of the 

body through space, which is a strong but trivial cue for discriminating walking direction. Thus no 

extrinsic motion was present in the displays, only intrinsic (Chang & Troje, 2009). We trained the 

animals in two categorizations: (1) walking to the left by a leftward facing walker versus walking to the 

right by a rightward facing walker (view task) and (2) walking backward versus walking forward by a 

rightward facing walker (forward-backward task). The backward movies were reversed versions of the 

forward movies. Both tasks using these displays are accomplished effortlessly and with 100% accuracy 

by human observers. 
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The two tasks differ in the sort of information that distinguishes the categories. The view task 

can be solved using both motion and/or form cues, since both the motion trajectories and the 

postures of a leftward- and rightward-facing forward walker differ. However, the forward-backward 

task can be solved using motion information only since the postures are identical, i.e. that of the 

rightward-facing walker. Mere form cues, without any temporal sequence analysis, cannot be used to 

distinguish forward from backward walking in these displays because they differed only in the 

temporal order of the snapshots. 

In a first phase we trained three monkeys in the two categorization tasks using displays of 

one actor walking at an intermediate speed of 4.2 km/h. To our surprise, we found that the 3 monkeys 

needed an extremely long training period to categorize displays of forward versus backward walking, 

displays that were immediately and effortlessly distinguished by human observers. After the training, 

we ran a series of generalization tests to determine the specificity of the categorization with regard 

to the trained displays. Thus we tested for generalization to novel displays of the same actor walking 

and running at other than the trained speed, to different actors walking at the trained speed, to 

different stimulus formats including point-light displays, and to informative and non-informative parts 

of the walker. In addition, we parametrically increased the difficulty of the two tasks by manipulating 

the degree of spatio-temporal coherence in the locomotion displays. Finally, we examined the 

contribution of motion cues to the two types of tasks by degrading motion information.  

 

4.3 General methods

4.3.1 Subjects and apparatus

Three rhesus monkeys (Macaca mulatta) served as subjects in this study: two females (M1: 6 kg; M2: 

6.6 kg) and one male (M3: 7 kg). M3 participated in a previous single-cell recording study using 

displays of stick figures performing various actions (Vangeneugden et al., 2009). The actions in that 

study consisted of transitive arm actions (such as throwing, knocking and lifting); the animal was not 

trained to discriminate these actions but merely performed a simple fixation task during stimulus 

presentation. Thus, the present study was the first in which this animal was trained to actively 

discriminate stimuli, as was also the case for the other 2 naive animals.  All monkeys had been trained 

in the fixation of a small target for juice rewards previous to the present study. 

Prior to the experiments, a plastic head-fixation post was attached to the skull under aseptic 

conditions and isoflurane anesthesia. During the training and testing period, the animals were on a 

controlled fluid-deprivation schedule while dry food was available ad libitum in the home cage.

The position of one eye was monitored online via pupil position using an infrared eye 

tracking system (SR Research Eyelink; sampling rate of 1000 Hz). The stimuli were shown on a display, 
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with a frame rate of 60 Hz, positioned at a distance of 57 cm from the animals’ eyes. Stimulus 

presentation, timing and juice delivery were controlled by a custom DSP-based computer system. This 

system also sampled the analog eye position signals from the tracker, checked eye fixation, saved and 

displayed online behavioral data. Tasks were controlled using custom-written software. During training 

and testing, the animals were seated in a primate chair with the head fixed.

 All animal care, experimental and surgical protocols complied with national and European 

guidelines and were approved by the K.U. Leuven Ethical Committee for animal experiments.

4.3.2 Stimuli

The stimuli were generated using motion-capture data from 6 male human adults (age ranging 

between 20 and 40 years) of average physical constitution who were walking or running at various 

speeds on a treadmill. Walking speeds were 2.5, 4.2 and 6 km/h while running speeds were 8, 10, and 

12 km/h. Unless otherwise stated, all movie renderings were performed at the average walking speed 

of 4.2 km/h for one actor; for clarity we have designated these the ‘standard locomotion’ conditions. 

The data were recorded at the Motion Capture Laboratory of ETHZ (Zürich) using an optical 

MoCap system (VICON) with 6 cameras operating at 120Hz and a spatial resolution of 1 cm. In order 

to reconstruct the 3D body motions, subjects wore a skintight suit with 41 infrared-reflective 

markers placed on the major anatomical landmarks. The trajectories of the individual markers were 

then tracked and integrated into a 3D body representation. Based on these motion-capture 

coordinates, different displays were constructed using commercially available animation software 

(Maya, Autodesk, USA) or Matlab (The Mathworks, USA) for each speed and actor. In the standard 

locomotion conditions, the displays consisted of humanoid figures where body limbs were 

represented by cylindrical geometrical primitives (Figure 4.1). Unless stated otherwise, the cylinders 

were shaded. The stimuli were presented at the center of the monitor against a light gray 

background. The height and width of the stimuli measured approximately 6 and 2.8 degrees of visual 

angle (maximum lateral extension of the ankles for the standard locomotion), respectively. 

In all displays, the actors were viewed from the side (sagittal view) with locomotion from left 

to right or vice versa. From the 10 s long motion-captured movies, segments of 1000 ms or, in later 

sessions, 1086 ms were extracted, approximating one full walking cycle for the standard walking 

speed of 4.2 km/h. The starting positions of the locomotion cycle were varied across the different 

movies by sampling up to 109 different segments from the full 10 s movie.
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Figure 4.1. Snapshots of stimuli and motion trajectories. Single snapshot of a ‘humanoid’ 

stimulus facing to the right (Rforw and Rback conditions) and to the left (Lforw 

conditions) are shown in (A) and (C), respectively. The motion trajectories of the 15 major 

anatomical landmarks are shown for a single locomotion cycle in (B) and (D). Each marker 

indicates the position of the joint in a single frame. Filled and stippled arrows indicate the 

direction of motion of the ankle joints for forward and backward locomotion respectively.

4.3.3 Tasks

The three monkeys had to perform 2 two-alternative categorization tasks: a view task and a forward-

backward task. In the view task, the animals were required to categorize the facing-direction of 

human locomotion, i.e. walking to the right (Rforw) versus to the left (Lforw). In the forward-

backward task they were required to determine whether a rightward facing actor was walking 

forward (Rforw) or backward (Rback). The Lforw displays were constructed by concatenating 

mirrored frames of the Rforw displays, while the Rback movies were created by reversing the frame 

sequence of the Rforw movies.    

Each trial followed the same procedure. A trial started with the onset of a small red fixation 

target (size: 0.12° x 0.12°) that was presented at the center of the monitor which the animal was 

required to fixate. After a fixation period of 500 ms, the locomotion was shown with the fixation 

target superimposed. The monkey was required to keep its gaze within a small fixation window 

(window size across monkeys: 1.3° – 1.7°) during the entire fixation and stimulus period. Failure to do 

so was penalized by removing the fixation target and stimulus. After presentation of the stimulus, the 

fixation target was replaced by 2 target squares (size: 0.4° x 0.4°). Stimulus categories were 

associated with different target square positions: for the Rforw and  Rback categories the targets 

were located along the horizontal meridian 8.4° to the right and the left of the center of the screen, 

respectively, while the target for the Lforw category was 8.4° up along the vertical meridian. An 

immediate saccade to the correct target was rewarded with a drop of apple juice. Eye positions 
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outside the predefined window during the fixation or stimulus period as well as saccades outside the 

target windows were considered as aborts and were not incorporated in the data analyses. Thus, only 

trials in which the saccade landed in one of the target windows were analyzed. The target windows 

were on purpose rather large (approximate size: 5° x 5°) and the monkeys could easily saccade 

toward the target points. 

4.4 Results

4.4.1 Locomotion categorization training

Left- and rightward facing walkers differ in the motion trajectories of their limbs and joints (Figures 

4.1A, rightward and 4.1C, leftward) as well as with regard to spatial and form cues such as the 

curvature of the back and orientation of the knee angles. Thus successful performance in the view 

task, i.e. discriminating the facing direction of locomotion, can rely on motion and form cues though 

form information alone should be sufficient to solve the task (Beintema et al., 2006; Beintema & 

Lappe, 2002). However, the Rforw and Rback stimuli in the forward-backward task consist of the 

same snapshots (i.e. frames) and differ only in the direction of the motion along the trajectories or 

the temporal sequences of the snapshots. The difference between the Rforw and Rback motions of 

the joints is indicated for the ankle joint by the solid and stippled arrows in Figure 4.1B. The spatial 

patterns of the trajectories are identical for forward and backward walking, only the direction of 

motion differs. For the other joints, the difference in the motion patterns are smaller and nearly 

absent above the knees. Thus, the successful discrimination of forward versus backward locomotion 

cannot be based on spatial cues only, but requires at least some motion analysis, i.e. an analysis of the 

local motion trajectories per se, or a temporal integration of body poses (Lange & Lappe, 2006). Thus 

far, there have been no indications as to how macaque monkeys might perform on these two types of 

locomotion tasks, particularly so because no extrinsic translatory motion cues are present. Therefore 

we trained three macaque monkeys in both the view and the forward-backward task.

4.4.1.1 Stimuli

We used the standard, shaded humanoid figures (Figures 4.1A and 4.1C) based on motion-capture 

data from one actor walking at 4.2 km/h. 

4.4.1.2 Tasks

All three monkeys participated in the 2 two-alternative categorization tasks. The order of training of 

the categorization tasks was counterbalanced across animals. M1 was first trained in the view task 
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and then in the forward-backward task, while the opposite order was followed with the two other 

animals. 

4.4.1.3 Training procedure

Training in each task started with trials in which only the correct target square was presented after 

stimulus presentation. Consequently, saccades into the target windows of these locations were 

rewarded. In this manner the monkey learned to associate the correct target with a particular 

locomotion category. Then, trials with two target squares (double target trials) were intermixed with 

trials with only one target while the proportion of the latter sort of trials was gradually reduced. In 

monkeys M2 and M3, we also employed a response-bias correction procedure in some training 

sessions since both subjects had strong tendencies to respond to just one particular target 

irrespective of the locomotion category. In this bias-correction procedure, a trial in which an error 

occurred was followed by a trial in which the same stimulus category was shown as that in the error 

trial. This procedure was maintained until a correct response was made. Blocks with bias correction 

were interleaved with shorter blocks (approximately 150 trials) of regular trials without bias 

correction. Daily training sessions contained approximately 1100 trials, with some intersubject 

variability.

4.4.1.4 Data analysis

The performances of the 3 monkeys were analyzed separately. Training curves were computed using 

the proportion of correct responses in the trials in which the two targets were presented 

simultaneously, averaged across the two alternatives, for each daily session. 

4.4.1.5 Results and discussion

Figure 4.2 shows the training curves for the 3 monkeys. It is obvious that each of them required many 

more training sessions to learn the forward-backward compared to the view task. Only a couple of 

sessions, at most, were necessary to become proficient in the view task while an extremely large 

number of training sessions were required to learn the forward-backward discriminations. Moreover, 

to train the latter task, we needed either a large number of single-target training blocks, as in 

monkeys M1 and M3 (indicated by red symbols in Figure 4.2) or a bias-correction procedure as in 

monkeys M2 and M3 (indicated in green in Figure 4.2). 

Note that the percentages of correct responses shown in Figure 4.2 are computed only for 

trials in which two target points were shown simultaneously and for blocks without bias correction. 

The number of trials required to reach 75% correct (in a session) for the view task was 5417 (4 

sessions), 1323 (1 session), and 2272 (2 sessions) for M1, M2 and M3, respectively. Many more trials 
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were required to attain 75% correct for the forward-backward task: 18023 (19 sessions), 37238 (39 

sessions), and 43576 (29 sessions) for M1, M2 and M3, respectively. Note that the profound 

difference between the two tasks in each animal cannot be explained by the order of training, since 

the latter differed among animals. 

The view task can be solved using spatial or motion cues, while successful performance in the 

forward-backward task requires the use of motion information. The present data show that for 

locomotion displays that contain no extrinsic motion cues – because of the lack of overall translatory 

motion – the motion information that distinguishes forward from backward has a low perceptual 

saliency. This is in striking contrast to humans who easily and effortlessly discriminate the forward- 

and backward-walking displays used here.  

Figure 4.2. Learning curves for the view and 

forward-backward categorization tasks. 

Proportion of correct responses is plotted as 

a function of training session for the view 

(triangles) and forward-backward (circles) 

tasks for each monkey separately (A) M1, (B) 

M2 and (C) M3. On average, each session 

contained approximately 1100 trials. Chance 

level (50%) is indicated by the dotted line. 

Symbols in red and green on the bottom solid 

horizontal line represent sessions in which 

only single-target or only bias-correction 

trials were shown, respectively, and thus for 

which no performance measures were 

available. Performance on regular double-

target trials, in blocks interleaved with bias 

correction blocks, is indicated by green 

symbols, performance on regular double-

target trials interleaved with single-target 

trials is indicated by red symbols and 

performance in sessions consisting of only 

double-target trials is indicated by black 

symbols. Blue arrows mark the start of the 

generalization testing procedure for each task 

separately.
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4.4.2 Stimulus specificity of the acquired locomotion categorizations

After achieving proficiency in the two-alternative categorization tasks, the monkeys were tested for 

their ability to generalize to other locomotion displays. Thus we could determine how specific the 

acquired categorization was for various aspects of the stimulus displays and locomotion mode. We 

tested generalization of walking and running speeds, different actors, stimulus impoverishment such as 

point-light displays and the presentation of only parts of the body.

4.4.2.1 Stimuli

The following stimuli were employed in the generalization tests:

(1) Walking/running speed variations: humanoid displays of the same actor locomoting at different 

speeds (2.5, 6, 8, 10 and 12 km/h; standard speed = 4.2 km/h). These were based on actual motion-

capture data of the same actor (Figure 4.3A: lower panel). 

(2) Actor variations: humanoid displays of 5 different actors motion-captured while walking at 4.2 km/h 

(Figure 4.3B: lower panel).  

(3) Manipulations of the stimulus format: (a) Point-light displays: 15 black dots, each measuring 0.43° in 

diameter, replaced major anatomical landmarks, i.e. joints and head (Figure 4.4C: left panel). The 

same actor and walking speed as those of the standard locomotion condition were used. (b) Stick-

plus-point-light displays: the above-mentioned 15 points were connected with thick lines (Figure 

4.4C: middle panel). Again, the same actor and walking speed as those of the standard locomotion 

condition were used. (c)  ‘Puppet’ displays: the 4.2 km/h walker was rendered as a clothed human 

male. This stimulus was achromatic (Figure 4.4C: right panel). 

(4) Body part displays: upper and lower body parts of the shaded humanoids, i.e. above and below the 

hip respectively, were presented in isolation (Figure 4.5C). 

4.4.2.2 Generalization test

In these generalization tests, the trained humanoid locomotion, i.e. actor 1 walking at 4.2 km/h, was 

shown in about 90% of the trials, while the remaining 10% were so-called generalization trials in which 

the novel generalization stimuli were presented. For each generalization stimulus category tested 

(e.g. a different speed) we presented different movies (usually n = 5 for each stimulus category) by 

varying the starting position within the full walking/running cycle. Since we wished to measure the 

spontaneous categorization behavior of the animal in the generalization trials and thus not train him 

or her merely to respond to the correct target, saccades toward either of the two target locations 

were rewarded in these generalization trials (see Vogels, 1999). In the interleaved, and more frequent, 

regular trials (presenting the trained standard humanoid locomotion), only correct responses were 
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rewarded. Most generalization tests contained between 1000 and 1500 trials, thus presenting 

approximately 900 – 1350 regular versus approximately 100 – 150 generalization trials.

4.4.2.3 Data analysis

The proportion of generalization trials in which the monkey responded to the correct learned-

category targets, averaged across the two alternatives, was taken as measure of generalization. To test 

whether the generalization was significantly different from random choice (50% correct), we used a 

binomial test (Vogels, 1999).

4.4.2.4 Results and discussion

(1) Speed variations. Figure 4.3A shows the generalization performance for the 3 monkeys for 

variations in speed. The data of M2 were obtained after prolonged training involving the three-

alternative task (> 50000 trials; see below: 4.4.3 Degrading spatio-temporal coherence of the walker). This 

explains her relatively good performance for the trained speed, especially in the forward-backward 

task (approximately 90% correct), compared to her performance in the final stages of the initial 

categorization training (approximately 80% correct in the forward-backward task). It also shows that 

after extensive training, this animal reached a performance level in the forward-backward task similar 

to that of M1. The speed generalization tests of M1 and M3 were performed after the initial training 

phase, thus starting in the session indicated by the blue arrows in Figure 4.2. The data from the speed-

generalization tests showed that the forward-backward categorization was specific to walking: in each 

monkey, generalization was significant (binomial test; p < 0.05: green markers in Figure 4.3A) for the 

walking, but not the running patterns. In fact, in each monkey there was an abrupt drop of the 

performance when the locomotion changed from walking to running. The lack of significant transfer 

from the trained walking to running suggests that the animals learned a particular motion trajectory 

‘template’ in the forward-backward task. Indeed, examination of the ankle trajectories (Figure 4.3C) 

reveals a relatively high similarity between those trajectories for the three walking speeds (2.5, 4.2 

and 6 km/h), which are in turn rather distinct from those of the three running patterns (8, 10 and 12 

km/h). In contrast to the forward-backward task, categorization in the view task generalized relatively 

well across the different walking and running speeds. This suggests that the discrimination in the view 

task is based on spatial or motion cues that are common to the different speeds. The broader 

generalization observed in the view task compared to the forward-backward task shows that such 

motion cues are less specific in the former. Alternatively, the monkeys might have used spatial features 

that are common to the walking and running humanoids that face in a particular direction.
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Figure 4.3. Generalization for speed and actor. Proportion of correct responses plotted 

as a function of speed (in km/h; A) and for 6 different actors (B) for each of the 3 animals 

(M1, M2 and M3). The trained speed (4.2 km/h) and actor (#1) are indicated by black 

boxes on the corresponding stimulus panels showing snapshots from the locomotion 

movies. Performances are plotted separately for the forward-backward (upper panel) and 

view task (lower panel). Green markers indicate performances significantly different from 

chance level (50%, indicated by a horizontal line; binomial test: p < .05) while red markers 

indicate performances that did not differ significantly from chance. The black markers 

represent the performance on the trained standard locomotions. Performance for the 

generalization trials are calculated for an average of 20 to 30 trials for each condition 

separately, while the data for the trained standard locomotions presented in the same test 

are based on approximately 1000 to 1500 trials. The motion trajectories of the ankle joint 

are plotted for the different speeds and actors in (C) and (D), respectively. The different 

walking and running trajectories are indicated by arrows (C) while trajectories for the 

different actors, due to their high degree of similarity, are left unassigned. Filled circles 

represent the trained locomotion. 
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 (2) Actor variations. Overall, generalization to different actors was evident across tasks and 

monkeys, except with actor 2 for monkeys M1 and M3 in the view task and monkey M3 in the 

forward-backward task (Figure 4.3B: again, the forward-backward generalization data for M2 were 

obtained after prolonged training with the three-alternative task; see below: 4.4.3 Degrading spatio-

temporal coherence of the walker). Performance in the view task with actor 4 for M2 and M3 and for 

actor 6 for M1 was just marginally non-significant. The motion trajectories of all actors are highly 

similar (Figure 4.3D) suggesting the contribution of form cues to the discrimination. More specifically, 

the lack of transfer, especially for actor 2 in the view task, could be the result of the somewhat 

different overall upper body configuration of this actor (a shorter neck and straighter back) 

compared to the other actors (Figure 4.3B: lower panel). The actor-generalization results suggest that 

for both types of categorization there is some influence from the spatial or body configuration.

F igure 4 .4 . Gener a l i z a t i on 

performance to different stimulus 

formats. Snapshots of the movies are 

shown in (C): point-light, stick-plus-

point-light and anthropomorphic 

puppet displays. Performances are 

plotted for the forward-backward 

(A) and view task (B) for each 

monkey (M1, M2 and M3) separately. 

Error bars indicate 95% confidence 

intervals while chance level is 

indicated by the dotted line. The 

floating bars above each histogram 

plot performance for the trained 

locomotions, measured in the same 

tests. Data for the generalization 

trials are calculated for an average of 

100 to 150 trials for each condition 

separately, while the data for the 

trained standard locomotions 

presented in the same test are based 

on approximately 1000 to 1500 

trials. 
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 (3) Manipulations of the stimulus format. How specific were the learned categorizations to the 

humanoid figures? This was tested by presenting point-light displays, stick-plus-point-light figures and 

anthropomorphic puppets (Figure 4.4C) that were based on the joint trajectories calculated from the 

same motion-captured data that we used to generate the humanoids. No generalization was present 

in either task for point-light displays of the trained actor performing the trained locomotion: for each 

task and animal, performance was close to 50%, i.e. chance (Figures 4.4A and 4.4B). Moreover, monkey 

M2 also demonstrated a lack of transfer to the stick-plus-point-light and puppet displays, while 

monkeys M1 and M3 were able to perform significantly above chance level (binomial test; p < .05) for 

both these displays, at least in the view task. For the forward-backward task, significant generalization 

was present only for the stick-plus-point-light displays but only for M1 (binomial test; p < .05). Note 

that even for M1, who showed generalization in the view task for the puppets and stick-plus-point-

light figures, her generalization for the point-light displays was at chance level. This indicates that 

stimuli depicting only the joint trajectories were insufficient to support the categorizations.

 (4) Body part displays. Figure 4.1B showed that differences in direction of the motion 

trajectories are present for the legs (ankle and knee joints) but nearly absent in the upper body 

parts. Thus, one would expect that discriminating between forward and backward categories would 

not be possible when only the upper part of the walker is presented, whereas it might generalize to a 

display of only the legs. Generalization to the lower body parts will depend on whether the monkeys’ 

categorization performance is affected by the presence of the whole-body configuration. Therefore, 

we tested the generalization performance for locomotion displays of the upper and lower body parts 

of the trained actor. As shown in Figure 4.5, generalization performance for the forward-backward 

task hovered around 50% in each of the 3 animals when only the upper body was presented. 

Performance for the lower body was well above chance for monkeys M1 and M3 but not for M2. In 

fact, generalization to the lower limb displays was almost as high as the performance for the trained 

locomotions in animals M1 and M3. The lack of transfer for the lower limbs in monkey M2 indicates 

that this monkey was sensitive to the presentation of the whole body configuration despite the fact 

that the informative cues were present only in the bottom part. Generalization to the part displays in 

the view task indicated that both top and bottom limbs were used in this task, with the contribution 

of each part depending on the monkey. This is in line with the fact that both upper and lower limbs 

contain form and motion cues that can distinguish leftward versus rightward walkers, and different 

animals may use differently located cues.
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Figure 4.5. Generalization performance for the lower 

and upper body parts of the humanoid locomotions. 

(A) and (B) indicate performance for the forward-

backward and view task for each monkey (M1, M2 and 

M3), respectively. Left: performance for the trained full-

body movies, middle: generalization performance for 

the lower-body displays, right: generalization 

performance for the upper-body displays. Snapshots of 

the displays are indicated in C. Same conventions as in 

Figure 4.4. Generalization performance was calculated 

on approximately 40 trials per body configuration (i.e. 

lower or upper) per condition. 

4.4.3 Degrading spatio-temporal coherence of the walker

Next, we designed a dynamic scrambling procedure to parametrically impair the spatio-temporal 

coherence of the walker in the two tasks. We varied the degree of coherence by randomly 

repositioning a given proportion of small divisions (i.e. tiles) of the walker image. The degree of 

walker coherence was defined by the proportion of parts that were not scrambled but remained at 

their original and thus correct position. This manipulation was designed to affect both spatial and 

temporal information: spatial information was degraded by the (partial) scrambling, while temporal 

information was disrupted by repeating this scrambling operation after a certain number of frames 

(i.e. every frame or every fifth frame). This additional manipulation impairs the motion trajectories of 

the limbs. We therefore expected that the spatiotemporal scrambling procedure would have an effect 

on both view and forward-backward discriminations. Furthermore, we expected that the forward-

backward discriminations would be more strongly impaired than the view task discriminations, i.e. 

forward-backward discriminations would tolerate less incoherence than view discriminations. The 

latter could still be solved by integrating the posture information across frames, even at low 

coherence levels, while the former crucially depends on the motion direction of the lower limbs 

which are strongly affected by the dynamic, spatio-temporal coherence manipulation.
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 To directly compare the computation of view and the forward-backward locomotion mode, 

we trained the animals in a three-alternative categorization task in which three target squares were 

presented. The monkeys were thus obliged to simultaneously discriminate between Rforw, Rback and 

Lforw categories. Solving this three-alternative task requires both a decision about the view and a 

decision about the forward-backward mode of locomotion, at least in the case of a rightward facing 

walker. Note that discrimination of overall walking direction is insufficient to solve this task, since 

walking direction is the same for the Lforw and Rback stimuli. By analyzing the confusion matrices of 

the behavioral responses in this task (see 4.4.3.3 Data analysis), we can determine what sort of 

information (overall walking direction, view and/or forward versus backward mode) is used by the 

animal and how this is affected by the spatio-temporal coherence.

4.4.3.1 Stimuli

We employed different coherence levels ranging from 100% (unscrambled) to 0% (fully scrambled) in 

steps of 10% (Figure 4.6C; coherence levels in steps of 20%).  First, we defined a region (Figure 4.6A; 

mask canvas) that encompassed the humanoid extremities for all walking locomotions (2.5 to 6 km/

h). This region was divided into square tiles measuring 8 by 8 pixels (i.e. 0.23°). The scrambling 

procedure itself was performed by randomly repositioning the tiles within the larger region of the 

mask canvas. The degree of coherence was manipulated by repositioning a fixed proportion of the 

tiles while leaving the other tiles at their original position. Thus, in a 50% scrambled locomotion, 50% 

of the tiles were repositioned while the other 50% remained at their original location. The 

orientations and shading patterns of the cylinder fragments in the tiles can differ between the Rforw 

and Lforw conditions. These low-level cues might therefore be used to discriminate between 

scrambled displays of these stimuli. To avoid the use of such cues, we removed the shading component 

from the cylindrical primitives, i.e. an unshaded humanoid, and we insured that half of the repositioned 

tiles were from the scrambled stimulus (e.g. Rforw) while the other half were from the 

complementary, mirrored frame depicting an actor facing the other direction (e.g. Lforw; see Figure 

4.6B). Thus, for an Rforw display with a scrambling level of 50%, 25% of the scrambled tiles originated 

from the Rforw stimulus and the other 25% of the scrambled tiles came from a corresponding frame 

of the Lforw stimulus. Monkeys M1 and M2 (M3 was not involved in this part of the study) 

generalized significantly to the unshaded humanoids with average performances across the 3 

categories for M1 and M2 of 72.6% and 57.1% respectively (chance performance = 33.3%) (binomial 

tests for all 3 combinations of two categories; p < .05). 
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Figure 4.6. Spatio-temporal coherence manipulation. (A) The mask canvas, generated by 

smoothing the superimposed arrangement of all frames from the three walking speeds, 

defined the area in which tiles could be randomly re-allocated. (B) Repositioned tiles 

consisted of 50% tiles from the original facing direction (e.g. Rforw: gray tiles in B; shown 

for a 40% coherence stimulus) and 50% tiles from the opponent facing direction (e.g. 

Lforw: red tiles in B) (C) Single frames randomly extracted along the walking cycle for 5 

spatio-temporal coherence levels.

 In the 5-frame lifetime condition, the repositioning of the tiles was repeated every 5th frame 

(i.e. 83 ms). Thus, small parts of the walking humanoid were visible for 5 frames at the correct 

location surrounded by randomly placed segments consisting of the cut-out portions of the same 

humanoid stimulus either walking in the same or opposite directions (mirror image of the cut-out 

tile), both having 50% chance of occurrence. More specifically, the procedure for the coherence 

manipulation was as follows: superimpose a grid over the complete mask canvas, cut out a specific 

number of small tiles and randomly position them within the mask canvas for a duration of 5 frames. 

In the 1-frame lifetime condition, the scrambling operation was performed every frame, impairing 

local motion information even more strongly. For each scrambling level and for each of the 3 

categories (Rforw, Rback and Lforw), 14 movies with different starting positions of the walking cycle 

were presented. The starting positions covered the complete walking cycle.
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4.4.3.2 Task

The three-alternative categorization task follows exactly the same procedure as the two-alternative 

tasks, except that the three categories are shown randomly interleaved in a test and thus three 

instead of two target points are shown simultaneously. Monkeys M1 and M2 were successfully trained 

in this task. During training, the coherence level was gradually decreased. After extensive training for 

about two months using the 5-frame lifetime conditions, we collected data from M1 and M2 with 

both the 1 and 5 frame conditions for the three categories in the same test. For both lifetimes, 6 

different coherence levels (100%, 80%, 60%, 40%, 20% and 0%) were presented in an interleaved 

fashion with approximately 145 and 140 trials per condition per lifetime for M1 and M2, respectively. 

4.4.3.3 Data analysis

The data from the three-alternative task was analyzed in different ways. First, we computed the 

proportion of correct responses, averaged across the three alternatives. Second, we produced 

confusion matrices, tabulating the frequency of each of the three choices (i.e. responses) given each 

stimulus category. From these confusion matrices we computed three discrimination measures: 

discrimination of Rforw versus Rback, discrimination of Rforw versus Lforw and discrimination of 

Rback versus Lforw. In this last comparison the general locomotion direction was the same (to the 

left), while these differed for the other two comparisons. These three discrimination measures were 

computed using the constant ratio rule (Clarke, 1957; Macmillan & Creelman, 2004). For instance, as a 

forward versus backward category discrimination measure we computed the percent correct 

responses based on the frequencies of Rforw and Rback target responses in those trials for which 

locomotion in one of these two categories was presented.

4.4.3.4 Results and discussion

As expected, both monkeys showed overall performance decreases with decreasing coherence for 

both the 1- and 5-frame lifetime conditions (Figure 4.7A). The rate of change of the noise had 

relatively little impact on the overall performance (compare performance for the 1- and 5-frame 

lifetime conditions; Figure 4.7A). Since three stimulus alternatives are presented in this task, one can 

distinguish between three possible discriminations. These discrimination measures are plotted in 

Figures 4.7B (data from M1) and 4.7C (data from M2) as a function of coherence level. The forward-

backward discriminations were more strongly affected by the coherence manipulation than the other 

discriminations in which both form and motion cues were available. In both monkeys and for both 

lifetimes, all comparisons between the forward-backward and the other two discrimination measures 

showed a significant difference (binomial test; p < .05, two-sided) except for the 100% and 0% 

stimulus coherences and the 20% coherence level in M2 for the 5-frame lifetime (crosses in Figure 
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4.7C). In both animals, forward-backward discriminations were already impaired at the 80% coherence 

condition and were close to chance at the 20% coherence level for M1. Note that, even at this 20% 

level, both animals, especially M1, were easily able to discriminate locomotions when they differed in 

both motion and form. The stronger effect of spatio-temporal coherence on the forward-backward in 

comparison to the other discriminations is consistent with its overall greater difficulty, i.e. the much 

longer time it took to learn the forward-backward discriminations. The discrimination measures at 

the different coherence levels of Lforw versus Rforw were similar to those for the Lforw versus 

Rback conditions.   

Figure 4.7. Effects of degrading the 

spatio-temporal coherence of  the 

walker in the three-alternative 

discrimination task. (A) Psychometric 

curves plotting the average proportion 

correct as a function of decreasing 

stimulus coherence levels for M1 (full 

lines) and M2 (dotted lines) separately. 

The two different intervals before tile 

reshuffling reoccurred, are indicated by 

crosses (5-frame lifetime) and circles 

(1-frame lifetime), respectively. Chance 

performance equals .33 correct. Both 

monkeys were approximately exposed 

to 140 trials per coherence level per 

lifetime. (B) and (C) Discrimination 

measures for each combination of two 

categories at the various locomotion 

coherence levels for M1 (B) and M2 

(C), respectively. Chance performance 

equals .50. Different colors refer to the 

poss ib le combinat ions o f two 

categories: red = Rforw versus Rback, 

green = Rforw versus Lforw and blue 

= Rba ck ve r su s L fo rw. S ame 

conventions as in A.

A likely reason that manipulating the spatio-temporal coherence had a stronger effect on the 

forward-backward discrimination performance is that the latter task can be solved only by using 

motion information, which is degraded by the coherence manipulation, while the other 
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discriminations can be solved using body-posture-related form cues, in addition to motion. In the 5-

frame lifetime conditions, i.e. rescrambling the stimulus only after every 5th frame, motion information 

is less degraded than in the 1-frame lifetime conditions. Thus one would expect, in the forward-

backward discrimination, an effect of frame lifetime on performance at low coherence levels. There 

was a trend for such an effect in monkey M1: 51% versus 63% correct (binomial test; p < .05: one 

sided) for the 1- versus 5-frame conditions, respectively, at 20% coherence. Monkey M2 showed more 

variable frame-lifetime effects on the forward-backward discrimination: higher performance on the 1- 

compared to the 5-frame condition at 60% coherence (70.5% versus 54.3%; binomial test; p < .05: one 

sided) and the expected higher performance for the 5- compared to the 1-frame condition at the 

40% and 20% coherence levels (74% versus 58% and 67% versus 50%; binomial tests; p <.05: one 

sided). 

4.4.4 Degrading motion information

The previous manipulations of spatio-temporal coherence affected both form and motion 

information. Next, we wished to manipulate motion information without affecting form information. 

Following previous studies of the contribution of motion information to the perception of biological 

motion in point-light displays (Beintema, Georg, & Lappe, 2006; Mather, Radford, & West, 1992; 

Thornton, Pinto, & Shiffrar, 1998), we degraded motion information by using displays in which a fixed 

number of frames were replaced by blanks, keeping the apparent speed constant. Such semi-

stroboscopic displays (‘semi’ since the duration of a single frame is longer than that typically used in 

real stroboscopic displays) are expected to affect the direction selectivity of early visual cortical 

motion areas such as monkey area MT, where direction selectivity has been shown to decrease with 

increasing stroboscopic interflash intervals (Churchland & Lisberger, 2001; Mikami, Newsome, & 

Wurtz, 1986; Newsome, Mikami, & Wurtz, 1986). The shortest interstimulus intervals (ISIs) at which 

direction selectivity is still present in MT neurons further depends on several factors such as the 

stimulus speed and preferred speed of the neuron (Churchland & Lisberger, 2001). Given that the 

speeds present in our locomotion stimuli are relatively slow and thus activate mainly neurons 

preferring slow speeds, one would expect direction selectivity to be affected when ISIs last longer 

than about 30 ms (Churchland & Lisberger, 2001). In addition, based on the relationship between 

preferred speed and effect of ISI on MT responses, the ISI may affect the speed estimated over a 

population of neurons (Churchland & Lisberger, 2001). Thus, if the locomotion direction 

discrimination depends on short-range motion mechanisms (Braddick, 1974), as implemented by MT 

neurons, one would expect it to break down at ISIs above 30 ms. 
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 In the ISI manipulations, longer ISIs are confounded with larger spatial displacements since the 

apparent speed was held constant. To assess the contribution of the longer spatial displacements that 

resulted from increasing ISIs, we tested an additional display in which the displacements were identical 

to those used in the ISI manipulation but differed from the latter by having a still frame for the entire 

ISI. These displays result in a jerky type of motion and thus we label these as ‘jerky’ locomotion 

displays.  

 The final manipulation used to degrade motion was an extreme one: the presentation of a 

single static snapshot. This manipulation was tested only for the view task, since obviously such static 

snapshot displays cannot provide information regarding forward-backward locomotion. However, they 

contain form/posture information that should, at least in principle, be sufficient to solve the view task.

 The three sorts of displays (ISI, jerky locomotion and static displays) were tested in 

generalization tests (see 4.4.2.2 Generalization test) in order to measure the subjects’ ability to 

generalize from the standard locomotion conditions to these novel displays without extra training. 

 

4.4.4.1 Stimuli

(1) ISI manipulations: snapshots were omitted from the temporal sequence and replaced by blank 

intervals. Thus, each visible frame was followed and preceded by a fixed number of empty frames, 

keeping the 4.2 km/h walking speed (e.g. a sequence for a 3 frames ISI:  1,/,/,/,5,/,/,/,9,/…; ‘/’ refers 

to blank frames while the numbers indicate frames of the original sequence). The number of blank 

frames between visible frames was fixed for a particular sequence but varied between sequences 

(5 ISIs; range: 1 to 9 frames with a step size of 2 frames). Since we used a CRT display, the stimulus 

duration was shorter than the frame duration. Measurements with a photodiode showed that the 

stimulus on our CRT display, at a particular location, was displayed for approximately 2 ms at a 

rate of 60Hz. Thus the effective ISIs ranged from approximately 30 ms (1 frame ISI) to 

approximately 164 ms (9 frames ISI). 

(2) Jerky locomotions: these stimuli were created by manipulating the snapshot duration while 

maintaining the standard walking speed of 4.2 km/h. The number of still frames was fixed within a 

sequence, e.g. a sequence with 3 additional still frames: 1,1,1,1,4,4,4,4,7…, but varied between 

sequences: range between 2 and 6 frames with a step size of 1 frame (33 to 100 ms). When 

displayed on our CRT display with a frame rate of 60Hz, perception of smooth motion was 

disrupted for the higher number of still frames conditions. 

(3) Static snapshots: in total 14 snapshots were extracted from the full locomotion cycles for each of 

the Rforw and Lforw conditions of the standard locomotion and these 28 snapshots were 

presented for either 300 or 1086 ms. The 14 snapshots spanned the entire range of the full 

locomotion cycle.
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4.4.4.2 Tasks

Only M1 and M2 were tested. The stimulus conditions were presented according to the 

generalization protocol described previously and thus were interleaved with the original standard 

locomotions. The static snapshots were displayed only in the two-alternative view task. We collected 

data for approximately 18 and 10 generalization trials for each of the 14 static snapshot stimuli 

(combined for Rforw and Lforw conditions) for M1 and M2 respectively. The ISI and jerky displays 

were shown in both the three-alternative and two two-alternative task(s), with the exception of the 

jerky displays which were presented only in the two-alternative direction task (i.e. forward versus 

backward discrimination). Thus, for the jerky displays we collected data for the full manipulated range 

of still frames (i.e. 1 to 5 additional still frames) in the forward-backward task, while we collected data 

only for the 3-still-frame sequence in the three-alternative task. For the ISI displays we collected data 

for all manipulations in both two-alternative tasks. 

In the jerky locomotion tests, an average of 24 (M1) and 31 (M2), or 52 (M1) and 207 (M2) 

generalization trials were shown for each condition in the forward-backward and the three 

alternative task respectively. In the ISI tests, the number of generalization trials shown averaged 33 

(M1) and 40 (M2) for each condition in the forward-backward task, and 23 (M1) and 19 (M2) and for 

the view task. Note that in all these generalization tests the standard locomotions were shown with a 

tenfold frequency with respect to the sum of all generalization trials in that test. 

4.4.4.3 Data analysis

The same kinds of data analyses were performed as in the other generalization tests (see above). We 

focused mainly on the data obtained in the two-alternative tasks, except for the jerky Rforw-Lforw 

discriminations since the latter were presented only in the three-alternative task. The computation of 

correct generalization responses in the three-alternative task was based on application of the 

constant ratio rule, as explained above. 

4.4.4.4 Results and discussion

Degrading motion information by prolonging the ISI had a dramatic effect on the performance in the 

forward-backward categorizations (Figures 4.8A and 4.8B; M1 and M2 respectively). Even introducing 

a single blank frame, i.e. an ISI of approximately 30 ms, reduced the forward-backward generalization 

abilities of both animals considerably. Monkeys M1 and M2 obtained 64% and 68% correct, 

respectively, for the 1 frame ISI compared to 99% and 97% correct for the standard locomotions, 

presented in the same test (binomial test; p < .0001, one-sided).  The strong ISI effect was not due just 

to a disruption of the animals’ behavior by the flicker in the ISI displays, since the direction 

categorization of the same flickering displays was much less strongly affected. Indeed, the performance 
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averaged across the five ISIs was 82% and 81% correct for M1 and M2, respectively, in the view task, 

but only 52% and 60% correct for M1 and M2, respectively, in the forward-backward task. The 

difference in the proportion of correct generalizations was highly significant (binomial; p < .0001: data 

pooled across ISIs) in each animal. These data thus indicate that even a slight degradation of motion 

information is sufficient to impair the trained forward-backward discrimination ability of the animals, 

and much more so than for the trained view discriminations. 

 Both monkeys performed significantly higher on the jerky displays compared to the ISI displays 

in the forward-backward categorization task (Figure 4.8A for M1 and Figure 4.8B for M2). 

Performance, averaged across the common delay conditions (still frame/ISI durations of 1, 3 and 5 

frames) for the jerky locomotions was 69% and 76% for monkeys M1 and M2, respectively, while it 

dropped to 55% and 66%, respectively, for the ISI displays (binomial p < .05: one sided). Thus, it 

appears that the introduction of a delay with blanks between subsequent frames has a stronger effect 

than an increase in spatial displacement. Congruent with the results obtained with the ISI displays, 

performance on the jerky displays was significantly higher in the view task than in the forward-

backward task (for the jerky displays: 96% versus 67% for M1 and 98% versus 78% for M2, both 

computed for the condition using 3 additional still frames; p < .004). 

Figure 4.8. Effect of degrading motion 

information in the locomotion displays. 

Proportion correct is plotted as a 

function of the additional number of 

still frames for the jerky displays, e.g. 

locomotion displays with 3 still frames 

consist of one original snapshot 

followed by 3 repetitions of the same 

snapshot (start jerky frame sequence = 

‘1,1,1,1,5,5,5,5,9…’), and as a function 

of  the number of blank frames in the 

ISI conditions.  A value of zero on the 

X - a x i s r e f e r s t o t h e n o r m a l 

presentation sequence of the standard 

locomotions. Conventions are the 

same as in Figure 4.7; chance levels are 

50%. Data are shown for M1 (A) and 

M2 (B), separately.
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The lesser degree of disruption observed in the view task with degraded motion information 

suggests that perhaps the animals are using only or mainly form information in order to solve this 

task. However, one should note that the view categorization performance was also affected at long 

ISIs (although performance was still considerably higher than chance) suggesting that motion is also 

used in the view task. To directly test whether spatial information alone is sufficient to solve the view 

task, we measured the generalization performance for static presentations of 14 representative body 

postures. Generalization to static snapshots presented for 300 ms was significant in the 2 monkeys, 

albeit marginally (binomial test;  p < .05: 59% and 57% correct for M1 and M2 respectively) despite the 

nearly perfect performance for the standard locomotion displays (> 95% correct). Presenting the 

static snapshots for 1086 ms yielded similar results. Overall, the weak generalization to the static 

presentations of the snapshots together with the strong effect of ISI on the view task suggests that 

these categorizations are not merely based on spatial cues but also depends on motion.

4.4.5 Contribution of opponent motion

Recent psychophysical studies (Casile & Giese, 2005; Thurman & Grossman, 2008) of biological 

motion using point-light displays suggest that horizontal opponent motion is particularly important 

for discriminating the direction of locomotion. Therefore, we examined the importance of opponent 

motion in the discrimination performance of our monkeys by presenting animations consisting of only 

one leg and one arm, together with the non-opponent body parts such as the head and the torso. 

Both the view and forward-backward categorizations of these novel displays were assessed in the 

generalization tests.

4.4.5.1 Stimuli

One arm-one leg stimuli were rendered for the unshaded humanoids based on the same motion-

capture coordinates as those used for generating the standard 4.2 km/h locomotions. All possible 

combinations of one arm and one leg, together with the non-opponent body parts such as the head 

and the torso, were created: left arm and left leg, left arm and right leg, right arm and right leg, and 

right arm and left leg. 

4.4.5.2 Tasks

The one arm-one leg stimuli were presented using the same generalization test protocol for the pair 

of two-alternative tasks described previously. Monkeys M1 and M2 were tested. On average, 28 (M1) 

and 12 (M2), and 13 (M1) and 8 (M2) generalization trials for the forward-backward and the view 

task respectively, were presented for each of the 4 one-arm and one-leg conditions. Note that the 
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standard locomotions were presented in the same test with a frequency of ten times the sum of all 

generalization trials within that specific test. 

4.4.5.3 Results and discussion

Average generalization performance over the 4 combinations of non-opponent animations was 

significantly greater than chance (binomial test; p < .05): 74% and 85% correct for M1 and M2 

respectively in the forward-backward task and 94% and 84% correct for M1 and M2 respectively in 

the view task. Furthermore, significant transfer for each possible combination of legs and arms was 

observed in both monkeys and both tasks (binomial test; p < .05 for each combination separately, 

except for M2 in the view discrimination task with the right arm and right leg displays, most likely a 

consequence of the small number of repetitions, i.e. 8 repeats). Given these significant transfers to the 

one arm-one leg displays we conclude that opponent motion is neither a necessary nor a critical cue 

for the animals to solve either the view or the forward-backward task. Opponent motion might be a 

sufficient, but clearly not necessary, cue for the ‘humanoid’ displays that we employed. In addition, the 

significant generalization to the one arm-one leg locomotions indicate that the presentation of a full, 

bipedal body is not necessary to obtain significant discrimination of facing direction or forward-

backward locomotion. 

4.5 General discussion

The most striking finding of this behavioral study was the fact that rhesus monkeys needed a much 

longer training period to distinguish forward from backward walking than for the facing direction/

view of the walker. This is remarkable, given the ease with which human observers can categorize 

both. After extensive training, two monkeys performed very well in the forward-backward task, but 

performance in this task was highly susceptible to degradation of spatio-temporal coherence and 

motion information. 

Discrimination of forward from backward walking requires the use of motion information, 

either based on image motion information (Chang & Troje, 2009; Giese & Poggio, 2003: ‘motion 

pathway’; Troje & Westhoff, 2006) or based on temporal changes in the body posture (Giese & 

Poggio, 2003: ‘form pathway’ also designated as ‘global motion information’ by Lange & Lappe, 2006), 

or both. Categorization of view can be solved using both motion and spatial cues. Thus, the lengthy 

training needed to distinguish forward from backward locomotions suggests that, unlike humans, 

monkeys do not spontaneously use such motion information to discriminate locomotion, but instead 

rely predominantly on spatial differences in trajectories and/or posture-related form cues. It is only 

after extensive training that the monkeys are able to use the motion information present in the 

displays.  
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What sort of motion information did the monkeys in fact use to solve the forward-backward 

discrimination? (1) The generalization results from the one-legged displays show that opponent motion, 

as postulated by Casile and Giese (2005) and Thurman and Grossman (2008) was not necessary, 

although it may have contributed to the discrimination performance of the ‘humanoid’ displays by the 

monkeys (note that opponent motion might be important for the human perception of biological 

motion in more impoverished displays such as point-light stimuli, as suggested by Casile and Giese 

(2005) and Thurman & Grossman (2008)). (2) As shown in Figure 4.1B, the direction of motion of the 

lower limbs differs between the forward and backward trajectories and such local, short-range motion 

direction signals (Braddick, 1974) might have been used by the animals to solve the task. Perturbation 

of such local short-range motion signals by modifying the spatio-temporal coherence and/or the ISI 

can then explain the behavioral effects of these manipulations. The generalization across walking 

speeds, however, indicates that if such local motion signals indeed contribute, they at least show a 

speed invariance over a factor of two. (3) A third sort of motion information relates to the ‘global 

motion’ information postulated for form-based modules of biological motion (Giese & Poggio, 2003; 

Lange & Lappe, 2006). These modules posit that after matching the form or posture of the walker, 

using a purely form-driven mechanism, to templates of different postures, forward and backward 

walking are discriminated by analyzing the sequence in which these postures appear. We cannot 

exclude this possibility on the basis of our tests. One should note however, that our data regarding 

the ISI and jerky-locomotion manipulation differ qualitatively from those of Beintema and colleagues 

(Beintema et al., 2006: see their Experiment 3). The latter authors did not find any differences in 

performance between jerky locomotions and ISI manipulations when these were matched for 

stimulus-onset asynchrony (their Figure 5), while our monkeys showed much better performance for 

the jerky locomotions compared to the ISIs (Figure 4.8). Perhaps our monkeys were more disturbed 

by the flicker of the ISI displays than are humans, or perhaps our monkeys simply do not use the 

form-based mechanism postulated by Beintema et al. (2006) and Lange and Lappe (2006) but rather 

rely on information from short-range motion mechanisms. 

What cues, then, did the animals actually use in our view task? Rforw and Lforw locomotions 

differ in both motion trajectories and form. Generalization from the trained walking to the running 

humanoids shows that the learned motion trajectories, if they exist, are relatively broad. The small 

effects of spatio-temporal coherence, ISI and jerky locomotion manipulations on performance in the 

view task furthermore suggest that motion might not be the predominant cue. Indeed, the animals 

might have used form cues to distinguish the postural differences between the Lforw and Rforw 

walker. As noted before, the view task can be solved, at least in principle, by mere form cues 

(Beintema et al., 2006; Beintema & Lappe, 2002; Lange & Lappe, 2006). On the other hand, several 

lines of evidence, i.e. poor generalization to static snapshot displays and small but significant 
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impairment on the ISI task, suggest that motion information does indeed influence view discrimination 

performance, at least at high coherences. 

The much longer training periods needed to learn the forward-backward compared to the 

view discriminations might appear to be in conflict with the observation of neurons in the monkey 

superior temporal sulcus (STS) selective for forward versus backward walking (Oram & Perrett, 

1994a, 1994b, 1996). However, in these physiological studies the locomotion stimuli had a translatory 

component which was absent in our displays. Like most human psychophysical studies investigating 

biological motion perception by using tasks containing either view and/or forward versus backward 

discriminations (e.g. Chang & Troje, 2008, 2009; Hunt & Halper, 2008; Thirkettle et al., 2009; Thurman 

& Grossman, 2008) we employed stationary locomotions, i.e. treadmill-like walking without a 

translatory, i.e. trivial, component. One can distinguish intrinsic motion cues, due to changes in body 

posture during walking, from extrinsic motion corresponding to the translatory motion (e.g. Chang & 

Troje, 2008). Our displays, using stationary treadmill walkers, contain only intrinsic motion, while the 

stimuli in the above-mentioned single-cell studies, using real-life presentations in front of passively 

fixating monkeys, contained both extrinsic and intrinsic motion components. By definition, extrinsic 

motion trajectories of forward and backward locomotions are very different, particularly for sagittal 

views of a walker, while the intrinsic motion is more subtle and restricted to the lower limbs. Our 

results indicate that monkeys do not spontaneously use – at least behaviorally – the intrinsic motion 

cues related to forward versus backward locomotion but must instead be given extensive training in 

order to use these cues. 

Would the forward/backward categorization have been easier for our monkeys if we had 

used displays of real human walkers or even monkeys? We do not think that the species factor is 

important since the present animals are exposed daily to human walkers. In addition, an elegant 

ethological observation study by Wood et al. (2007) shows that free-ranging rhesus monkeys can 

recognize human actions (e.g. throwing), even when these actions do not belong to their own 

behavioral repertoire. Furthermore, kinematic studies in monkeys have shown bipedal locomotion 

(like our humanoid stimuli) by Japanese monkeys (Macaca fuscata: Mori, Nakajima, & Mori, 2006). 

Bipedalism in monkeys is also present within natural environment settings (Ogihara, Usui, Hirasaki, 

Hamada, & Nakatsukase, 2005). 

Behavioral animal studies need to be interpreted with care since the particular result may 

depend on the behavioral task that is employed to assess the perception of the animal. Previous 

studies have shown that when viewing images of a subject looking into a particular direction, 

macaques (and human subjects) reflexively orient their attention in the same direction (Deaner & 

Platt, 2003; Emery, Lorincz, Perrett, Oram, & Baker, 1997; Lorincz, Baker, & Perrett, 1999). Deaner and 

Platt (2003) showed that viewing images of a monkey looking e.g. to the right evoked small rightwards 
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eye position shifts inside a +/-2° fixation window. One could argue that the animals were suppressing 

such relatively automatic eye movements (Shepherd, Klein, Deaner, & Platt, 2009) thus increasing the 

difficulty of the task. However, analyses of eye movements with the original ‘humanoid’ walkers 

showed no significant effects of facing direction during fixation in the very first training session 

(Supplementary Fig. 4.1). Analysis of aborted trials showed in only two (M2 and M3) of the three 

animals horizontal eye position differences between aborted Rforw and Lforw conditions consistent 

with facing direction (Supplementary Fig. 4.2). Since in our task facing direction and trained saccade 

direction were not counterbalanced, this difference in eye position in aborted trials is difficult to 

interpret. Even if such suppression was present in our task, it is extremely unlikely that it can explain 

the marked difference in training duration of the forward/backward versus view categorization since 

in both tasks the target point of one of the two discriminants was incongruent with the gaze 

direction of the walker (LForw required an upward saccade and Rback required a leftward saccade). 

Note that in the forward-backward task there is a congruency between walking direction and saccade 

target position, unlike in the view task. One could argue that the former would have even facilitated 

the learning of stimulus-target associations in the forward-backward task.

One cannot exclude the possibility that our monkeys learned to categorize specific, 

meaningless patterns of moving cylinders without a link to a representation of a human walker. This 

could explain both the generalization effects for different actors and the lack of generalization for the 

differently rendered stimulus formats. The latter is also related to the issue of whether monkeys 

perceive a meaningful agent in point-light displays of biological motion. So far, attempts to 

demonstrate recognition by non-human primates of an animate agent in point-light displays have been 

unsuccessful. After extensively training baboons (Papio papio) in discriminating point-light displays of 

translatory human locomotion from their scrambled counterparts, no transfer to displays of other 

human actions was found (Parron et al., 2007). In fact, the baboons focused their attention only on 

subparts of the stimuli. In addition, in a visual search paradigm using point-light displays of locomoting 

chimpanzees tested in the same species (Pan troglodytes) Tomonaga (2001) could not find any search 

asymmetries specific to the biological motion patterns. However, it should be noted that lack of 

transfer merely indicates the specificity of the trained categorization, i.e. what is specifically learned in 

the task, and thus – as any negative result – should be interpreted with caution. In line with the 

previously mentioned behavioral studies, preliminary results of monkey fMRI experiments performed 

in our laboratory show that point-light displays of human and/or monkey locomotion do not activate 

monkey visual cortex, including the superior temporal sulcus, any more so than do scrambled displays 

(K. Nelissen, personal communication; J. Jastorff, personal communication). As discussed above, 

demonstrations of single cell responses in the superior temporal sulcus to point-light walkers used 

displays that included translation of the walker (Oram & Perrett, 1994a, 1994b). Oram and Perrett 
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(1994b) reported one superior temporal sulcus neuron that responded to a point-light display of a 

non-rigidly rotating body without translatory motion, but it is not clear which motion features this 

neuron responded to.

The present study demonstrates a difference between monkey and human subjects in the 

perception of locomotion displays more abstract than those of real humans or other animals. Such 

reduced stimuli are widely used in human research on biological motion and links are often made to 

neurophysiological data obtained in non-human primates. However, natural and effortless 

discrimination of locomotion displays in humans – such as forward from backward walking – does not 

necessarily imply that monkeys also make such discriminations easily, as shown in the present study. 

Several other recent studies have documented differences in the processing of complex visual stimuli 

between humans and monkeys (e.g. Einhäuser, Kruse, Hoffman, & König, 2006; Nielsen, Logothetis, & 

Rainer, 2008) implying that, especially for complex stimuli, any extrapolation of human findings to 

monkey perception, and vice versa, always needs to be made with caution.

Although it required extensive training, eventually the animals were able to discriminate 

forward from backward locomotions, almost perfectly. Thus the question arises as to which region 

and which neural selectivity underlies the successful forward-backward categorization obtained 

though training. Oram and Perrett (1994a, 1994b, 1996) demonstrated neural selectivities for forward 

versus backward walking in the rostral superior temporal sulcus of macaques. However, as mentioned 

above, the mainly real-life displays used in these single cell studies contained a strong translatory, i.e. 

extrinsic, motion component and thus it remains to be investigated whether similar neural 

selectivities exist using the stationary and well-controlled locomotions of this study, which contain 

only intrinsic motion. Vangeneugden et al. (2009) distinguished between two types of neural 

selectivities to simple arm action displays in the rostral monkey superior temporal sulcus: neurons 

that respond as well to static snapshot displays of the action and to the action itself, dubbed 

‘snapshot’ neurons predominantly located in the ventral bank of the STS, and neurons that respond 

more strongly to actions than to the static snapshot displays, dubbed ‘motion’ neurons predominantly 

located in the dorsal bank of the STS. It is tempting to speculate that both ‘snapshot’ and ‘motion’ 

neurons contribute to the categorization of locomotion direction, since these displays differ in both 

form and motion cues, while it is mainly ‘motion’ neurons that contribute to forward-backward 

categorizations. 
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Supplementary Figure 4.1. Comparison of the horizontal eye positions within the 

fixation window during presentation of different stimuli. Horizontal eye positions 

(expressed in visual degrees - °) are plotted separately for each monkey (rows: M1, M2 and 

M3), in both tasks (view task: left panels; forward/backward task: right panels), for each 

condition (Rforw: red, Lforw: blue and Rback: green). Full colored lines represent the mean 

of  the eye positions during stimulus presentation while the transparent bands indicate the 

standard error of the mean. Only data for the first 100 trials in the first session are 

presented (irrespective of answer, i.e. correct or incorrect, and the number of presented 

target squares, i.e. one or two). The correct target direction (left or right: see insets in each 

graph), which the monkeys have to saccade to, is highlighted for each condition. Note that 

for the Lforw displays an upward saccade is demanded and thus is not highlighted for this 

stimulus condition. 
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Supplementary Figure 4.2. Eye position at fixation break in aborted trials. The median 

(and interquartile range) of horizontal and vertical eye positions  (after subtraction of the 

baseline eye position, i.e. mean eye position during first 100 ms of stimulus presentation) 

for the first (M2 and M3) and pooled first two sessions (M1) in the view (left panels) and 

forward/backward (right panels) tasks for each of the three animals. Number of aborted 

trials for each stimulus condition is indicated in the left bottom corner of each panel. 

Significant differences in horizontal or vertical eye positions (Mann-Whitney U test; p < 

0.05) are indicated by  asterisks. The eye position data for the different stimulus conditions 

are coded by color (see inset).   
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Chapter 5: Coding of locomotions in macaque temporal cortex.
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Distinct mechanisms for coding of visual actions in macaque temporal cortex.
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5.1 Abstract

Temporal cortical neurons are known to respond to visual dynamic-action displays. Many human 

psychophysical and functional imaging studies examining biological motion perception have utilized 

treadmill walking, in contrast to previous macaque single-cell studies. We assessed the coding of 

locomotion in temporal cortex (Macaca mulatta) using movies of stationary walkers, varying both 

form and motion, i.e. different facing directions, or varying only the frame sequence, i.e. forward 

versus backward walking. The majority of superior temporal sulcus and inferior temporal neurons 

were selective for facing direction, while a minority distinguished forward from backward walking. 

Support vector machines using the temporal cortical population responses as input classified facing 

direction well, but forward and backward walking less so. Classification performance for the latter 

improved markedly when the temporal course of the response was considered, reflecting differences 

in momentary body poses within the locomotion sequences. Responses to static pose presentations 

predicted the responses during the course of the action. Analyses of the responses to walking 

sequences wherein the start frame was varied across trials showed that some neurons also carried a 

snapshot sequence signal. Such sequence information was present in neurons that responded to static 

snapshot presentations and in neurons that required motion. Our data suggest that actions are 

analyzed by temporal cortical neurons using distinct mechanisms: motion- versus form-based. Most 

neurons predominantly signal momentary pose. In addition, temporal cortical neurons, including those 

responding to static pose, are sensitive to pose sequence, which can contribute to the signaling of 

learned action sequences. 
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5.2 Introduction 

Primates recognize actions of their own and different species, which is essential for survival and social 

behavior. Visual temporal cortex has been implicated in the coding of actions by macaque single-cell 

(Oram and Perrett, 1994, 1996; Vangeneugden et al., 2009; Singer and Sheinberg, 2010), macaque 

(Nelissen et al., 2006) and human functional imaging (Grossman et al., 2000; Vaina et al., 2001; 

Beauchamp et al. 2003; Puce and Perrett, 2003; Jastorff and Orban, 2009) and lesion studies (Saygin, 

2007). Indeed, the superior temporal sulcus (STS) and inferior temporal cortex (IT) can provide a 

visual description of actions to be used by other regions to infer intention, action goals, etc. (Rizzolatti 

and Sinigaglia, 2010).

  Models of action recognition (Giese and Poggio, 2003; Schindler and Van Gool, 2008) suggest 

that actions can be described using either kinematic or form cues.  Previously, we demonstrated that 

motion- and form-sensitive STS/IT neurons can represent similarities among actions, suggesting 

contributions from both cues to action coding (Vangeneugden et al., 2009). In that study, action 

patterns were simple and restricted to one limb, limiting the scope of its conclusions. Furthermore, it 

was unclear whether form-sensitive neurons additionally carried an action sequence signal, as 

postulated by computational work (Giese and Poggio, 2003; Lange and Lappe, 2006). 

Locomotion consists of rather complex motion patterns involving simultaneous movements 

of all limbs and is widely used to study mechanisms of biological motion at the computational and 

psychophysical level. While discrimination between right- and leftward walkers (i.e. facing direction) 

can be achieved using different body poses, differentiating between forward and backward walking 

requires an integration of successive body poses (Lange and Lappe, 2006) or motion information, 

since the body poses are identical. Here, we examine how well macaque STS/IT neurons can 

discriminate between forward and backward walking, and thus signal pose sequence instead of mere 

momentary pose. For comparison, we parametrically manipulated facing direction, employing 

controlled displays based on motion-captured human walkers. The complexity of the displays was a 

compromise between that of difficult-to-control, fully textured body images and easily-controllable, 

but abstract, point-light displays used in human biological motion studies (Blake and Shiffrar, 2007) but 

which might not be easily perceived as biological by macaques (Vangeneugden et al., 2010).  

As in human psychophysical studies, we employed stationary walkers, i.e. walking as if on a 

treadmill. This contrasts with previous macaque studies in which walkers moved across the display 

(Oram and Perrett, 1994, 1996; Jellema et al., 2004; Jellema and Perrett, 2006; Barraclough et al., 

2006), adding a strong translatory motion and spatial component that might engage different 

mechanisms. In a previous psychophysical study using the same stimuli, monkeys required a lengthy 

training to discriminate forward from backward locomotion (Vangeneugden et al., 2010).  Here, we 

examine the single-cell STS/IT responses in these trained animals to the locomotion stimuli. 
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Furthermore, we employed machine-learning classification tools to analyze the signal that neural 

populations carry concerning locomotion direction, thus providing insight into what it is that IT/STS 

neurons tell other regions about visual actions. 

  

5.3 Materials and methods

5.3.1 Subjects and surgery

Two female rhesus monkeys (Macaca mulatta, monkey M1: 6 kg and M2: 7 kg) participated in the 

single-cell recording experiments. These are two of the three subjects trained extensively in the 

discrimination of some of the stimuli used in this study (see below; Vangeneugden et al., 2010). Each 

monkey had a custom-made plastic headpost attached to the skull. Guided by pre-operative structural 

magnetic resonance imaging of each monkey’s head (3T Siemens Trio; MPRAGE sequence; 0.6 mm 

resolution) we implanted a plastic recording chamber over the left hemisphere, dorsal to the rostral 

temporal cortex, allowing a vertical approach to the rostral STS and lateral convexity of IT. The 

recording chambers (Crist Instruments) were positioned 10 mm anterior to the auditory meatus and 

24 mm lateral to the midline for M1 and 13 mm anterior and 21 mm lateral for M2. Between 

recording sessions, we repeatedly verified recording locations by scanning the brain (MPRAGE 

sequence; 0.6 mm resolution) while copper sulfate-filled glass tubes were inserted into the Crist grid 

at locations of interest. These MRI images were then compared to depth readings of the white and 

gray matter transitions and of the base of the skull obtained during the single-cell recording sessions. 

This procedure allowed us to assign neurons to the appropriate bank of the STS or to the lateral 

convexity of IT.

 During the course of the experiments, the animals were kept on a controlled fluid-intake 

schedule while dry food was available ad libitum in the home cage. The surgeries were performed 

under aseptic conditions and isoflurane gas anesthesia. All animal care, experimental and surgical 

procedures followed national and European guidelines and were approved by the K.U. Leuven Ethical 

Committee for animal experiments. 

 

5.3.2 Stimulus apparatus and recordings

During the single-cell recordings sessions, the monkeys were seated in custom-made primate chairs 

with their heads fixed. Standard extracellular single-unit recordings were performed with epoxylite-

insulated tungsten microelectrodes (FHC; in situ measured impedance about 1 MOhm) using 

techniques as described previously (Vangeneugden et al., 2009). Briefly, the electrode was lowered 

with a Narishige microdrive into the brain using a guide tube that was fixed in a standard Crist grid 
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positioned within the recording chamber. After amplification and filtering, spikes of a single unit were 

isolated online using a custom amplitude- and time-based discriminator. 

 The position of one eye was continuously tracked by means of an infrared video-based 

tracking system (SR Research EyeLink;  sampling rate 1 kHz). Stimuli were displayed on a CRT display 

(Philips Brilliance 202 P4; 1024 x 768 screen resolution; 60 Hz vertical refresh rate) at a distance of 57 

cm from the monkey’s eyes. As in all our previous studies, the on- and offset of the stimulus was 

signaled by means of a photodiode detecting luminance changes in a small square in the corner of the 

display (but invisible to the animal), placed in the same frame as the stimulus events. All stimuli were 

dark gray and were presented on a light gray background. A DSP-based computer system developed 

in-house controlled stimulus presentation, event timing, and juice delivery while sampling the 

photodiode signal, vertical and horizontal eye positions, spikes and behavioral events. Time stamps of 

the recorded spikes, eye positions, stimulus and behavioral events were stored for offline analyses. 

5.3.3 Stimuli and tests

5.3.3.1 Main stimuli

A motion-capture system (MoCap, VICON) at the Motion Capture Laboratory of ETHZ (Zürich) was 

used to generate the stimuli (see also Vangeneugden et al., 2010). Six cameras were positioned around 

an actor of average physical constitution walking on a treadmill at 4.2 km/h. The actor wore a 

skintight suit with 41 markers located on major anatomical landmarks. The 3D spatial positions of 

each marker (spatial resolution: 1 cm; sampling rate: 120 Hz; total duration: 10 s) were stored and 

integrated into a 16-point 3D body representation. Commercially available animation software (Maya, 

Autodesk Inc., USA) was used to render ‘humanoid-like’ displays consisting of cylindrical geometrical 

primitives, the position and motion of which were based on the motion-captured 3D coordinates. The 

motion-captured locomotions were rendered at 8 different facing directions: 0°, 45°, 90°, 135°, 180°, 

225°, 270° and 315° (Fig. 5.1a). The 0°, 45°, 90°, 270° and 315° displays were generated based on the 

motion-captured 3D coordinates, while the other three remaining facing directions (135°, 180° and 

225°) were obtained by mirroring the frames of the 45°, 0° and 315° displays, respectively. For each 

facing direction, the agent could move either forward or backward. Backward locomotion displays 

were created by reversing the temporal order of the frames of the forward locomotions. Thus, the 

snapshots of forward and backward locomotion displays were identical and differed only in their 

sequences. 

 The stimuli consisted of approximately a full walking cycle and lasted 65 frames, equivalent to 

a stimulus duration of 1086 ms. The differences between the stimuli can be appreciated from Figure 

5.1b which shows condensed sequences of snapshots, taken every 13 frames (but with only 12 frames 

between snapshots # 5 and # 6; sampling frames: # 1, 14, 27, 40, 53, 65). Note the differences in 
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poses, i.e. legs closing versus opening, when advancing through the forward and backward sequences 

respectively. The height of the agent and the maximum lateral extension of the ankles measured 

approximately 6° by 2.8°, respectively. All stimuli were presented at the center of the monitor, i.e. 

non-translatory motion as on a treadmill, with a red fixation square located just below the hip of the 

agent. Unless stated otherwise, the start frame for each movie was kept constant across 

presentations.

 Throughout the remainder of this paper, stimuli will be annotated according to the facing 

direction followed by F or B to indicate forward or backward walking, respectively. Thus, ‘0F’ indicates 

0° facing direction, walking forward and ‘225B’ indicates 225° facing direction, walking  backward, etc.

Figure 5.1. Schematic representation of the locomotions from the main test. (a) An agent 

walked as if on a treadmill along one of four axes (dotted lines: 0°-180°, 45°-225°, 90°-270° 

and 315°-135°), in either facing direction, either forward or backward (full arrows). The 

start frame for each locomotion is depicted. Locomotion in the forward direction is 

towards the center. (b) Sequences of 6 snapshots sampling the locomotion movies every 

216 ms (except for 200 ms between snapshot # 5 and # 6). Facing directions are 

indicated. Left to right corresponds to forward walking, right to left to backward walking. 

Note that in the forward condition the legs close and then open, while the opposite is the 

case in the backward condition. Movies were presented without translatory component at 

the center of the screen.

5.3.3.2 Main test

The main test consisted of the eight different facing directions with the agent walking either forward 

or backward (8 x 2 = 16 conditions). The 16 movies were presented in an interleaved pseudorandom 

fashion. This test was used to search for responsive neurons which we tested with at least 4 
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unaborted trials (median = 7) per stimulus condition. Cells still adequately isolated at the end of this 

test were further subjected to at least one of the following tests.   

5.3.3.3 Random start frame test

In this test, the starting frame of the movie for any given stimulus condition was randomized across 

trials. Three stimulus conditions were included in this test: 0F, 0B and 180F. The randomization of the 

start frame covered the full 65-frame walking cycle. This was accomplished by generating 22 different 

movies beginning at 3-frame intervals. Temporally reversing the sequence and mirroring the 22 

different movies of the 0F condition resulted in the 0B and 180F movies, respectively. The various 

movies of the 3 conditions were pseudorandomly interleaved with a minimum of 6 unaborted 

(median = 16) trials per condition. 

5.3.3.4 Snapshot test

We extracted 7 different body poses, representative of the full walking cycle and spaced by at least 10 

frames, for each forward movie of the 8 facing directions. The snapshot test consisted of 8 

pseudorandomly interleaved conditions: the most effective locomotion display as determined in the 

main test, together with the 7 snapshots from that movie. Each snapshot was displayed for 303 ms 

while the locomotion was displayed exactly as in the main test. A minimum of 5 unaborted (median = 

10) trials per stimulus condition were presented. 

5.3.3.5 Half-body test

For each of the 16 movies of the main test, we generated two half-body configurations: displays 

showing only the upper (torso, arms and head) or lower body parts (legs). The locations of the half 

body stimuli on the screen corresponded to their locations in the original full body display. The test 

consisted of 6 conditions which included the full-body and two half-body displays of the most and 

least effective stimuli. At least 6 unaborted trials (median = 10) were presented per movie, in 

pseudorandomly interleaved fashion. 

5.3.4 Tasks

5.3.4.1 Passive fixation

The animals performed a passive fixation task in all tests, except the random start frame test. The 

advantage of the fixation task is that a large number of stimuli can be presented to the animal with no 

previous training. The sequence of the fixation task was as follows. The trial started with the onset of 

a red, square fixation target (size: 0.12° x 0.12°), which the animal had to fixate within a time period 

of 2 s. After fixating the target for 500 ms, the locomotion was shown with the fixation target 
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superimposed. In order to obtain a juice reward, the animal was required to continue fixating 

throughout the entire stimulus duration plus 200 ms after stimulus offset. Failure to do so resulted in 

an aborted trial. The size of the fixation window varied between 1.3° and 1.7° across monkeys. Only 

responses obtained in trials with successful fixations were analyzed.       

5.3.4.2 Locomotion categorization

During the random-start frame test (and only in that test) the animals performed a three-alternative 

categorization task, categorizing three locomotion conditions: 0F, 0B and 180F. The trial sequence in 

the locomotion categorization task was similar to that of the passive fixation task, except that 100 ms 

after stimulus offset, the fixation target was replaced by three red target squares (size: 0.4° x 0.4°), 

located 8.4° to the right, left and above the fixation target. The animals had been trained to saccade 

to one of these eccentric targets to indicate the perceived locomotion condition. The conditions 0F, 

0B and 180F were associated respectively with a rightward, leftward and upward saccade. An 

immediate saccade to the correct target, followed by holding fixation on this target for 100 ms, was 

rewarded with juice. Incorrect trials or aborted trials resulted in no reward. Prior to the recording 

sessions, the animals had been extensively trained in this locomotion categorization task. Further 

details concerning the training and behavioral results in this and a related task can be found in 

Vangeneugden et al. (2010).  Note that the animals had been trained only to discriminate the 0F, 0B 

and 180F conditions and not the other facing directions, nor forward versus backward walking for the 

other facing directions. This explains why only the 0F, 0B and 180F conditions were employed in the 

random start frame test. 

5.3.5 Data analysis

5.3.5.1 Main test

The responsiveness of each cell was assessed by a split-plot ANOVA (Kirk, 1968) comparing baseline 

with stimulus-driven activity. For each trial, the baseline activity was computed in a time window from 

-400 to 0 ms, while activity elicited by the stimulus was computed in a window from 50 to 1100 ms, 0 

representing stimulus onset. Baseline versus stimulus activity served as a repeated-measure within-

trial factor, and the 16 stimulus conditions as a between-trial factor. Cells with either a significant 

main effect for the baseline-stimulus activity factor ( p < 0.05) or a significant interaction between the 

two factors ( p < 0.05) were considered for further analysis. All neurons in the reported sample (N = 

171) had significant responses based on this ANOVA analysis. 

 We utilized a two-way ANOVA of the net responses to examine the main effects and 

interaction between the following factors: forward versus backward locomotion (2 levels) and facing 

direction (8 levels). Net responses were calculated by subtracting the firing rate in the baseline 
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window from the firing rate in the stimulus window for each individual trial. The time windows 

(baseline and stimulus) were identical to the ones used in the split-plot ANOVA. A factor (e.g. facing 

direction) was deemed to have a significant effect on the responses of the neuron if either the main 

effect of that factor or the interaction effect was significant ( p < 0.025; Bonferroni correction for 

multiple comparisons). 

 The degree of selectivity for the different locomotion conditions was quantified using the d’ 

index: d’ = (mean (resp(c1)) – mean (resp(c2)))/sqrt((var(resp(c1)) + var(resp(c2)))/2), where mean and var 

correspond to the mean and between-trial variance of the gross response (time window 50-1100 ms) 

to c1 and c2, respectively. C1 refers to the action, selected from the 12 conditions, that produced the 

largest mean response. These 12 conditions were: 0F, 0B, 45F, 45B, 135F, 135B, 180F, 180B, 225F, 225B, 

315F and 315B. Given that the perceived difference between the forward and backward walking is 

poor for the 90° and 270° stimuli, we excluded those conditions from the d’ computation. We 

computed 3 sorts of d’, differing in the identity of c2: (1) d’ fwd-bwd: c2 being the forward or backward 

condition of the same facing direction as c1 (e.g. 0F and 0B), (2) d’ facing: c2 being the least effective 

facing direction (out of 5) with forward/backward locomotion being the same as c1 (i.e. if c1 is a 

forward condition then c2 will also be a forward condition), and (3) d’ axis, c2 being the facing 

direction of the same axis as c1 with forward/backward locomotion of c1 and c2 being the same (e.g. 

0F and 180F). We use d’ as an index of selectivity since it takes into account the mean trial-to-trial 

variability of the responses in addition to differences in the strengths of responses to c1 and c2.

 To visualize mean tuning for facing direction in neurons that demonstrated selectivity for that 

parameter, we performed the following analysis. First, for each neuron we carried out two one-way 

ANOVAs on the net responses to the 8 facing directions, one for the backward and one for the 

forward conditions. Next, we selected those cases in which the ANOVA showed a significant effect 

( p < 0.05) for facing direction. For each selected case, the preferred direction was determined based 

on the odd trials, while the mean responses of the even trials for each of the 8 facing directions were 

plotted in polar coordinates. The tuning curves were then rotated so that the preferred direction of 

each neuron, as determined by the odd trials, equaled the 0° coordinate. The same procedure was 

repeated using the even trials to determine the preferences and plotting the mean response of the 

odd trials. The rotated odd and even tuning curves were then averaged across all cases and across 

cases for which the preferred directions lie along the same axis. The odd-even averaging procedure 

makes certain that the preferred stimulus is defined on a set of trials that are independent of the 

trials used to plot the tuning curve. This prevents favoring the response to the best direction 

compared to the other directions, and thus guards against overestimating the actual tuning. This odd-

even procedure has been used in other analyses in this paper where we compare population 

responses between conditions (e.g. pose selectivity).  
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 We employed support vector machines (SVM; Cortes and Vapnik, 1995; Hung et al., 2005) to 

classify the facing directions, using temporal cortical responses as the input. A support vector machine 

performs classifications by constructing hyperplanes in a multidimensional space that separates items 

(responses on individual trials) of different class labels (locomotion stimuli). Basically, we employed 

the same procedure as that of Köteles et al. (2008) except that in the present paper we used a linear 

rather than a radial-basis function kernel. Classification using a linear SVM should be more biologically 

plausible since it is formally identical to classification based on a linear combination of the weighted 

responses of each of the neurons. We employed the machine learning package ‘Spider’ (http://

www.kyb.tuebingen.mpg.de/bs/people/spider/main.html) to implement a multi-class SVM using a one-

versus-one approach (Weston and Watkins, 1998). Training was performed using a grid search 

algorithm to find the optimal regularization parameter for the SVM algorithm. In addition, we applied 

a threefold cross-validation to evaluate the fitting provided by each parameter value set tried during 

the grid search, thus avoiding any over-fitting. Importantly, the classification performances that we 

report are obtained using tests with responses from trials that are independent of the trials used to 

train the SVM. 

 The input to the SVMs consisted of population response vectors that were constructed by 

concatenating the responses of a set of N neurons on a single trial for a given stimulus. Note that the 

neurons were recorded in separate sessions and thus we ignore any correlated activity between 

neurons. However, having simultaneous recordings would most likely not have changed our 

conclusions since we are mainly interested in comparisons of relative classification ability across 

stimulus conditions and over time. Furthermore, a recent study (Anderson et al., 2007) has suggested 

that the responses of simultaneously recorded IT neurons, taking response correlations into account, 

do not produce more information about the stimulus presented than taking the responses without 

considering response correlations (as with sequential recordings). We employed three sorts of 

response vectors. (1) In one such analysis, the firing rates, averaged within a 50-1100 ms window, 

were computed for each trial and for each neuron, and the population response vector was defined 

as the concatenation of the average firing rates of the individual neurons for a single trial (vector 

length: N neurons). (2) In a second set of analyses, average firing rates were computed for each 50 ms 

bin between 50 and 1100 ms after stimulus onset. Population response vectors in this case were a 

concatenation of the responses in the individual bins of a single trial for the different neurons (vector 

length: N neurons x 21 bins). (3) In a third set of analyses, the response vector consisted of the 

concatenation of the responses of the individual neurons obtained in a single, 50 ms bin of a single 

trial (e.g. the 100-150 ms bin; vector length = N neurons). 

 For all SVMs, training and testing followed the same scheme. For each neuron, 4 trials of each 

condition were randomly drawn, without replacement, from all the recorded trials of that condition 
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and used to create 4 population response vectors. These vectors were then used to train the SVM. 

Testing was performed using 2 different trials randomly drawn from all the recorded trials (except 

the 4 used for training). Consequently, only neurons for which at least 6 trials per condition had been 

recorded were incorporated in the SVM. Each SVM was run 1000 times using a different sampling of 4 

training and 2 test trials per neuron each time. Based on the classifications, confusion matrices were 

created which indicated the proportion of classifications in which a response vector belonging to 

condition X was classified as condition Y. These proportions are computed from the classifications of 

the test trials across the 1000 resamplings. 

 One set of SVM analyses classified the 16 locomotion conditions of the main test based on 

the responses of a population of neurons. Chance level for this 16-condition classification is 

theoretically 1/16 = 0.0625. We ran a control SVM analysis in which we randomly shuffled the labels 

of the trials and then performed exactly the same SVM classification as for the real, correctly-labelled 

data, except that here 100 rather than 1000 resamplings were performed. A control SVM was done 

for each of the SVMs performed on the correctly-labelled data shown in the results section (see 5.4.4 

Classifications of walking directions by the population of temporal neurons). For each of the control 

analyses, the mean proportion of correct classifications was 0.0625, as expected, and all gave standard 

errors (computed on the 100 resamplings) below 0.02. In a second set of SVM analyses, we classified 

the 0F, 0B and 180F conditions. Control SVMs using randomly reshuffled trial labels, all produced the 

expected proportion of correct responses, i.e. 0.33 (standard error on 100 resamplings was less than 

0.04). To assess the reliability of the classification scores in the confusion matrices, we computed 

standard errors of the mean for the 1000 resamplings. For all analyses, the maximum standard error 

across all cells of the confusion matrix was equal to or smaller than 0.01.  

 When comparing the SVM-based classification performances of two classes of neurons, we 

equated the numbers of neurons in these two classes. The number of neurons randomly selected (in 

each of the 1000 resamplings) to provide input to the SVMs was set equal to the sample size of the 

smallest class. We also ensured that the number of neurons contributed by each animal was equal for 

the two classes. Thus differences in classification scores between the two groups of neurons cannot 

be due to difference in the number of neurons or differences between animals. 

 For the third set of SVM analyses, we trained and tested using the responses in single 50-ms 

bins. In these analyses, training was performed for a particular bin (e.g. 100-150 ms) while testing was 

performed for the same and all other bins. Responses from the same trial were used to classify all 

bins during testing. In one analysis, the responses in the different bins were taken as the raw spike 

counts (as in all other SVM analyses), while another analysis used responses standardized across bins. 

The standardization was performed for each bin by computing the difference between the spike 

count and the mean spike count for that particular bin, averaged across trials and neurons. This 
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difference was then divided by the standard deviation of all spike counts within that particular bin 

across all trials and neurons. This z-standardization ensured that the mean response was the same 

across all bins. The SVM classification scores with and without standardization were virtually identical. 

The data shown in the results section (5.4 Results) are the classification scores obtained without the 

standardization. 



5.3.5.2 Random start frame test

Neural responsiveness to the three locomotion conditions was assessed by means of a split-plot 

ANOVA (see main test). The same time windows were employed as in the analyses of the main test. All 

neurons reported in the results section showed significant responses as judged from the split-plot 

ANOVA.

5.3.5.3 Snapshot test

We considered only neurons that showed a significant response to the dynamic locomotion 

condition. This was tested by means of the Wilcoxon matched pairs test ( p < 0.05), comparing 

baseline, i.e. -400 to 0 ms, versus stimulus-driven activity at 50 to 350 ms. To determine whether the 

static snapshot displays elicited significant activity, a split-plot ANOVA was carried out on the 

responses of the 7 snapshots (between-trial factor) comparing baseline (time window: -400 to 0 ms) 

with stimulus-driven activity (time window: 50 - 350 ms; within-trial factor). When the main effect of 

the baseline-stimulus factor, or the interaction between these two factors (both effects; p < 0.05), 

proved to be significant, we determined whether the neuron showed a significant effect of pose using 

a one-way ANOVA of the net responses to the 7 static conditions. To visualize the pose selectivity, we 

ranked the responses to the 7 poses for each of the pose-selective neurons. The ranking was 

performed using the odd-even procedure: for each neuron half of the trials, either odd or even trials, 

were used to determine the ranking, while the remaining half of the trials, even or odd trials 

respectively, were used for averaging the responses shown in the ranking plot. 

 Using the Pearson product-moment correlation coefficient, we correlated the neural 

responses to the static snapshots with the neural responses to the same snapshots embedded in the 

locomotion sequence. Only those neurons showing a significant response to the action and a 

significant selectivity for the static snapshots were incorporated in this analysis. The correlation 

coefficients, presented in section 5.4 Results, were computed using a time window of 150 ms and a 

delay of 50 ms. Thus, for the snapshots in the locomotion sequence, the neural activity was averaged 

across a window of 150 ms starting 50 ms after the occurrence of the snapshot in the locomotion 

sequence. The responses for the static presentations of these snapshots were computed in a window 
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of the same duration that started 50 ms after stimulus onset. We examined a range of delays (0 – 100 

ms) and time window durations (100- 250 ms), all of which yielded qualitatively similar results. 

 To compare the strengths of responses to the action and to the static presentations of the 

snapshots, we computed an Action index = (Pa - max Ps)/(Pa + max Ps) for each neuron, with Pa being 

the net peak firing rate, between 50 and 1100 ms, for the action, and max Ps being the maximum net 

firing rate, between 50 and 350 ms, for the 7 static snapshots (times relative to stimulus onset). We 

followed the procedure of Vangeneugden et al. (2009) to compute this index. Briefly, we smoothed 

the response using a Gaussian kernel (SD = 25 ms) before determining the maximum firing rate. Only 

neurons with a net peak firing rate exceeding 10 spikes/s for the action were considered. Based on 

Vangeneugden et al. (2009), we then split the neurons into two classes using the Action index: 

‘motion’ (Action index > 0.2) and ‘snapshot’ neurons (Action index <= 0.2).

 Other analyses of the responses in this and the other tests are described in the relevant 

Results sections.

5.4 Results

We recorded the responses of single rostral temporal cortical neurons to locomotion displays in two 

macaque monkeys (M1 and M2) that had been extensively trained to categorize facing direction and 

forward- versus backward walking by a ‘humanoid walker (Vangeneugden et al., 2010). Neurons from 

both banks of the STS and the lateral convexity of IT were sampled. Although the recording locations 

explored were, on average, more posterior in M1 than in M2, there was still considerable overlap 

(Fig. 5.2). 

Figure 5.2. Estimated range of 

recording locations. Top: sagittal MRI 

sections of  each monkey marking the 

most posterior and anterior recording 

locations. The bottom coronal MRI 

sections show the most posterior and 

anterior recording locations. ((a) 

monkey M1: 1 and 2; (b) monkey M2: 

3 and 4). The boxes roughly demarcate 

the lateral-medial extent of responsive 

cells at those coronal planes.
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5.4.1 Effect of facing direction and forward versus backward walking: single-

neuron examples

The main test included 16 conditions: movies of 8 facing directions combined with forward and 

backward walking for each of these facing directions (Fig. 5.1). The stimuli were presented during 

controlled fixation upon a small red target. Figure 5.3 shows three examples of single neurons that 

responded to at least one of the stimuli. 

Figure 5.3. Selectivity for locomotion stimuli 

in the main test: single-neuron examples. 

Peristimulus time histograms (PSTH) and raster 

plots positioned according to the conventions 

of  Figure 5.1a. The left and right PSTHs of a 

pair indicate responses to forward and 

backward walking, respectively, for a particular 

facing direction. Facing directions are indicated 

in the central inset. All three neurons show a 

significant effect of facing direction (all p’s < 

0.00001) combined with (a) no significant 

effect of forward versus backward loco-

motions, nor a significant interaction effect 

(both p’s > 0.14), (b) only a significant effect of 

forward-backward ( p < 0.005) and (c) a 

significant main effect of forward versus 

backward and a significant interaction effect 

( p’s < 0.00001). Bin width is 25 ms. For each 

neuron, firing rates in spikes/s are indicated on 

the vertical axis. Vertical lines mark stimulus 

onset and offset; stimulus duration was 1086 

ms.

 The first neuron (Fig. 5.3a) shows strong selectivity for facing direction, responding mainly to 

the 180° facing direction (two-way ANOVA with facing direction and forward versus backward as 

factors; main effect of facing direction: p < 0.00001). Note the similar responses to the forward and 

backward conditions of the same facing direction (no main effect of forward versus backward nor an 

interaction effect between the two factors: all p’s > 0.14). Such a response pattern was typical of the 
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majority of neurons (see below). The neuron shown in Figure 5.3b not only shows a strong effect of 

facing direction (main effect: p < 0.00001), but also for forward versus backward locomotion (main 

effect: p < 0.005). Note, however, that the modulation between the forward and backward conditions 

was relatively weak. The neuron shown in Figure 5.3c shows a much stronger effect of forward versus 

backward locomotion (main effect: p < 0.00001), in addition to strong selectivity for facing direction 

and a significant interaction effect (both p’s < 0.00001). Note the similar responses shown by this 

neuron for facing directions along the same axes (e.g. 0° and 180°).

 These examples demonstrate that single STS/IT neurons can show selectivity for facing 

direction and that some can also distinguish between forward and backward walking directions. The 

movies of the 8 different facing directions vary in both snapshots and the motion trajectories. Hence, 

selectivity for facing direction could be due to selectivity for the body poses and/or for motion 

trajectories associated with the different facing directions. However, forward and backward movies 

for the same facing direction differ only in their frame sequence (backward movies are forward 

movies played in reverse) and contain the same snapshots. Thus, different neural responses between 

the forward and backward locomotions, when averaged across the whole movie presentation, suggest 

selectivity for snapshot sequence and/or motion. This will be examined in more detail below. 

5.4.2 Selectivity for facing direction

Of the 171 responsive neurons (81 and 90 neurons in M1 and M2, respectively) tested with 2x8 

facing-direction conditions (main test), the majority (65%) showed a significant effect of facing 

direction (two-way ANOVA: main effect of facing direction or interaction significant; p < 0.025). In a 

complementary analysis we examined the significance of the facing direction effect by means of a one-

way ANOVA. We conducted this one-way ANOVA for the forward and backward conditions 

separately, thus giving two values for each neuron (2 x 171 = 342 cases in total). This yielded 187 

cases (55%: 187/342) showing a significant effect of facing direction. Interestingly, of these 187 

selective cases, 35% preferred the trained walking directions (0F, 0B and 180F), which is a significantly 

larger proportion than the 19% (3/16) expected from a uniform distribution of preference (p < 0.05; 

binomial test). This may suggest that the extensive training that the monkeys received before the 

recording sessions affected the preferences of the facing-direction selective neurons.

 Figure 5.4e shows the average facing direction tuning for all facing-direction selective neurons 

(n = 187 cases). Note that this average tuning curve was obtained by determining the preferred 

direction using an independent set of trials (see 5.3 Materials and methods). Such a procedure avoids 

the overestimation of the actual tuning that occurs when peak responses are selected from noisy 

data. Two points are noteworthy regarding the average tuning curve for facing direction. First, a 

change in facing direction of only 45° from the preferred direction is sufficient to cause a marked 
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drop of the average response strength, with little additional decrease in the response strength with 

larger direction differences. Second, at 180°, opposite the preferred facing direction, the average 

response is stronger than that at facing directions closer to the preferred direction. This differs from 

classic direction tuning, where the response decreases with increasing distance from the preferred 

direction (classic bell-shaped tuning curves as observed in e.g. macaque area MT for motion 

direction). Instead, it suggests that there is less selectivity for two facing directions lying along the 

same axis than for other direction differences. This sort of axial selectivity was most prominent for 

neurons preferring the 90° and 270° directions (Fig. 5.4c), which is not surprising given that these 

stimuli differ relatively little in appearance (Fig. 5.1b). Nonetheless, axial selectivity was also clearly 

present for the 0° and 180° directions (Fig. 5.4a). The neurons tuned to the other two axes showed 

the lowest average direction selectivity (Figs. 5.4b,d). These analyses show that the neural responses 

vary with facing direction, but that in general, the dependence on facing direction is unlike classic, bell-

shaped direction tuning.

Figure 5.4. Average fac ing 

direction tuning for facing direction 

selective neurons. The tuning 

curves, after alignment of the 

preferred facing direction (P) to 0°, 

were averaged. The responses of 

neurons with a preferred facing 

direction along the same axis were 

averaged. Response strengths were 

not normalized before averaging, 

but the averaged responses are 

normalized by their maximum in 

the plots. Thin black lines indicate 

standard errors of the mean. (a) 

0°-180° (n = 72; max average firing 

rate = 19.8 spikes/s), (b) 45°-225° 

(n = 38; max firing rate = 16.3 

spikes/s), (c) 90°-270° (n = 51; max 

firing rate = 20.3 spikes/s) and (d) 

315°-135° (n = 26; max firing rate 

= 25.7 spikes/s). The average tuning 

curve for all selective neurons is 

shown in (e) (n = 187; max firing 

rate = 20.1 spikes/s).
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5.4.3 Selectivity for forward versus backward walking

Of the 171 responsive neurons recorded in the main test, a minority (18%) showed a significant effect 

of forward versus backward walking (two-way ANOVA: main effect of walking direction or interaction 

significant; p < 0.025). In a complementary analysis we tested, for each neuron, whether the response 

in the forward condition differed from that in the backward condition for at least one facing 

direction. Since the perception of forward versus backward walking is rather subtle for the 90° and 

270° locomotions, we excluded these directions from this analysis. The response differences were 

tested with the non-parametric Mann-Whitney U test using a corrected p value of 0.008 (0.05/6 

comparisons for each neuron). Applying this second analysis showed that only 13% of the neurons 

responded significantly differently to the forward versus backward walking for at least one of the six 

facing directions tested. 

 We quantified the degree of selectivity by computing a d’ index (5.3 Materials and methods) 

comparing responses to the forward and backward stimuli for the best facing direction (d’ fwd-bwd). 

Given that the perception of the difference between forward and backward walking for the 90° and 

270° locomotions is poor, we again excluded those conditions from the present analysis. Thus the 

best response was chosen from the 12 remaining stimulus conditions. We thereby excluded 3 

neurons that were highly selective for the 90° or 270° conditions and failed to respond to any of the 

other conditions. For comparison, we also computed d’ values contrasting the best and worst facing 

direction (d’ facing; see 5.3 Materials and methods) and contrasting the best facing direction with the 

one differing by 180°, along the same axis (d’ axis), for the same neurons. The distributions of these 

three d’ indices (n = 168) are shown in Figure 5.5a. As expected from the ANOVA analyses described 

above, the median d’ fwd-bwd (0.75) was significantly lower than that for facing direction (1.65; 

Wilcoxon matched pairs test, p < 0.00001). Also, the d’ for stimuli differing in facing direction by 180° 

(0.98) was significantly higher than the d’ for forward versus backward (0.98 versus 0.75 respectively; 

Wilcoxon matched pairs test, p < 0.00001). Thus, the overall degree of selectivity for forward versus 

backward stimuli was rather weak, with only 10/168 neurons exhibiting a d’ greater than 2.
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Figure 5.5. Distributions of single-cell selectivity for different walking directions for the 

main (a) and random start frame test (b). (a) Distributions of d’ indices for forward-

backward (blue; d’ fwd-bwd), facing direction (orange; d’ facing) and facing direction along the 

same axis (red; d’ axis) for all neurons responsive in the main test (n = 168). (b)  

Distributions of d’ indices for responsive neurons in the random start frame test (n = 45). 

Note that in this test, only 3 conditions were shown and thus the preferred direction was 

not always included, explaining the lower average d’s. Also, d’ facing and d’ axis are identical 

for this test, since only two facing directions (along the same axis) were presented. 

Medians of each of the distributions are indicated by arrowheads. Significant differences 

between the distributions are denoted by asterisks (all p’s < 0.001).

5.4.4 Classification of walking direction by the population of temporal 

neurons

All analyses thus far have described the selectivity of single STS/IT neurons. As is the case for many of 

the selectivities observed in visual cortex, single neurons varied markedly in their degree of selectivity 

for facing direction and also, to some extent, with regard to forward versus backward walking. This 

raises the question of how well this population of STS/IT neurons can classify the locomotion movies 

and which movies tend to be ‘confused’ by this population of neurons. To answer these questions, we 

trained linear SVM classifiers using population response vectors as inputs. Population response 
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vectors were constructed by concatenating the responses of randomly drawn, single trials of neurons 

for which at least 6 trials per condition were available (n = 146; 85% of the total population; M1 = 67, 

M2 = 79 cells). We employed 4 randomly-drawn trials (without replacement) from each neuron to 

train the classifier while using 2 of the remaining trials to measure the performance of the classifier 

(see 5.3 Materials and methods for details). Thus training and testing were performed on independent 

data, avoiding circularity. We tested 1000 permutations of trial numbers and neurons.

 In an initial SVM analysis, the response was defined as the mean firing rate averaged across 

the entire stimulus duration (as for the single-neuron analyses above). Figure 5.6a displays the 

confusion matrix plotting the relative frequency with which a particular stimulus (‘expected’; rows) is 

classified as one of the 16 possible stimuli (‘predicted’; columns). Note that each of the rows 

(expected or presented stimuli) sums to 100%. Perfect classification corresponds to values of 100% 

on the right diagonal (predicted = expected). Classification accuracy averaged across the 16 

locomotions was 48% correct, which was considerably and significantly greater than expected by 

chance (1/16 = 6%). On the other hand, the overall classification performance was far from perfect. 

Inspection of the confusion matrix shows that the classification errors are not randomly distributed 

and thus do not merely reflect noisy data. (1) First, classification of facing direction, irrespective of 

walking forward or backward, is much better than overall classification accuracy. Indeed, overall 

classification performance for the former was 76% correct. Thus the low overall classification 

accuracy is due more to a confusion of forward versus backward walking than to a difficulty in 

distinguishing locomotions differing in facing direction. This is revealed in the confusion matrix by the 

2 by 2 square patterns along the diagonal. (2) Second, errors in the classification of facing direction 

were also distributed systematically. Three groups of facing direction stimuli were rarely confused: (a) 

the 0° and 180° directions, (b) the 45°, 135°, 225°, and 315° directions and (c) the 90° and 270° 

directions. (3) Third, locomotions along the different axes varied greatly in their classification 

accuracies: the average performance for the 0° vs. 180° stimuli was 76% (range: 65-84%), while it 

averaged only 38% (range: 25-54%) for the other axes. (4) Fourth, except for the 90° and 315° facing 

directions, the percentage of correct classifications of forward locomotions exceeded the 

misclassifications of that stimulus as backward and vice-versa. Thus, the population activity was able to 

classify forward versus backward walking but this ability depended strongly on facing direction axis: 

for the 0° and 180° directions, the mean accuracy of forward - backward classification was 83% 

correct (chance level: 50%) while only 56% of the oblique-facing directions and about chance level 

(49%) of the 90° and 270° directions were correctly classified. Thus, the classification accuracy of 

forward versus backward walking was relatively high for the trained stimuli, but less for the other, 

untrained stimuli. The difference between trained and untrained stimuli was present even within the 

0-180° direction axis. The monkeys were extensively trained on 3 locomotions: 0F, 0B and 180F. The 
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classification accuracy for these 3 trained stimuli ranged from 75 to 84% correct (mean: 79%) while it 

was only 65% for the untrained, 180° backward stimulus.  

Figure 5.6. Confusion matrices displaying the performance of the linear SVM-classifier. In 

each panel, the rows indicate the actual presented, and thus expected, locomotion and the 

columns the classifications, i.e. the predictions made by the classifier. The classification 

scores are plotted using the color scale shown at the bottom. Numbers indicate 

classification scores in percent. Perfect classification corresponds to values of 100% along 

the right diagonal. The proportions of a row add up to 100%. Facing directions are 

indicated in degrees, following the convention of  Figure 5.1a. Forward and backward 

walking is denoted by F and B, respectively. (a-b) Confusion matrices for the main test, 

when taking as input averaged neural activity per trial (a) in a 1050 ms window or (b) in 

21 bins of 50 ms each. The latter incorporates temporal within-action response 

modulation. Training and testing was performed using the responses of 146 neurons. (c-d) 

Comparison of the confusions made between three locomotion categories (0F, 0B and 

180F) using random or fixed start positions for the same neurons. The responses for the 

random start SVM were obtained in the random start frame test, while the responses for 

the fixed start SVM were from the main test of the same neurons. Neural activity was 

computed for each trial (c) in a 1050 ms window or (d) in 21 bins of 50 ms each. Training 

and testing was performed using the responses of 42 neurons.

Chapter 5: Coding of locomotions in macaque temporal cortex

189



 In all the analyses so far, we have employed the mean firing rate, computed for the entire 

stimulus duration. From an inspection of the PSTHs of single neurons it was clear that most neurons 

did not respond over the whole stimulus duration but only to certain segments of the action (e.g. 

neurons in Figs. 5.3b,c). One possible explanation for this within-action response modulation is that 

these neurons respond selectively to particular snapshots or motion patterns that occur at specific 

moments during the action (this possibility will be addressed later). Now, we will determine whether 

incorporation of such within-action response modulation increases the ability to classify the actions. 

To this end, we binned the responses for each trial, using 50 ms bins starting 50 ms post-stimulus 

onset. The population response vector of a trial then consisted of the concatenation of the binned 

firing rates of the neurons (n = 146). Otherwise, the SVM analysis was identical to the one described 

above (with the average firing rate computed over the entire stimulus duration). The confusion matrix 

obtained when the population response vector consisted of these binned responses is presented in 

Figure 5.6b. It is obvious that, except for the 90° and 270° facing directions, the stimuli were classified 

perfectly or nearly perfect (97-100% correct). It is important to note that the SVM analysis based on 

the population response vectors, consisting of binned firing rates, could classify forward from 

backward walking extremely well, even for the 90° and 270° directions (mean forward-backward 

classification 94% correct; 80% correct for the latter two conditions and 99% correct for the 

remaining 12 conditions; chance level: 50%). In fact, in the case of the 90° and 270° directions, 

confusions existed mainly between opponent facing directions with the walker moving in the same 

direction, i.e. with some confusion between the 90F and 270F but less between 90F and 90B or 270B 

and 270F.

 The previous analysis shows that when within-action modulations are taken into account, the 

population responses can classify the different walking directions extremely well, including forward 

from backward locomotion. Subsequently, we questioned how the classification accuracy evolved 

during the course of the response and whether the stimulus preferences remained invariant during 

the course of the response. In theory, it is possible that neurons coding for, e.g. forward walking at the 

beginning would continue to do so during the course of the response. However, given the strong 

impact of the 50 ms binning on the overall classification performance, it might also be that stimulus 

preferences shift during the course of the response or that different neurons contribute to the 

classification at different moments during the response. In other words, that the stimulus code is not 

stationary but changes during stimulus presentation. To answer both questions, we trained the 

classifier using population vectors (n = 146 neurons; M1 = 67, M2 = 79 cells) based on the average 

firing rate of a particular 50 ms bin and tested the SVM using the average firing rates, on independent 

trials, of this and all other bins (e.g. training with trial X: bin 150-200 ms while testing different trial Y: 

bins 50-100, 100-150, 150-200, 200-250 etc.). Training and testing using the same bin will assess the 
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time course of the classification, while training and testing using different bins will assess the 

stationarity of the code. 

Since we were mainly interested in the classification of facing direction along any given axis 

(e.g. 0° versus 180°) or forward versus backward classification for a particular facing direction, we 

computed, for each axis (Fig. 7) and each facing direction (Fig. 8), the percent correct classifications of 

facing direction and forward- versus backward locomotion, respectively. The classification score was 

plotted as a function of the difference between the trained and the tested bin (training-test time 

difference; TTTD plot). Note that in all TTTD plots, chance performance corresponds to 50%.  

First, we will discuss the classification of facing direction along a single axis (e.g. 0° versus 

180°; Fig. 5.7). As expected from the previous analyses (Figs. 5.6a,b), the overall classification 

performance was poorer for the 90-270° axis (mean accuracy along the diagonal: 62%), while high-to-

excellent classification performances were achieved for the other axes when training and test bins 

coincided (mean accuracy along the right diagonal: 86%). Overall, classification performance varied 

little over the course of the response and was already high by the 50-100 ms bin. Importantly, 

performance deteriorated quickly with increasing temporal offset between test and training bins (data 

offset from the diagonal in the TTTD plots of Fig. 5.7). Overall, performance remained stable only 

when test and training bins differed by less than 100 ms, although this margin varied during the 

course of the action. Thus, these neurons code predominantly for momentary action snippets and not 

for the overall facing direction. A prominent feature of the TTTD plots is the periodicity of the 

pattern of the classification scores. A classifier trained at a particular time period will classify the 

response vectors well not only for the same time period (100 ms) but also for response vectors 

approximately 500 (0-180° axis) or 750 ms (oblique axes) distant from it. This is probably related to 

the cyclic, repetitive nature of the limb movements during locomotion (see Supplementary Fig. 5.1 for 

the 0-180° axis). Importantly, between such classification peaks, performance drops to below chance 

level (blue colors in Fig. 5.7), showing that response patterns that were trained as belonging to 

direction A are consistently classified as belonging to direction B and vice versa. This reversal of 

classification is a strong demonstration of the non-stationary coding of facing direction by these 

neurons. It is unclear why the coding reverses between classification peaks. Similar reversals are also 

observed when comparing forward from backward locomotions, but are more readily interpretable 

(see below).
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Figure 5.7. Training-test time 

d i f f e r e n c e ( T T T D ) p l o t s o f   

classification of facing direction along 

the same axis. Classification accuracy 

is plotted as a function of trained 

(ordinate) and tested (abscissa) 50 ms 

bins. For the data shown along the 

right diagonal, tested and trained bins 

coincided. Classification accuracies 

were computed for pairs of facing 

directions along the same axis (e.g. 0° 

and 180° facing directions; rows) and 

for forward (left column) and 

backward walking (right column) 

separately. Chance performance 

corresponds to 50% (green color). 

Note that blue colors correspond to 

a reversed classification, e.g. 0° facing 

direction classified as 180°. Training 

and testing was performed using the 

responses of 146 neurons.

Figure 5.8 shows the TTTD plots of forward-backward classification for each of the 8 facing 

directions. Overall, the forward-backward classifications have slower time courses than those for 

facing direction. Here, also, classification performance varied substantially during the course of the 

response. In a manner similar to the facing-direction classification, marked periodic patterns are 

present in the TTTD plots for the 0° and 180° directions: performance is best when training and 

testing bins coincide, or where they differ by approximately 500 ms (see Supplementary Fig. 5.2). 

Between these points, classification performance is worse than expected by chance, indicating a 

reversal of the classification (blue in Fig. 5.8). For the other facing directions, especially for the 

obliques ones, reversal effects are also present, albeit lacking the clear periodicity present in the 

lateral 0-180° axis locomotions. A simple explanation could account for this observation. In the 

forward condition, the actor first closes his legs before opening them completely, while the opposite 

pattern can be observed in the backward locomotion: first legs open completely before closing. Cells 

coding for closed or opened legs (momentary code: short action snippets) thus could periodically 

encode for forward or backward locomotion and vice versa (see also 5.4.6 Body pose selectivity). 
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Figure 5.8. Training-test time difference (TTTD) plots of SVM classification accuracy 

between forward and backward locomotions of the same facing direction. The TTTD plots 

show the forward-backward classification performance (chance = 50 %) for each of the 8 

facing directions. They are ordered according to the scheme presented in the center (see 

Fig. 5.1a). Training and testing was performed using the responses of  146 neurons. Same 

conventions as in Figure 5.7.

5.4.5 Comparing responses to actions and static presentations: “motion” 

versus “snapshot” neurons

 A possible explanation for the periodic patterns in the TTTD plots of the forward versus backward 

classification is that this classification depends on the momentary differences in pose, i.e. form, among 

these conditions. Indeed, differences in pose change during the course of the action and can reoccur 

within the walking cycle. This can also explain the marked improvement in classification performance 

obtained when the 50 ms binned response vectors are used, compared to the full response vector, 

since the former takes into account variations in the response that occur during the stimulus 
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presentation. Alternatively, it is possible that the periodic patterns are due to responses related to 

motion patterns present at particular moments during the action.

 To address the contribution of motion versus form (pose) information, we compared the 

response during the action with responses to static presentations of representative frames, or 

‘snapshots’ sampled from the complete walking cycle. This test was performed for 133 neurons 

responsive to at least one locomotion direction (M1 = 68, M2 = 65 cells). We found that some 

neurons required motion (M1 = 11, M2 = 25 cells), since they did not respond to the static 

presentations of the snapshots (Fig. 5.9a), while other neurons responded equally well to the static 

presentations (Fig. 5.9b) and motion (M1 = 57, M2 = 40 cells).  

Figure 5.9. Neural responses to static snapshots and locomotions compared: two 

example neurons. Peristimulus time histograms (PSTH) with raster plots displaying a 

neuron not responding to static poses ((a) Action index = 0.85) and a neuron firing 

selectively to different body poses ((b) Action index = -0.15). The snapshots are shown 

above the corresponding PSTH. The PSTHs for the locomotion stimuli are shown in each 

row to the left. The dynamic walker elicited a significant discharge in both neurons. The 

neuron in (a) is the same as in Fig. 5.3c (note that the start frame position of the 180F 

locomotion differed from that in Fig. 5.3c). The neuron in (b) is the same as in Figure 5.3b. 

To capture differences in the responses to static and dynamic displays, we computed an Action 

index (Vangeneugden et al., 2009). A positive Action index indicates a higher peak response to the 
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action than to the preferred static snapshot, a negative index, a lower peak response. As shown in 

Figure 5.10, most neurons had negative or near-zero Action indices (median Action index = -0.02; n = 

133), indicating strong responses to the static presentations. The distribution of the Action indices 

differed between regions: neurons in the upper bank and fundus of the STS had a significantly higher 

median Action index (0.33; n = 35) than neurons in the lower bank of the STS (median = -0.08; n = 82; 

Mann Whitney U test; p < 0.00001) and lateral convexity of IT (median = -0.05; n =16; Mann Whitney 

U test; p < 0.00001). Vangeneugden et al. (2009) distinguished two classes of neurons based on these 

Action indices. Neurons with an Action index larger than 0.2 responded more strongly to the action 

than to the static presentations, and hence were labeled ‘motion’ neurons. Neurons of the 

complementary class were labeled ‘snapshot’ neurons since they responded as well (or even better) 

to the static presentations of the snapshots than to the action. As expected from the distribution of 

Action indices (Fig. 5.10), the majority (72%) of the 36 ‘motion’ neurons were recorded in the upper 

bank and fundus of the STS while the great majority (91%) of the 97 ‘snapshot’ neurons were 

recorded either in the ventral bank of STS or in lateral convexity of IT, corroborating previous results 

(Vangeneugden et al., 2009).

Figure 5.10. Distribution of the Action indices of  neurons (n = 133) recorded in different 

anatomical STS/IT regions. Regions included: lateral convexity of IT (light gray), STS lower 

(dark gray) and upper bank (black). Medians are indicated by arrowheads above the graph. 

Significant differences between medians are denoted by asterisks (Mann Whitney U test; p’s 

< 0.00001). Positive (Negative) Action indices indicate smaller (greater) responses to static 

presentations of body poses than to the locomotion. Following Vangeneugden et al. (2009), 

the criterion to distinguish between ‘snapshot’ and ‘motion’ neurons was set at 0.2 

(stippled vertical line). The values on the X-axis indicate neurons with Action indices of the 

same or larger size as the plotted value.
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 Neurons with a significant effect of facing direction tended to have lower Action indices 

(median = -0.04) than those showing no effect of facing direction (median = 0.06), but this difference 

did not reach significance (Mann Whitney U test; p = 0.46). On the other hand, neurons with a 

significant effect of forward versus backward locomotion demonstrated a significantly larger Action 

index than those that did not (medians = 0.08 and -0.05 respectively; Mann Whitney U test; p = 

0.034). The bulk of neurons showing a significant forward-backward effect are ‘snapshot’ neurons 

(68%: 19/28), which demonstrates that it is not only the ‘motion’ neurons that can distinguish forward 

from backward locomotion. 

 This led us to ask how well ‘motion’ and ‘snapshot’ neurons can classify facing direction and 

forward versus backward walking. Note that for these SVM analyses, the number of ‘motion’ and 

’snapshot’ neurons were made equal (number of neurons used in all SVM analyses: total = 146; M1 = 

67, ‘snapshot’ = 37, ‘motion’ = 9; M2 = 79, ‘snapshot’ = 30, ‘motion’ = 23). Both groups contained 32 

neurons with at least 6 trials per condition; see 5.3 Materials and methods), allowing a proper 

comparison of the two classes of neurons. Figure 5.11 shows the confusion matrices obtained from 

SVM classification using population response vectors of ‘motion’ and ‘snapshot’ neurons separately 

(Figs. 5.11a,c with per-trial averaged firing rate as input; Figs. 5.11c,d using the per-trial binned firing 

rates as input). Excluding the poorly-performing 90° and 270° facing directions, the ‘motion’ neurons 

had an average forward-versus-backward classification performance of 80% correct (averaged across 

the remaining 6 facing directions, in the SVM analysis using the averaged, per-trial firing rate; chance 

level 50%). The classification performance using an equal number of ‘snapshot’ neurons was poorer 

but still above chance (average, 59%). In fact, the sample of ‘snapshot’ neurons was able to classify the 

behaviorally trained 0F and 0B stimuli with an accuracy of 76%. The population of ‘motion’ neurons, in 

comparison, could classify these stimuli with an accuracy of 88%. 

 Taking into account the response modulation during the course of the locomotions (Figs. 

5.11b,d; binned, per-trial firing rate) improved the classification performance of the ‘snapshot’ neurons 

considerably, more so than that of the ‘motion’ neurons. In fact, the ‘motion’ neurons confused facing 

directions along the same axis more often than forward versus backward locomotion. These results 

are in line with the idea that ‘snapshot’ neurons signal predominantly momentary body pose, which 

can be used to classify both facing direction and forward- versus backward locomotion (at least for a 

fixed starting frame and when the temporal course of the response is taken into account; see below), 

while ‘motion’ neurons carry a motion signal that can be used to classify stimuli that differ in motion 

parameters (as present in forward versus backward locomotion: e.g. differences in motion direction). 
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Figure 5.11. Confusion matrices displaying the classification performance of the linear 

SVM-classifier using the responses of ‘motion’ (a-b) or ‘snapshot’ (c-d) neurons. 

Confusion matrices for the main test, when taking as input averaged neural activity per trial 

(a,c) in a 1050 ms window or (b,d) in 21 bins of 50 ms each. Note that all SVMs were 

trained and tested using the same number of neurons (n = 32). Same conventions as in 

Figure 5.6. 

5.4.6 Body pose selectivity

Signaling momentary body poses in locomotion displays assumes that single neurons are sufficiently 

selective to body poses. This is not trivial, given the relatively small differences in form associated with 

the different poses of a walking human. The neuron illustrated in Figure 5.9b, however, shows an 

exquisite selectivity for statically presented body poses. Of the 118 neurons with significant 

responses to the static snapshots (split plot ANOVA; main effect of baseline-stimulus response; p < 
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0.05), 65 (55%) showed a significant effect of body pose (one-way ANOVA; p < 0.05). The average 

pose tuning for these selective neurons is shown in Figure 5.12a. Note that the average responses 

and stimulus rankings were computed from independent trials (see 5.3 Materials and methods). The 

ranking analysis shows robust tuning for body pose, with average responses to the preferred pose 

being roughly twice that to the least preferred pose. 

 Next, we examined whether body pose tuning could predict the response modulation during 

the course of the locomotion. Therefore we examined the correlation between responses to the 

static snapshots and the responses to the same snapshots/body poses when the latter were 

embedded in the locomotion. This correlation analysis was performed for the 65 neurons that 

showed significant body-pose selectivity. Figure 5.12b shows the distribution of the Pearson 

correlation coefficients between these spiking activities as measured in a 150 ms window, beginning 

50 ms after the onset of the snapshot within the locomotion or the static presentation. The median 

correlation coefficient was 0.46, which was significantly greater than 0 (Wilcoxon test; p < 0.001).  

This analysis shows that the modulation of the response during the locomotion is related to the 

body-pose selectivity of the neuron. Thus, these neurons are able to signal momentary body poses 

during the course of the action. 

Figure 5.12. Neural selectivity for body poses. (a) Mean responses (n = 65) of snapshot 

selective neurons plotted as a function of snapshot rank. The snapshot ranks were 

computed on an independent set of trials than used for averaging the responses. Vertical 

lines denote standard errors. (b) Distribution of the Pearson product-moment correlation 

coefficients computed between the neural activity evoked by the static snaphots and the 

same snapshots embedded in the locomotion sequence. The correlations were only 

computed for neurons (n = 65) showing body selectivity.  The arrowhead indicates median 

correlation.
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The selectivity for body poses (Figs. 5.12a,b) can thus explain why the population of 

‘snapshot’ neurons is able to code for forward versus backward locomotion when the temporal 

course of the response is taken into account. It also explains the cyclic patterns observed in the 

TTTD forward-backward plots, since forward and backward locomotion displays differ in their 

component snapshots at particular moments in time within the movie. Although the same snapshots 

are present in the forward and backward stimuli, their sequences and thus the times at which a 

particular snapshot occurs, differ in the two movies (see Fig. 5.1b: e.g. comparing 0F and 0B, initially 

the legs close and open, respectively). Note that such a mechanism, sensitive to momentary body 

pose, has strong limitations in signaling forward versus backward motion, since it signals only when a 

particular pose occurs. This limitation is illustrated nicely by the reversals of the classification in the 

TTTD plots for forward and backward walking: given the cyclic nature of the poses during walking, 

and thus the cyclic nature of the momentary differences between the poses in the forward and 

backward stimuli, a classifier reading out the neural responses will erroneously classify forward as 

being backward walking, and vice versa, when training and testing employ opposite phases of the 

walking cycle. 



5.4.7 Start frame randomization

The momentary, body-pose mechanism will not be able to distinguish forward from backward walking 

when the start frames of the movies are randomized, since then a particular pose can occur at any 

time in both the forward and the backward movies. However, monkeys, after considerable training 

(Vangeneugden et al., 2010), can successfully categorize movies of forward or backward walking when 

the start frame is randomized across trials. This poses the question of whether individual neurons are 

also able to differentiate forward from backward walking when start frames are randomized. A strong 

hint that this might be the case arises from the fact that a non-negligible proportion of the neurons 

were able to significantly discriminate forward from backward locomotion when the firing rates were 

averaged over the stimulus duration (Fig. 5.6a). Averaging neural activity removes momentary 

differences in firing rates among the stimulus conditions. Moreover, this was also the case for 

‘snapshot’ neurons (Fig. 5.11c), suggesting that even the responses of neurons responding to the static 

presentations may contain information about the snapshot sequence and not the momentary 

snapshots per se. 

In order to obtain direct evidence for coding of sequence information, we measured neural 

responses to the 0F, 0B and 180F locomotions, while randomizing the start frame across trials. Since 

the monkeys were trained to categorize these locomotions, we could record the responses of the 

neurons during the actual classification of the stimuli by the animals (see 5.3 Materials and methods). 

We recorded 45 responsive, isolated neurons using randomized start frames. Behavioral 
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categorization of forward versus backward locomotion averaged 96% correct (chance level 50%), 

while the categorization of the facing direction of the forward locomotion was performed at 99% 

correct. Interestingly, the animals confused the 180F and 0B conditions to a somewhat greater extent 

(accuracy: 93% correct). In these two conditions, although facing differently, the agent walked in the 

same direction, i.e. to the left (on a treadmill). 

Figure 5.13. Neural responses to locomotions with randomized start frames across 

trials. (a) Example neuron recorded in the random start frame test responding significantly 

different to forward and backward walkers (0F versus 0B) and to walkers facing in different 

directions (0F versus 180F).  This neuron also responded strongly to static presentations of 

the snapshots (‘snapshot’ neuron). (b) The mean normalized response plotted for the best 

and worst walking direction (forward or backward walking; same facing direction), 

averaged across neurons that showed a significant effect of forward versus backward 

walking (n = 9). Best and worst ranking and plotting was performed on independent sets of 

trials.

 Forty percent of the 45 neurons (18/45) responded significantly different to the two facing 

directions (Mann Whitney U test; p < 0.05; firing rate computed for the whole stimulus duration). 

More importantly, 20% of the neurons (9/45) also responded significantly different to the forward 

versus backward locomotions, a proportion significantly higher (binomial test; p < 0.05) than the 

expected 5% chance level (given that we employed a Type 1 error rate of 0.05 in the Mann Whitney U 

test) and is similar to the 18% obtained when the stimuli had fixed starting positions (see above). 
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Figure 5.13a shows an example neuron whose responses differed significantly in the forward and 

backward, 0° facing-direction conditions (Mann Whitney U test: p = 0.0002). Note that the difference 

between forward and backward locomotions appeared relatively late in the course of the response, 

much later than the greater response difference seen between the two facing directions (see 

Supplementary Fig. 5.3; comparing latencies between different discriminations at the population level). 

This neuron responded strongly to static presentations of snapshots (a ‘snapshot’ neuron). Figure 

5.13b illustrates the average difference in the normalized responses to the forward and backward 

conditions for the 9 neurons showing a significant effect of forward versus backward walking. For this 

figure, we ranked the two conditions according to their response in half of the trials, and then 

computed the PSTH for the other half of the trials. The normalized PSTHs for the best and worst 

condition were subsequently averaged across neurons. For these neurons, the response to the best 

locomotion direction (either forward or backward) was about twice that of the worst condition. 

Thus, even when the start frame position is randomized across trials, temporal cortical neurons can 

signal a difference between stimuli that differ only in their snapshot sequence.

 The distributions of d’ fwd-bwd and d’ facing are shown in Figure 5.5b. As expected, the average 

d’ for facing direction (median = 0.67) was significantly larger than that for forward versus backward 

(median = 0.35; Wilcoxon matched pairs test; p < 0.001). Since the same neurons were also tested 

using a fixed start frame across trials, we can relate the selectivity measures obtained in the fixed and 

the random-start frame conditions. For both the fwd-bwd and the facing indices, there was a significant 

correlation ( p < 0.05) between the d’s for the fixed and the random start position conditions, 

although this correlation was greater for the facing direction (d’ facing; r = 0.58) than for the forward-

backward comparison (d’ fwd-bwd; r = 0.36). This distinction may be due to the smaller range of the d’ 

facing compared to the d’ fwd-bwd index. Nonetheless, this analysis again shows that forward-

backward selectivity is still present when the start frame is randomized across trials, suggesting 

genuine selectivity for body pose sequence. 

 For forty of the neurons tested with the random-start-frame conditions, we also collected 

data with the snapshot test. Ten of these neurons were classified as ‘motion’ neurons and 40% (4/10) of 

these neurons showed a significant effect of forward versus backward when using a random start 

frame. This proportion dropped to 17% for the 30 ‘snapshot’ neurons. However, probably due to the 

small number of ‘motion’ neurons (n = 10), the difference in the incidences of forward-backward 

selectivity between the two classes of neurons failed to reach significance. Again, however, the 

important thing to note here is that some ‘snapshot’ neurons can differentiate forward from 

backward locomotion when the start frame is randomized, indicating that these neurons signal body-

pose sequence (e.g. the neuron of Fig. 5.13a).
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 In order to determine how well the population of neurons tested in the random start frame 

test could classify the 3 different stimulus conditions, we trained an SVM classifier using response 

population vectors. Forty-two of the 45 neurons were also tested with at least 6 trials per condition 

in the main test (i.e. fixed start frame conditions). To allow a comparison of the classification 

accuracies in the two tests for the same sample of neurons, the SVMs were applied to these 42 

neurons. In total, we trained four sets of SVMs: using averaged firing rates, computed for the whole 

stimulus duration, or using binned vectors, and then using those two measures for both the random 

and the fixed start frame tests (see above). As shown in Figure 5.6c, classification of forward versus 

backward was inferior to the classification of facing direction, when per-trial averaged firing rates 

were used as the input to the SVM. The classification of forward versus backward was marginally 

better for the fixed  (74% correct) compared to the random start frame conditions (66% correct). 

The important point here, however, is that the classification of forward versus backward remains 

greater than chance level even when the start frame is randomized between trials. Taking into account 

the response modulation that occurs over the course of the action improved classification of forward 

versus backward markedly (100% correct) when the start frame between trials was fixed (Fig. 5.6d). 

However, such an improvement was absent in the random start frame conditions (classification 

performance forward versus backward 63%). This result corroborates our conjecture that the 

improvement in classification ability with the binned responses is due to the response modulations 

linked to between-condition differences in the body poses of the walker during the action. When 

these differences are randomized between trials, the benefit gained from the temporal response 

modulation to classification will disappear. The remaining classification of forward versus backward is 

then due to a signal related to body pose sequence, i.e. the temporal context of the body pose or 

motion information. Thus, the data show that, in addition to a momentary body-pose mechanism, a 

body pose sequence mechanism is also present in visual temporal cortex. 

5.4.8 Responses to full- and half-body configurations compared 

We asked whether the responses of the neurons required the full-body configuration or just parts of 

the body. To answer this question, we measured the responses of 42 neurons that had responded to 

the full-body locomotion, to three stimulus conditions including the movie of the effective full-body 

locomotion and the same locomotion, but with only the upper- or lower-body half visible (Fig. 5.14a). 

A large majority of the neurons (31/42: 74%) showed a significant effect of configuration (one-way 

ANOVA with 3 configuration conditions; p < 0.05). An example of such a neuron is shown in Figure 

5.14b. This neuron responded much less strongly to the upper-body configuration than to the two 

other conditions, while responding equally well to the lower- and the full-body locomotions.   

Chapter 5: Coding of locomotions in macaque temporal cortex

202



Figure 5.14. Neural responses to 

full- and half-body configurations 

compared. (a) The three body 

configurations presented in the half-

body test: lower, upper and full 

bodies. (b) Example neuron (same 

neuron as in Figs. 3c, 9a). (c-d)  

Mean normalized response to the 

half- and full-body configurations for 

the tested population of ‘motion’ (n 

= 14) (c) and ‘snapshot’ neurons (n 

= 26) (d).

 To quantitatively assess the effect of configuration on the response of each neuron, we 

computed two indices (Upper- and Lower-body indices) in which the net response to the full-body was 

subtracted from the responses to the upper- or lower-body half, respectively. This difference was then 

divided by the sum of the two responses. We computed these indices only when the net responses in 

either condition were at least 5 spikes/s, to avoid any inflated values. The median index contrasting 

lower- and full-body was -0.02 (n = 38), not significantly different from 0 (Wilcoxon test; p = 0.08) 

indicating overall similar responses to lower- and full-body locomotions. In contrast, the median index 

comparing upper- and full-body was -0.49, significantly less than 0 (Wilcoxon test; p < 0.0001; n = 38), 

indicating a response to the upper half reduced to only a third of that for the full-body. Notably, the 

presence of a markedly reduced response to the upper-body configuration, combined with a response 

that was little affected by the presentation of only the lower half of the body, was most pronounced 

in the ‘motion’ neurons (Fig. 5.14c; median Upper-body index = -0.55 ( p < 0.05; n = 11); median Lower-

body index = 0.02 (n = 12; p = 0.7334)). The responses of the ‘snapshot’ neurons could be reduced by 

removing either body half (Fig. 5.14d), although there was less reduction in the response for 
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presentations of the lower half of the body (median Lower-body index = -0.20; p < 0.01; n = 24) 

compared the upper half (median Upper-body index = -0.47; p < 0.005; n = 26). Only 6 neurons had 

both Lower- and Upper body indices smaller than -0.33, indicating that only a minority of the neurons 

responded at least twice as strongly to the full-body than to both the lower- and upper-body halves. 

 These analyses indicate that the presentation of the full-body was not required to elicit a 

strong response from most neurons, and that the majority of the neurons responded more strongly 

to the lower- than to the upper-body half. 

5.5 Discussion

We found that the mean firing rates of STS/IT neurons discriminated locomotion direction quite 

accurately if walkers faced different directions, whereas only a minority of the neurons discriminated 

forward and backward walking (same snapshots, different sequence). Taking into account the response 

modulations during the locomotion, however, markedly improved the ability of the neural population 

to signal locomotion direction in displays differing only in snapshot sequence. The classification of 

walking direction was highly non-stationary and could even reverse during the course of the action. 

These findings suggest that most of the discriminatory signal is carried by momentary differences 

between action snippets. Comparing responses between static snapshots and the dynamic 

locomotion showed that discrimination between actions was driven by motion in some neurons, but 

in the majority, was based largely on momentary differences between body poses. Randomizing the 

start frames of locomotion sequences, however, showed that neurons responding to static snapshots 

can carry sequence information.    

 Our findings agree with existing computational models of action recognition. Giese and 

Poggio (2003) proposed two parallel pathways, a motion and a form pathway, for analyzing actions 

(also see Schindler and Van Gool, 2008). The former is driven by motion and analyzes motion patterns 

providing information with which to discriminate among actions. Our finding of ‘motion’ neurons that 

discriminate between locomotion directions supports the existence of this pathway. These neurons 

can discriminate among actions comprising the same snapshots but differing in motion patterns such 

as forward and backward walking. The responses of most ‘motion’ neurons modulated in a cyclic 

fashion during the course of the walking cycle, indicating sensitivity to motion segments. The SVM 

analyses show that ‘motion’ neurons discriminate forward from backward locomotion well but, 

paradoxically, tend to confuse facing directions along the same axes (e.g. 0F versus 180F). These 

‘motion’ neurons also respond more strongly to motion in lower-body features than upper, reflecting 

the fact that most of the information that can distinguish forward from backward walking is present 

in the movements of the lower limbs (Vangeneugden et al., 2010). Leg movements in the 0B and 180F 

conditions are more similar than those in the 0F and 0B conditions, since the first two both contain 
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anticlockwise rotary motion - which the 0F condition does not - and other, similar directional 

motions along the predominantly horizontal axes of leg motion. If neurons were to respond to these 

motion cues, one would expect greater confusion between 0B and 180F relative to 0F and 0B 

conditions. This was not the case, however, suggesting that other motion cues are driving these 

neurons. Further work is needed to establish which motion features (Troje and Chang, in press) these 

‘motion’ neurons actually respond to (see also 6.1.2 What are ‘motion’ neurons responding to?, Chapter 

6). Also, one cannot exclude the possibility that these neurons integrate form and motion signals, as 

suggested previously for upper bank STS neurons (Oram and Perrett, 1996; Jellema and Perrett, 2003, 

2006).

 The form pathway in the models of Giese and Poggio (2003) and Lange and Lappe (2006) 

computes momentary body pose, followed by a sequence specific integration of these poses. The 

momentary pose mechanism can differentiate among actions comprised of different body poses (e.g. 

different facing directions or walking versus jumping) while the pose sequence mechanism is needed 

to differentiate between actions differing only in their sequences of poses (e.g. forward versus 

backward). Both mechanisms are present in our STS/IT neurons. Importantly, sensitivity to pose 

sequence was also present in neurons that responded well to static presentations (‘snapshot’ 

neurons): the pose selective responses of these neurons was modulated by the locomotion sequence 

in which it occurred. Thus, pose sequence sensitivity is not a unique property of the motion system, 

but is also present in form sensitive neurons.  

 The population SVM analyses suggest that the momentary pose signal is stronger than the 

pose sequence mechanism. This might explain why our monkeys required longer training to 

categorize forward versus backward walking compared to facing direction stimuli (Vangeneugden et 

al., 2010). Interestingly, the neural classification accuracy for both facing direction and forward versus 

backward was greater for trained than for untrained stimuli. Performance levels for the 3 trained 

actions was also greater than for the untrained 180B, which is either a mirror image (0B) or sequence 

reversal (180F) of the trained stimuli. Thus, the better accuracy for the trained stimuli does not 

merely reflect differences in stimulus similarity. Also, stimulus similarity cannot explain why more 

facing direction selective cells preferred the trained stimuli. Thus it is tempting to conclude that part 

of the response selectivities are training induced. Also, the sequence sensitivity that we observed in 

‘snapshot’ neurons might result from the extensive training. Thus, the pose sequence mechanism 

might operate only for highly familiar actions, while other actions are represented by their poses or 

motion snippet description. This might explain why both motion- and snapshot-based mechanisms are 

present for signaling actions. The former can describe the motion trajectories of any action while the 

latter can represent highly familiar actions as a learned sequence of poses.
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The SVM analyses showed that the neurons could differentiate poses that occurred ~100 ms 

apart in the context of an action, in agreement with an indirectly estimated STS integration duration 

for action sequences of ~120 ms (Singer and Sheinberg, 2010). This is also in line with Rapid Serial 

Visual Presentation studies showing that IT neural selectivity is still present at stimulus onset 

asynchronies of 100 ms (De Baene et al., 2007) and less (Keysers et al., 2001). Note that estimated 

integration times depend on how different the successive snapshots are relative to the tuning width 

of the neuron. For sequences of natural actions in which successive snapshots differ little, the 

estimated integration times might exceed the real values.  Some ‘snapshot’ neurons also signal the 

sequence in which the pose occurs, implying sensitivity to temporal context. IT and STS neurons are 

known to be influenced by stimulus history, with adaptation effects being the clearest example (Baylis 

and Rolls, 1987; Miller et al., 1991; Sawamura et al., 2006; Liu et al., 2009; De Baene and Vogels, 2009; 

Perrett et al., 2009). A fast adaptation mechanism may at least partially explain sensitivity to reversals 

of the same sequence (Singer and Sheinberg, 2010 and our data), but the sensitivity to the sequence 

per se (independent of start frame position) shown here is likely due to different mechanisms, e.g. 

temporally asymmetric, leaky integrators of neurons tuned to different snapshots (Giese and Poggio, 

2003). Alternatively, the pose sequence sensitivity might also depend on input from the motion 

pathway (e.g. from dorsal STS ‘motion’ neurons). Unlike those of Singer and Sheinberg (2010), our 

monkeys could not free view but were required to maintain fixation during stimulus presentation. 

This prevents eye movement patterns, that can differ between stimulus sequences, causing response 

modulations. 

 The motion- and snapshot-based responses were to some extent anatomically segregated, 

with motion responses being predominantly present in the upper bank/fundus of the STS. The 

segregation was less pronounced, with relatively more ‘snapshot’ neurons in the STS upper bank/

fundus, than reported by Vangeneugden et al (2009) for more simple stimuli. This agrees with other 

reports of strong responses to static, complex images in the upper bank of the STS (Jellema and 

Perrett, 2003; Barraclough et al., 2006; Singer and Sheinberg, 2010).  

 Our stimuli were less natural and complex than those used in previous single-cell studies of 

locomotion (Oram and Perrett, 1994, 1996; Jellema et al., 2004; Barraclough et al., 2006). We have 

observed similar weak selectivity to forward versus backward locomotion using movies of a non-

translatory, real human walker (Vangeneugden, Barraclough, Vogels, unpublished observations), 

suggesting that our conclusions also hold for more complex and natural images. Oram and Perrett 

(1994, 1996) and Jellema and Perrett (2006) found stronger selectivity for forward versus backward 

walking in the STS but in that study, the agent walked across the room. It is likely that the apparent 

forward-backward selectivity is due to the strong translatory component in their locomotion stimuli. 

Our ‘humanoid’ walkers are more complex than the point-light displays used in most human 
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biological motion studies. Apart from this difference in format, our stationary walkers are similar to 

those employed in human studies and modeled in computational work. Thus, we believe that our data 

are relevant for understanding mechanisms of biological motion perception. 

 Our data suggest that actions are analyzed by temporal cortical neurons using distinct 

mechanisms: motion- versus snapshot-/form-based. The predominant signal is a pose based form 

signal, which is useful in everyday action recognition, since actions and body poses usually correlate. In 

addition to this pose based mechanism, temporal cortical neurons, including those responding to 

static pose, are sensitive to pose sequences which can contribute to signaling learned action 

sequences.
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Supplementary Figure 5.1. Periodicity of the pattern of the classification scores in the SVM, 

between locomotions of the lateral axis facing oppositely but having the same locomotion 

direction, i.e. forward or backward, coincides with stimulus characteristics. (a) The differences 

between ankle-points for one locomotion (different facing directions are mirror-image versions) 

plotted over time. Peaks and troughs differ by approximately 10 frames (note that for this analysis 

we grouped the differences between ankle-points over 3 frames, i.e. 50 ms, and calculated their 

averages, thus retaining 21 values: 21*3 = 63, the last 2 frames are not considered here). The 3 

highlighted pairs in (a) are specified in (b). The lengths of the red lines are the values plotted in 

(a). (c-d) Frequency distributions of the times between peaks (black) and troughs (gray) 

calculated for each row in the SVM, for the backward (c) and the forward conditions (d) 

separately (see Fig. 5.7). The algorithm searched for a peak and a trough for each row of the SVM 

and automatically searched for the occurrence of another peak or trough, at least 150 ms distant 

from it with the further specification that the other peak had to exceed 60% or the percentage of 

the other trough had to be less than 40%. The time differences between these two events were 

stored and used for plotting. The red arrowheads above each plot refer to the 10 frames (500 ms) 

time distance between the peaks and troughs. The black and gray arrowheads refer to the median 

values of times between peaks and troughs respectively. In all instances, these median values 

(ranging from 500 to 550 ms) do not differ significantly from the 10-frames intervals in stimulus 

differences (Wilcoxon test; p’s < .05).
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Supplementary Figure 5.2. Periodicity of the pattern of the classification scores in the SVM, 

between the forward and backward locomotions of the lateral axis (0 and 180°), can be explained 

by stimulus differences over time. (a) Evolution of stimulus differences between forward and 

backward conditions over the course of the action, exemplified by plotting the differences 

between the ankle distances over time. Peaks and troughs differ by approximately 10 frames (note 

that for this analysis we grouped the ankle distance differences over 3 frames, i.e. 50 ms, and 

calculated their averages, thus retaining 21 values: 21*3 = 63, the last 2 frames are not considered 

here). The 3 highlighted pairs in (a) are specified in (b). The differences between the variable red 

lines for each pair, are the values plotted in (a). (c-d) Frequency distributions of the times 

between peaks (black) and troughs (gray) calculated for each row in the SVM, for the 0° (c) and 

the 180° conditions (d) separately (see Fig. 5.8). The algorithm searched for a peak and a trough 

for each row of the SVM and automatically searched for the occurrence of  another peak or 

trough, at least 150 ms distant from it with the further specification that the other peak had to 

exceed 60% or the percentage of the other trough had to be less than 40%. The time differences 

between these two events were stored and used for plotting. The red arrowheads above each 

plot refer to the 10 frames (500 ms) time distance between the peaks and troughs. The black and 

gray arrowheads refer to the median values of times between peaks and troughs respectively. In 

all instances, these median values (ranging from 500 to 550 ms) do not differ significantly from the 

10-frames intervals in stimulus differences (Wilcoxon test; p’s < .05).
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Supplementary Figure 5.3. Response latencies for different discriminations compared. 

All data were collected in the random start frame test. For those cells showing a significant 

difference in response between either (1) different facing directions, both in a forward 

fashion (black: 0F - 180F, n = 18), (2) between forward and backward variants (light gray: 0F 

- 0B, n = 9; the same population of cells also used in Fig. 5.13b) or (3) between different 

facing directions (both in a forward fashion) for the previous population of cells (all 9 cells 

fulfilled the significance criterium; dark gray: 0F - 180F, n = 9), we subtracted the response 

profile of the worst action from the best action. Responses were sampled at the stimulus 

frame rate, i.e. binned every 16.6 ms. For each sampled bin we compared best versus 

worst action responses by means of a Wilcoxon matched pairs test (significance; p < 0.05). 

Similar to a protocol described earlier (De Baene and Vogels, 2010), we employed a 

window of 3 frames (bins) width, sliding through the bins. Only where at least 2 out of  3 

successive time bins were significant, were the significant bins defined as showing a reliable 

difference. Population latency was determined by the first time bin fulfilling the above 

described criterium. 
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Chapter 6:

General discussion interwoven with suggestions for future 

research

Biological motion is a multifaceted and intricate branch in the larger realm of visual neurosciences. A 

feat clearly evidenced on the basis of the elaborate description of the multiple domains composing 

the topic (psychophysics, modeling, clinical case studies, imaging, etc.; see Chapter 1: Literature 

overview). While psychophysical studies are booming, yielding a considerable amount of publications 

each year in the biological motion field, the other research domains develop at a slower pace. 

Especially investigations on the neural underpinnings of biological motion were/are limping behind. 

The work performed in this doctoral dissertation did fulfill this hiatus to some extent. 

 Instead of regurgitating the main findings of each study separately and chronologically, I will 

highlight a few main topics, across and within studies. I will consider the feasibility, coding 

characteristics and contributions of both ‘motion’ and ‘snapshot’ neurons to the process of biological 

motion perception. Furthermore, I will consider whether the stimuli we presented our macaques 

were meaningful to them. More importantly, I will raise some suggestions for future research to be 

conducted. I should add that these ideas are embryonic/premature and could benefit from feedback. 

Only then can these ideas venture into potential ready-to-conduct experiments. 

6.1 Form versus motion, or form and motion?

In short, the two neural studies on biological motion conducted during my doctoral work seem to 

suggest the latter phrasing with ‘and’ as conjugator to be the better option (Fig. 6.1a-d; schematic 

overview). This finding also holds important repercussions with respect to the different action 

recognition models. 

 Using completely different stimuli, both studies report on the existence of functionally 

different classes of neurons, i.e. ‘motion’ and ‘snapshot’ neurons, largely located at different anatomical 

regions of the macaque temporal cortex (Fig. 6.1b). ‘Motion’ neurons were mainly located in the 

upper bank and fundus of the STS, while ‘snapshot’ neurons were mainly recorded in the lower bank 

of the STS and the lateral convexity of IT. Dissociation was based upon comparing responses evoked 

by presenting the dynamic action sequences with the responses to static body poses presented in 

isolation, quantified by means of the Action index (Fig. 6.1a). Whereas Oram and Perrett (1996) were 

the first to apply a similar index, their comparison was hampered by the fact that the dynamic actions 

also consisted of spatial displacement of the agent. Moreover, they did not uncover a potential link 

with anatomy. 

Chapter 6: General discussion interwoven with suggestions for future research

213





Figure 6.1. Schematic overview of the response properties of ‘snapshot’ and ‘motion’ 

neurons across the two neural studies. (a) Distribution of the Action indices from study 1 

(see Fig. 3.8B), used to dichotomize between ‘snapshot’ (orange) and ‘motion’ (blue) 

neurons (criterion = 0.2). The colors and symbols in the plot refer to the registration 

location: dark blue upside triangles = upper bank of the STS (USTS); light blue downside 

triangles = superior temporal polysensory (STPm); orange circles = lower bank of the STS 

(LSTS); red circles = lateral convexity of IT (LatConv). (b) ‘Snapshot’ and ‘motion’ neurons 

were located differently, mainly in the lower bank of the STS and the lateral convexity of IT 

or in the upper bank and fundus of the STS, respectively (see Fig. 3.9).  The color code 

refers to the proportion of ‘motion’ neurons recorded within the approximate location of 

the symbol, going from blue-ish (mostly ‘motion’ neurons) to red-ish (mostly ‘snapshot’ 

neurons). (c) Response properties of ‘snapshot’ neurons; upper panel = one example 

neuron responding nicely to the dynamic action (left response profile) while responding 

selectively to the static presentations of the body poses (see Fig. 3.4A); middle panel = 

sequence selectivity analysis (see text for more explanation) for the example neuron from 
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the upper panel: from left to right = effective pose, similar poses extracted from the other 

actions, one-way ANOVA showing a significant modulatory effect which suggest that the 

response of this ‘snapshot’ neuron to static body poses was influenced by the sequence in 

which the body pose was incorporated; lower panel = mean normalized response plotted 

for the best and worst walking directions (forward or backward, same facing direction) 

from 9 ‘snapshot’ cells recorded in the random start frame test evidencing for sequence 

encoding by ‘snapshot’ cells (see Fig. 5.13b). (d) Response properties of ‘motion’ neurons 

from study 1; upper panel =  mean normalized response of all ‘motion’ neurons (left: n = 

51), or a subpopulation of all STPm neurons (right: n = 18). The neural response follows 

the kinematics profile of the wrist-point (left = gray; right = blue; right: green = elbow, red 

= shoulder); lower panel = population response selectivity between the most effective 

(best) and least effective (worst) actions decreases going from full-body to single wrist-dot 

displays (mean Between-Action Selectivity indices = -0.01 and 0.2 for single wrist-dot and full-

body displays respectively). 

 It should be emphasized here that the criterion utilized to dichotomize the population of 

cells was set arbitrarily, i.e. inspired by the distribution of the Action indices for the particular data set 

gathered in the first study. Notwithstanding a continuous distribution of the data of this neural 

property, discretizing a neural property can still prove useful. Like most other neural properties (e.g. 

speed tuning), the data are not distributed entirely black (e.g. only ‘motion’; all Action indices = 1) or 

white (e.g. only ‘snapshot’; all Action indices = -1), but rather resemble shades of grey (e.g. the actual 

Action indices distribution).  

 Another remark concerns the fact that the labels ‘motion’ and ‘snapshot’ are attributed 

specifically for the utilized stimulus sets. It could be possible that other types of movements (e.g. 

faster, slower, jittered etc.) or other types of static shapes (e.g. simple or complex geometrical figures 

etc.) could drive the neurons differently (better or worse), hence yielding a potentially different 

position of the criterion based on the underlying distribution of the respective Action indices. 

6.1.1 What are ‘snapshot’ neurons responding to?

‘Snapshot’ neurons mainly encode the momentary body pose of the actions. By definition, ‘snapshot’ 

neurons discharge similarly, or even better, when presented with a particular body pose presented 

statically (e.g. Fig. 6.1c: upper panel). 

6.1.1.1 Study 1: Chapter 3 (Vangeneugden et al., 2009)

In the first study (Chapter 3: Coding of actions in macaque temporal cortex), broad tuning functions were 

observed, yielding an incongruence between this cell class and pure snapshot-based models of action 

recognition (see below). However, this kind of low/restricted snapshot selectivity could have been 
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inherent to the relatively small differences between actions within the parametric space. Constructing 

a more diverse action space by motion-capturing more diverse prototypical actions, both in the pose 

and/or motion domain, could yield, amongst others, higher snapshot selectivity. 

 Although it should be stated clearly that the first study was not set up specifically to test for 

sequence effects on ‘snapshot’ neurons, preliminary unpublished observations however did reveal its 

importance (Fig. 6.1c: middle panel). As mentioned before, sequence effects arise when the response 

to the same body pose differs depending on the history of the pre- and post-ceding body poses. The 

kind of analysis performed to demonstrate the potential importance of sequence effects, is explained 

for one didactic neuron, which was highly selective within the parametric action space preferring only 

a few actions (see Figs. 3.2C and 3.4A; response in the search and static snapshot test respectively). 

Based on the results of the static snapshots test, it became clear that this neuron fired optimally when 

exposed to a ‘Napoleon-like posture’ (Fig. 6.1c: middle panel; left pose;please note here that, in the 

reduced-action configuration test, this cell kept responded equally strong to the presentation of just the 

two arms, which suggests the importance of a low-level form feature, i.e. a trapezium-like shape, for 

this cell (see Fig. 3.6B)). However, several other actions also contained similar effective ‘Napoleon-like’ 

postures in their down- or upward arm movement, although there was no or little response for 

those actions (Fig. 6.1c: middle panel: right poses). Similar body poses from other actions were sought 

automatically by means of a Procrustes-based routine. This routine withdrew the pose in the different 

actions containing the smallest mean squared error in comparison to the most effective pose (data 

derived from the static snapshot test). A criterion was set to define a subjective cut-off point to decide 

its (dis)similarity. The effect of action sequence was then attributed by running a 1-way ANOVA on 

the response rates obtained for the different matching frames of the effective snapshots: 1 pose for 

each selected action condition (Fig. 6.1c: middle panel; ‘Napolean’-posture example neuron). A 

significant effect of the action sequence (ANOVA; p < 0.05) in which the effective body pose occurs, 

on the neural response to that snapshot frame was present in 30% of the neurons (18/61) in which at 

least two movies contained the effective posture. Thus one third of the pool of ‘snapshot’ neurons 

was influenced by the previous history (postural or kinematic) in their firing pattern to a particular 

posture. 

 Again, it should be noted that this study was not designed specifically to investigate the 

influence of temporal contextual cues on the responses of static postures, in se an intriguing research 

topic. Therefore a major confound can be conjectured: the speed through which the pose is traversed 

and hence the presentation time of the pose, is not matched. Moreover the effects of adaptation and/

or backward masking by other poses are not considered. 
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6.1.1.2 Study 3: Chapter 5 (Vangeneugden et al., under revision)

These confounds were counteracted in the second neural study (Chapter 5: Coding of locomotions in 

macaque temporal cortex). In this study, backward variants of forward locomotions, both cyclical 

movements, were simply created by temporally reversing the frame sequence, i.e. the same poses but 

in the reversed temporal order. This allowed for a fair investigation of the effect of action sequence 

on ‘snapshot’ neurons. While most ‘snapshot’ neurons code momentary body pose, some neurons 

(20%; 9/45) respond significantly different to forward and backward locomotions when start positions 

are randomized (see Fig. 5.13b and schematically in Fig. 6.1c: lower panel). This latter result suggests 

that even the responses of neurons discharging to static presentations contain information about the 

snapshot sequence and do more than just encoding the momentary body pose. In addition, indirect 

evidence for sequence effects at play in ‘snapshot’ neurons is provided by the fact that as a 

population, although not perfect, ‘snapshot’ cells could distinguish forward from backward 

locomotions, when firing rates were averaged over the full stimulus duration (see Fig. 5.11c). 

Averaging neural activity removes momentary differences in firing rates among the stimulus 

conditions.

6.1.2 What are ‘motion’ neurons responding to?

6.1.2.1 Study 1: Chapter 3 (Vangeneugden et al., 2009)

In the first study (Chapter 3: Coding of actions in macaque temporal cortex) it was shown that ‘motion’ 

neurons were mainly driven by the speed of the end-effector (Fig. 6.1d: upper left panel). Evident at 

the population level, but especially prominent at the level of single cells and specific subpopulations, 

significant correlations between neural response and the kinematics profile of the wrist-point, could 

be observed (unpublished data; population of STPm cells: n = 18, see Fig. 6.1d: upper right panel). 

Remember that the actions in this study consisted of three simple transitive arm actions (i.e. 

knocking, throwing and lifting) and their blends.

 However several observations cast doubt on the factor speed having sole authority over 

these ‘motion’ neurons: (1) MDS-analysis revealed a 2D configurational representation of the action 

space being most optimal, however speed by itself is a one-dimensional factor (see Fig. 3.10A), (2) the 

distribution of the preferred action condition did not fit the distribution of the speed of the end-

effector (see Fig. 3.13B and D), (3) reversing the temporal order of the least effective transitive arm 

actions resulted in significant correlations between the kinematics profile of the wrist-point and the 

neural responses, while such a correlation was absent when presenting the actions in their normal 

order (see Fig. 3.14B) and (4) neural selectivity between the most and least effective actions was 

higher for the full-body configuration than for the wrist-point only actions (Fig. 6.1d: lower panel). 
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 After excluding other potential factors, such as spatial receptive field inhomogeneities, and/or 

motion direction, two likely candidates remain: the relative motion of segments as opposed to just 

one point and the temporal context of the action. The former deals with spatial (i.e. relative motion), 

the latter with temporal integration, which could occur at the level of one or multiple point(s) (cf. the 

former candidate). In this sense, response properties of ‘motion’ neurons seem to tentatively 

approach more the response properties of the ‘snapshot’ neurons. Similar to the above-mentioned 

approach from ‘snapshot’ neurons toward the motion-domain, tentatively, the more-than-speed 

parameters demonstrate a similar kind of approach, but now in the other direction. 

6.1.2.2 Study 3: Chapter 5 (Vangeneugden et al., under revision)

In the second neural study (Chapter 5: Coding of locomotions in macaque temporal cortex) employing 

locomotion stimuli in an experimental design more suited to disentangle motion and form 

components, machine learning techniques (i.e. support vector machines) revealed that the population 

of ‘motion’ neurons were quite good at discriminating forward from backward locomotion, confusing 

facing directions along the same axes more. This can be appreciated from Figure 5.11b, which displays 

the confusion matrix when taking information on the temporal evolution of the responses into 

account. Moreover, the ‘motion’ neurons responded more strongly to motion of the lower-body 

features, reflecting the fact that most of the information that can distinguish between forward and 

backward locomotions is present in the movement of the lower limbs (see also Chapter 4: Locomotion 

direction discrimination by macaque monkeys.). Thus the information coded by ‘motion’ neurons seems 

to reside in the movements of the legs. 

 More experiments are required to further specify which motion cues drive these cells. 

Possible candidates could be any of the following: (a) opponent motion, (b) (anti-)clockwise rotary 

motion, (c) vertical or horizontal motion trajectories, (d) varying (de-accelerations) or constant 

speeds, (e) (non-)compliance with the two-thirds powerlaw, (f) any combination of these candidates, 

etc. Based on our experiments we can make some preliminary inferences about the feasibility of 

some of those candidates. 

 (a) Opponent motion: unlikely; In study I (Chapter 3) ‘motion’ neurons tended to respond 

even stronger to the movement of just only single point, a condition devoid of opponent motion. 

Indirectly, in the behavioral study (Chapter 4) we noticed significant transfers to the one arm-one leg 

displays, concluding that opponent motion is neither a necessary nor a critical cue for the animals to 

solve either the view or the forward-backward task. 

 (b) (Anti-)clockwise rotary motion (aCRM): unlikely; The pattern of misclassifications present 

in the confusion matrix of the 21*50 ms bins for the ‘motion’ neurons in study III (see Fig. 5.11c; 

Chapter 5), is incompatible with an aCRM interpretation. Although both 0F and 180B contain CRM 
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(0B and 180F: aCRM), most confusions are not made between those two locomotion couples, but 

rather between 0F and 180F and between 0B and 180B. The neuron in Fig. 5.3c exemplifies this. This 

neuron responded almost identical to the two conditions from each locomotion couple (0F-180F and 

0B-180B). Although less obvious, similar trends exist for the other facing directions. Also at the 

population level (SVM: Fig. 5.11c), for the other facing directions, more confusions were made within 

the forward and backward conditions respectively. This is not that surprising given the lower 

perceptual salience between the different conditions for those other facing directions. 

 (c) A common denominator for the forward conditions is the upward acceleration/de-

acceleration of the ankle-dot in the steep vertical motion segment, while the ankle dot is accelerating/

de-acceleration downward in the same steep vertical segment when locomoting backward (Fig. 6.2). 

Horizontally, the ankle dot displacements are opposite between conditions for each couple. 

Figure 6.2. Upward acceleration/de-acceleration of the ankle-dot in the steep vertical 

motion segment, a potential motion cue driving ‘motion’ neurons, demonstrated for the 

lateral locomotions of  an example neuron (see Fig. 5.3c). Each panel contains the motion 

trajectories of the two ankle points (left: crosses and dots) and its accompanying neural 

response (right). Upper panels: 0° locomotions; lower panels: 180°. Left panels: forward 

locomotions; right panels: backward locomotions. Arrowheads demonstrate the direction 

of  motion. The highlighted symbols in blue demarcate the beginning of the action. The 

symbols in the trajectories highlighted in red agree with the approximate occurrence of 

neural responses (red lines below the peri-stimulus time histograms). Firing rates are 

expressed in Hz (spikes/sec) on the Y-axis. Time is expressed on the X-axis in ms. Motion 

trajectory plots are expressed in pixels (1° = 35 pixels; in total 2.8° horizontal 

displacement). 
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 (d) Whether mere direction of motion is necessitated or some interaction with varying or 

constant speeds, is unclear based on these stimuli and data. 

 (e) This brings us to a final potential cue, i.e. the two-thirds powerlaw. In contrary to one of the 

studies on this kinematic law by A. Casile and colleagues (Dayan et al., 2007; but see Casile et al., 

2009), some preliminary data gathered with specific manipulations in the domain of this two-thirds 

powerlaw (stimuli from study I: transitive arm actions) suggests this kinematic law not to be of any 

significant importance for these ‘motion‘ neurons (Fig. 6.3). More specifically, we adapted the 

kinematics profile of the wrist-dot in such a way that this point moved either at constant speeds or at 

varying speeds either according to the powerlaw or not (implementation of a different beta 

parameter; see 1.6 What is the two-thirds powerlaw). Inspection of the peri-stimulus time histograms for 

an example cell and a population of ‘motion’ neurons (n = 12), did not reveal any significant 

differences depending on two-thirds powerlaw compliance. 

Figure 6.3. Preliminary results testing the two-thirds powerlaw on a subset of ‘motion’ 

neurons. (a) Elliptical approximation of the trajectory of the wrist-point to permit speeds 

variations obeying the two-thirds powerlaw. These approximation calculations were done for 

the 3 action prototypes (here: C05Knock). The black ‘worm’ is composed of superimposing 

the wrist-point for all frames. The blue line represents the ellipse on which a black dot 

moves (here: open red circle for illustrative purposes). (b) Manipulated speeds profiles to 

test the special character of the two-thirds Powerlaw (here: C05Knock upward). These speed 

profiles determine the velocity pattern of the single dot (already spatially constrained by 
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imposing the elliptical trajectory) according to the completion of the Powerlaw formula by 

the β (beta)-factor (see inset). The Powerlaw speed profile is indicate by green, while red, 

blue and cyan are generated to create alternative (de-)accelerating profiles. Also constant 

Euclidean speeds were created (light gray, gray and black), together with the original action 

(full = dotted yellow line) or with the most responsive phase of the action (phase = full 

yellow line; downward knocking in this graph). The formula contains the following 

parameters: V = tangential velocity, R = radius of curvature, and K = velocity gain factor. In 

all cases the single dot only fulfills one half of the ellipse. (c) Example unit (‘BR098’) 

affected by mere speed only, i.e. the firing rate nicely follows the speed profiles: the fastest 

constant speed evoked the best response, thus not influenced by changes in speed (de-

accelerating), necessary in the case of Powerlaw obedience. The highlights around each 

histogram correspond to the speed profiles from (b). (d) Also at the population level (n = 

12) the special character of the green highlighted condition was absent, contradicting some 

recent results gathered with human fMRI (Dayan et al. 2007).

 (f) Put together, these diverse findings seem to hint at an intricate combination of motion cues 

to be the most likely candidate. Moreover, this process could be flexible in the sense that depending 

on the stimulus type (e.g. transitive arm actions vs. full body locomotion) or stimulus rendering 

(point-lights, sticks, real human figures, etc.), different types of motion cues could be/become more 

salient.

6.1.3 What about action recognition models?

Our neural data seems to provide evidence for both action recognition models, albeit putting the 

emphasis differently depending on the study. It should be mentioned here that the Lange and Lappe 

model (Lange and Lappe, 2006) could be viewed as an adapted/elaborate version of the form pathway 

of the Giese and Poggio model (Giese and Poggio, 2003), referring to similar underlying principles. The 

difference lies in the fact that the Lange and Lappe model conceives the body directly as a global 

figure without explicitly taking local stimulus features, e.g. orientation and motion, into account, while 

for Giese and Poggio, the perception of the human body arises when hierarchically combining local 

features. In a similar vein, the form pathway in the Giese and Poggio model was not able to 

reconstruct a human body from point-light walkers (Lange and Lappe, 2006, p. 2895; see also Giese 

and Poggio, 2003, p. 188: ‘The form pathway of the model does not respond for point-light walkers.’). Thus, 

although baring resemblance, subtle differences are at play. 

 In both neural studies, we systematically observed different types of neurons within different 

regions of the macaque visual temporal cortex. Thus, neurons performing motion analyses, such as 

e.g. encoding the kinematics of the wrist-point, and neurons encoding merely static body pose, appear 

to co-exist. Such co-existence, of course, rather fits the Giese and Poggio model. However, we did not 

Chapter 6: General discussion interwoven with suggestions for future research

221



find any evidence for the proposed ‘motion pattern’ neurons, defined as the end-stages of both form- 

and motion pathways, in the their model. In the large majority of recorded cells, across studies, 

monkeys and tests, we observed waxing and waning neural response patterns: almost never 

encountering a single neuron that discharged from the onset of the action all the way to its offset, let 

alone being selective for particular actions. Two possible explanations could be conjectured. Either 

those cells do not exist or otherwise we recorded at the wrong locations. The latter seems unlikely 

given that we penetrated a large expanse of the temporal lobe, both in terms of anterior-posterior 

and lateral-medial range, stretching from anterior STS to STPm (approximate range: [18 - 8 mm] 

anterior to the interaural plane) and from the fundus to the lip of the STS, respectively. Thus, most 

likely, based on our experiments, temporal cortical single neurons do not seem to encode action 

semantics (i.e. firing only and constantly when exposed to a particular action).        

 Compared to ‘snapshot’ neurons, ‘motion’ neurons however, when not clustered (grouped 

more in patches; unpublished observations), were more sparsely distributed. In other words, lowering 

the electrode on a given day, most likely resulted in monitoring ‘snapshot’ neurons easily, while 

monitoring ‘motion’ neurons, when not located within a patch, was much more difficult. 

Furthermore, it was not the case that we simply recorded more ‘snapshot’ cells because the signal 

was more stable. Remember that attributing the ‘snapshot’ and ‘motion’ labels did require recording 

of the neuron with an additional test, i.e. the static snapshot test. Another explanation is that the brain 

simply contains more ‘snapshot’ than ‘motion’ neurons. 

 This outnumbering (although ‘motion’ neurons do exist), combined with the fact that, proven 

indirectly in study I (Chapter 3) and more directly in study III (Chapter 5), i.e. ‘snapshot’ neurons 

coding for pose sequences, seems to provide evidence for the Lange and Lappe model (and the form 

pathway of Giese and Poggio). Systematic recordings with point-light displays and other types of 

stimulus renderings, specifically comparing the response profiles during gradual reductions of the 

stimulus configurations for ‘snapshot’ neurons, could elucidate which of the two models seems more 

plausible. 

 Another point worth mentioning is the fact that both ‘motion’ and ‘snapshot’ neurons that 

signal sequence information were able to discriminate between forward and backward locomotions 

(see e.g. Fig. 5.13a). Although output-wise these different kinds of cells are performing similarly, they 

should still be considered as belonging to different classes. While ‘motion’ neurons respond weaker or 

not at all to static presentations of body poses, ‘snapshot’ neurons that signal sequence information, 

do respond to static presentations of those body poses. 
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6.1.4 Do better form and/or motion stimulus manipulations exist?

I’m inclined to answer affirmatively to this question. As demonstrated by Hunt and Halper (2008), 

when placing letters, faces or objects, either the same or unique to each other, on the dot positions 

of a human walker, biological motion perception in humans falters completely. It was proposed that 

these different local elements interfere with the grouping process: replacing the dots with other 

elements hinders the reconstruction of the underlying body pose. A similar immediate grouping 

process is proposed in the Lange and Lappe model, not in the Giese and Poggio model. On a side 

note, it would be interesting to check whether this grouping capacity is specific to humans only or is 

also shared by non-human primates (hence initiating neural investigations). 

 This grouping capacity, or immediate form percept, was exploited previously in an ingenious 

non-biological motion perception study (Tadin et al., 2002; see Fig. 6.4a). Tadin and colleagues 

developed a point-light walker of which the point-lights were comprised of local oscillating Gabors 

containing a particular orientation, constant over points. They employed Gabor walkers to examine to 

what extent a form-defined frame of reference affects (facilitates) the relationships among moving 

features. Misaligning the orientations of the Gabors between points (Fig 6.4b;  not realized by Tadin et 

al. (ibid.)), presented with or without oscillation, now exerts the same influence as the Hunt and 

Halper stimuli, but in a better controlled fashion. Because the local elements are meaningless, as 

compared to faces, objects or letters, it is prevented (less likely) that attention will stick to these local 

elements. When orientations are misaligned, grouping and thus the percept of immediate form 

becomes more difficult, while the original motion trajectories are not altered. This was/is not the case 

Jastorff and Orban (2009) study. In their study, form/configurational-processing areas were isolated by 

contrasting the original point-light display (walker or other action) with position-scrambled versions. 

Position-scrambling does not only interfere at the configurational, but also at the local and global 

kinematics/motion level. 

 The same stimulus, the oriented Gabor point-light walker, could also be used to specifically 

target the motion pathway. As discussed before, a general critique at the sequential position walkers 

(Beintema and Lappe, 2002) concerns the fact that significant left-over local motion still exists, and 

thus could potentially bear an effect on neural processing (see 1.10.5.2 Beintema and Lappe (2002): 

criticisms, Chapter 1). A better manipulation would be to create an exaggerated SPW, thereby making 

sure to destroy all left-over signals. This could be realized by re-allocating the Gabors, not along the 

extent of the limbs, but along a predefined concentric circle of a particular width around the original 

location of the dot (Fig. 6.4c). In this way, elements could move locally opposite to the general global 

movement: e.g. for a rightward forward walker, with the down-phase of the ankle going to the right, in 

this stimulus version, the ankle could locally move to the left (or top, bottom, etc.). Of course, on 

average the dots will need to comply with the global motion, otherwise we end up with a different 
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and/or unnatural action. This could be accounted for by adjusting the size of the predefined 

concentric circles surrounding each dot (maybe different sizes for the different points depending on 

the amount of relevant local motion would be feasible). 

Figure 6.4. Gabor walkers as potential new stimuli to investigate form and motion 

contributions to the processing of biological motion by means of human fMRI. (a) Original 

Gabor walker from Tadin et al. (2002). Small Gabors are placed on the dot positions of a 

regular human walker. Notwithstanding the Gabors could oscillate, all had the same 

orientation. (b) Manipulating the local and global form of the walker by misaligning the 

Gabors (either with or without oscillation). Misaligning the Gabors burdens grouping of 

the local elements into a coherent percept (Hunt and Halper, 2008). (c) Manipulating local 

and global motion information by randomly reallocating the Gabors inside a predefined 

concentric circle encompassing the dot positions of  the original motion trajectories. The 

size of the circles is adjustable. 
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 Before taking this stimulus to the scanner, meticulous psychophysical testings should take 

place (collaboration with E. Poljac and J. Wagemans). Both the misaligned and the concentric Gabor 

walkers (Figs. 6.4b and c respectively) could be contrasted with phase-scrambled controls in a two-

interval AFC paradigm. In this way we could determine the global misalignment at which perception 

of biological motion is disrupted (i.e. performing at chance level in the two-interval AFC task). In the 

psychophysical part of this study we could sprinkle dynamic noise dots on top of the Gabor walker, 

while in the imaging part of this study we could adjust e.g. oscillating speed, number of dots and 

lifetime of the Gabors. These manipulations could be applied for both stimulus versions. It should be 

noted here that these stimulus manipulations hinge crucially on the spatial frequency of our visual 

system. If the locally induced misalignments, which are suggested by the oriented Gabors (which are 

themselves placed at the original/correct dot locations), are too small to be detect by our spatial 

frequency filters, finding an effect at the neural level would be unlikely. 

 Furthermore, it could also be feasible to apply this concentric circle method to regular dots, 

but because we are especially interested in the effect of both configuration and kinematics in the 

process of biological motion perception, it is advisable to keep the stimulus as constant as possible 

over comparisons. 

6.2 What about the meaningfulness of our stimuli?

Deciding whether our stimuli were perceived as meaningful by our macaques can only be done, based  

on indirect (i.e. non-verbal) grounds, analogous to inferring similar capacities in human infants (see  

1.6 Can infants perceive biological motion?, Chapter 1) or inferring e.g. numerical competence in 

macaques (Davis and Perusse, 1988; Nieder and Dehaene, 2009). In (adult) humans, meaningfulness of 

point-light figures was/is evidenced based only upon verbal reports. Like Johansson (1973) 

mentioned, all subjects (verbally) reported the compelling percept of a walking figure once the 

original meaningless configuration of dots was set into motion. Because verbal reporting is not an 

option in macaques, different routes have to be considered in this species. 

 As mentioned previously in Chapter 1 (see 1.4.6 Monkeys in the wild) and in Chapter 4 (see  4.5 

General discussion), the work of Wood and colleagues (2007a, 2007b, 2008) already provides significant 

(indirect) evidence for the meaningfulness of our humanoid stimuli which were used in Study II and 

III. Please note that our humanoid stimuli quite well resembled, albeit experimentally reduced, the 

video-based stimuli of a real acting person, shown in the study by Wood et al. (2008), more than did 

point-light versions. 

 After shortly touching upon an analysis comparing neural selectivities between our 

experimentally reduced stimuli (humanoids from Study III) and biological motion displays of a walking 

girl and a walking macaque (see 6.2.1), I will mention (see 6.2.2) some preliminary data acquired in a 
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preferential looking paradigm with point-light displays and (see 6.2.3) propose two/three novel 

experiments, inline with a couple of innovative ethological studies. 

6.2.1 Comparing neural selectivity between humanoids and video-based real 

humans and real macaques

In Study III (Chapter 5: Coding of locomotions in macaque temporal cortex), besides collecting data with 

our humanoid stimuli (main corpus), we also presented stimuli of a real walking girl and a real walking 

macaque: both facing in one direction, walking either forward or backward (courtesy of N. 

Barraclough; unpublished findings: Vangeneugden, Barraclough and Vogels, in preparation). 

 These displays were created by applying the frame by frame pinpointing technique on a 

videotaped walking girl and a macaque walking in a zoo. The translatory motion components were 

filtered out, resulting in treadmill locomotions. Neural selectivity was assessed by means of calculating 

the d’ index of selectivity (see Chapter 5) and compared across stimulus versions, i.e. humanoids (n = 

168 cells), real girl (n = 105 cells) and real macaque (n = 18 cells). Because the real girl and the real 

macaque stimuli were both situated in the sagittal plane facing to the right, we only calculated the d’ 

index between the 0F and 0B humanoid locomotions. We further restricted our analyses to only 

those cells showing a significant response on either the forward or backward variant, calculated 

independently for each stimulus version. We used a non-parametric statistic (Mann-Whitney U test) 

to run the comparisons. 

 It should be noted here that the experiment was not set up to specifically test this 

comparison-hypothesis: we sought for responsive neurons based on the presentation of the humanoid 

versions and not the real girl or the real macaque (with a ratio of 8:1 for the humanoids and the real 

girl in the main test). This could have potentially underestimated the neural selectivity for the real girl 

and real macaque stimulus versions. 

 However we did not observe any significant differences between stimulus versions. Median d’s 

for the humanoids, girl and macaque: 0.53, 0.44 and 0.50 respectively (Mann-Whitney U tests: all p’s > 

0.5). We thus observed similar low neural selectivities between stimulus versions. It was not the case 

that the d’ indices increased significantly when more realistic stimulus versions were presented to our 

macaques. 



6.2.2 Preferential looking in our macaques

Inspired by the studies discussed previously (see 1.4 Can animals perceive biological motion, Chapter 1, 

and more specifically, the studies by the group around G. Vallortigara; see 1.3.3 Chicks) we wondered 
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whether similar protocols, adapted to our macaques, would yield equivalent results (Vangeneugden, 

Vancleef and Vogels, unpublished findings). 

 Therefore we exposed 8 of our macaques in an adapted forced-choice preferential looking 

paradigm (Teller, 1979) to either upright or inverted point-light renderings of either a walking chick 

(courtesy of G. Vallortigara) or a human jumping, running or walking (courtesy of J. Jastorff and G. A. 

Orban). Originally, this preferential looking paradigm was developed as a psychophysical technique for 

use with human infants. When an infant was able to discriminate a particular stimulus from a uniform 

background, he or she would be attracted to the pattern and stare at its direction. The researcher 

located behind a screen, observed the infant and tried to judge the position of the presented 

experimental stimulus based on the head and eye movements of the infant. The infant’s performance 

is conceptualized as an indicator of detecting that particular stimulus from the uniform background. 

Later on, the paradigm was adjusted for two stimuli presented simultaneously. We adapted the 

paradigm in the sense that we could automatically sample the eye movements during the whole 

course of the stimulus presentation and thus were able to run quantitative analyses on those data. 

Point-light displays could be presented at 6 possible locations on the computer screen, approximately 

8° apart. These 6 locations were kept constant across the entire experiment. Before running the 

actual experiment we calibrated the position of the middle of the computer screen and the 4 most 

extreme locations. Each time, 2 stimuli were presented simultaneously (regular and inverted) and 

randomly at any of the 6 locations. Stimuli remained on the screen for 10 sec. The monkeys received 

juice at fixed intervals, independent of looking behavior. Windows were defined around each location 

and the time eyemovements of the monkeys fell inside these windows, was quantified. Surprisingly, we 

did not observe any significant preferential looking effect (Tables 6.1 and 6.2). It thus seems that our 

monkeys did not prefer looking at one stimulus (upright point-light) more than another (inverted 

point-light), independent whether stimuli consisted of walking chicks or humans engaged in different 

actions. Only one monkey (monkey Mishi) significantly preferred looking at the inverted hen display 

(opposite to the expected result). 
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 Interpreting such a ‘negative’ result is not straightforward, given that it could have been 

caused either by (1) a flawed methodological design or (2) a real underlying incapacity of our non-

human primates in perceiving point-light displays similarly as we humans do.

 Concerning the first explanation, we observed 3 (out of 8) monkeys looking only and 

constantly to just one side of the computer screen, without exploring the other side or even other 

locations on the same side. Maybe these monkeys did associate the occurrence of the reward with a 

particular side of the screen in the beginning of the experiment. In previous (and current) 

experiments they participated in, reward was always correlated with a certain condition. Perhaps 

other reinforcement schedules, e.g. interval instead of ratio reinforcement schedules (here: Fixed Ratio 

Schedule) or no reinforcer, are better suited to counter this issue. However, omitting the juice reward 

would probably demotivate the monkeys quite rapidly. 

 In light of the extensive ethological observations of J. Wood, M. Hauser and A. Ghazanfar, the 

second explanation seems rather unlikely. Although the discrepancy between the above-used point-

light actions and the real (or minimally) degraded stimulus versions in these ethological studies, 

should be emphasized. The work of Wood and Hauser (for review see: Hauser and Wood, 2010), 

showing similar rational inferring capacities related to action understanding by primates and humans, 

has been described elsewhere (Wood et al., 2007a, 2007b; see 1.4.6 Monkeys in the wild, Chapter 1), 

although carried out with real persons as stimuli. 

 Recently, comparing gaze behavior of humans and macaques when viewing three different 3-

minute movie clips, Sheperd, Steckenfinger, Hasson and Ghazanfar (2010) found significant 

intersubject and interspecies gaze correlations, suggesting that both species attend a common set of 

events in each scene (but see Einhäuser et al., 2006; Nielsen et al. 2008; also see 4.5 General discussion, 

Chapter 4). Mainly biologically relevant social stimuli were fixated, which were overlooked when 

applying low-level computational saliency models. Although, again, stimuli did not consist of point-light 
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renderings, as accounts for all studies looking at equivalences between human and monkey perception 

of dynamic events. According to my opinion, two options are possible. (a) Re-run the above-described 

preferential looking experiment, but with point-light macaque monkeys as stimuli (but see Vallortigara 

et al., 2005; cross-species feasibility: chicks showing preference for upright over inverted point-light 

cats). This could be realized by the frame by frame pinpointing technique, or by equipping macaques 

with a motion-capture suit. Or (b), adapting ethological protocols suitable for use with (human) point-

light displays (see below).

6.2.3 Using point-light displays in an ethological protocol

As a final point of discussion I will suggest two experiments which could potentially elucidate on the 

meaningfulness of perceiving biological motion from point-light displays in our macaques (Figs. 6.5 and 

6.6). For convenience, these experiments are labelled as the Hauser- and the Gergely-variants, 

evidently inspired by the respective research leaders.

6.2.3.1 The Hauser-variants based on Wood, Glynn & Hauser (2008) and Wood, 

Glynn, Philips & Hauser (2007b)

In the original study of Wood and colleagues (2008), the experimenter walks toward one of two 

potential food containers, i.e. a coconut split in half with both halves positioned approximately 1 m 

from each other, which he then touches (Fig. 6.5a). A crucial manipulation in the Wood et al. (2008) 

study was the type of touch carried out (see 1.4.6 Monkeys in the wild, Chapter 1). However, this factor 

will be unimportant in the current investigations. Instead of coconuts, we would use food trays which 

are familiar to our monkeys. All testings should be done with the monkeys being able to freely move 

in their home cages. Firstly, we would try to replicate and obtain similar significant selective 

approaches in our macaques using real-life presentations (myself or a caretaker placing a piece of 

apple into one of two food trays). Secondly, we would present our subjects with video-taped versions 

of this action via a projector in their monkey cage room (Fig. 6.5b). To my and M. Hauser’s knowledge 

(personal communication) no such video-based manipulations have been tested before. But the 

crucial manipulation would consist, thirdly, of presenting point-light variants of the same action (Fig. 

6.5c). If proven successful, i.e. observing selective approaches, specific low-level stimulus manipulations 

such as spatial scrambling or an irrelevant non-biological configuration of points touching the other 

food tray should be implemented. This is necessary in order to exclude the possibility that the 

monkeys could base their decisions on a pivotal low-level physical contingency, i.e. the wrist-dot 

moving to one of the two food trays, apart from any form of action understanding per se. 
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Figure 6.5. The Hauser-variants based on Wood et al. (2008) (a-c) and Wood et al. 

(2007b) (d). (a) In the original experiment a person approaches, reaches for one of two 

potential food containers, grasps one and then walks away. The subsequent approaching 

behavior of the monkeys observing this sequence, was registered. (b-c) Direct variants of 

(a) would consist of a person walking toward two food trays, placing an apple into one 

tray, touching the tray, followed by walking away. After testing with real-life presentations as 

in (a), we would present (b) video-based and (c) point-light versions. (d) The second 

Hauser-variant based on Wood et al. (2007b): 1. person approaches two food trays, 2. a 

screen is placed in front of the trays so the monkeys can not witness the placing of the 

fruit; placing occurs in such a way that the monkey can not predict to targeted food tray 

based on where the apple disappears with respect to the screen, 3. screen is removed, 4. 

person touches the correct container and 5. person walks away. For (b-d), approaching 

behavior will be registered. 

 Another Hauser-variant will follow the same protocol as described in the previous paragraph, 

but wit a small twist, inspired by Wood et al. (2007b) (Fig. 6.5d). In this variant, the experimenter 

approaches the food trays, but this time lowers the piece of fruit into one of the trays behind a 

screen which has been erected after the approach. The placing happens in such a way that the 
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observing monkey can not deduce to targeted tray from where the arm is lowered behind the 

screen. Therefore, the fruits will be lowered at the middle of the screen. The size of the screen will be 

adjusted in such a way that both arms are hidden, thus carrying no placement information. To 

eliminate other potential confounds, the trays could be loaded beforehand, allowing the experimenter 

to quickly hide the piece of fruit. Then the screen will be removed and the experimenter touches the 

loaded tray. Finally he walks away. Again, approaching behavior will be registered on a first trial basis. 

Because only information gathered in the first trial will be analyzed, many monkeys need to be tested. 

 

6.2.3.2 The Gergely-variant based on Gergely, Bekkering & Kiraly (2002)

In the original study (abbreviated: Gergely-study) infants observed an adult woman illuminating a light-

box by the top of her head (see Fig. 1.7a, Chapter 1), either with her hands free (hands on top of the 

table) or with the hands occupied (arms inside a blanket wrapped around the woman). 

 Inspired by the fact that some monkeys (a handful of monkeys on a population of 30-35) 

prefer to accept offered pieces of fruit using their mouths, and not their hands, a variant of the 

Gergely-study could be suggested. Instead of touching a light-box with the top of the head, we could 

video-tape a person biting an apple with his/her hands in similar hands occupied or hands free 

conditions (Fig. 6.6). In a first phase we will present real-life humans performing the action to a 

subpopulation of our macaques. These actions will be video-taped and subsequently presented to 

another subpopulation (Fig. 6.6 upper panel). Similar to the Gergely-study, this interval could stretch 

over several days up to several weeks. If macaques are able to infer rationality from observed actions 

(see above) we expect them to approach the offered piece of fruit more with their mouths after 

observing the hands-free condition then the hands-occupied condition. More specifically, since the 

experimenter could have used his hands in the hands-free conditions, but instead did not, monkeys 

understanding the rationality could have inferred that the mouth must confer some advantage over 

using the hands, and would act accordingly. Pushing the boundaries a bit, would be re-running the 

experiment but now with point-light variants (Fig. 6.6 lower panel). Of course, in order to adequately 

transfer the complexity of the human face, abundant dot-sampling of the face is required. The piece of 

fruit can be maintained in its original form. If point-light biological motion is fully understandable for 

our macaques and if they are able to infer rationality as tested in the first phase, we would also 

expect them to do well in this second phase. Albeit, as mentioned before, pushing the boundaries, 

witnessing inferred rationality in our macaques when exposed to point-light displays could provide 

solid evidence of common action understanding mechanisms between humans and macaque monkeys.
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Figure 6.6. The Gergely-variant based on Gergely, Bekkering & Kiraly (2002). The original 

set-up can be appreciated from Fig. 1.7a. Upper panel: schematic representation of the real-

life and video-based versions of the experimenter biting an apple with his hands resting on 

the table (hands-free condition) or with his hands inside a lab coat (the sleeves will be 

pulled inside the coat; hands-occupied condition). Lower panel: equivalent to upper panel 

but with the stimulus rendered in point-lights. 
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For my dad: ;-)

‘If I had only known, I would have been a locksmith.’

‘I have no special talent. I am only passionately curious.’ 

‘Imagination is more important than knowledge.’

‘The important thing is not to stop questioning. Curiosity has its own reason for existing.’

‘Anyone who has never made a mistake has never tried anything new.’

‘Am I? Or are the others crazy?’

‘Science is a wonderful thing if one does not have to earn one’s living at it.’
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